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		Module 1 - Thinking Statistically and Collecting Data
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		Module 1: Background You'll Need 1

								

	
				 	Describe what data is and what it isn’t
 
  What is Data? 
 data
 Data is factual information that has been collected and can be used for analysis, calculation, or discussion. 
 Data often has no impactful meaning when looked at “raw” or before analysis. It’s just a list of numbers or solitary information.

  Data is NOT a news headline. Data is NOT a graph or a value with no context of how it was created and collected.
 <img class="wp-image-4587" title="Business illustrations by Storyset” src=”https://printed.lumenlearning.com/app/uploads/sites/47/2025/07/Data-analysis-amico-1-1024×1024-1.png” alt=”A person points towards many different data tabs including profiles and graphs.” width=”257″ height=”257″> Figure 1. Data becomes meaningful when it’s collected with purpose and used in context—like tracking how students spend their time.
 Imagine you recorded the number of hours of TV watched by your class peers each day this week. That is data!
 The hours would not all be the same and would change from person to person and even from day to day. Depending on how much other information you gathered, you might be able to identify some reasons that impacted the amount of TV watched by each student each day. (This could be the number of kids they have, hours they work at a job, their dislike of TV, favorite type of show, etc.). The data would vary from student to student, and it’s possible that there would be no students who had the exact same times spent watching TV.
 Data are the smallest unit of decision-making. They are the smallest units of factual information that can be used for calculation, reasoning, or discussion. Data can range from abstract ideas to concrete measurements, including but not limited to, statistics.
 Data is plural! This can sound funny to us because outside of academic or scientific settings, the word data is treated as singular. So when referring to the data in a study, we will say “the data are ___.” In the pursuit of knowledge, data are a collection of discrete values that convey information, describing quantity, quality, facts, statistics, other basic units of meaning, or simply sequences of symbols that may be further interpreted.
 Data are commonly used in scientific research, finance, and in virtually every other form of human organizational activity.
 Examples of data sets include stock prices, crime rates related to the number of fast food restaurants in a ZIP code, scientific observations (like daily high temperatures), starting salaries by career field, literacy rates by county, and census data. In this context, data represents the raw facts and figures that can be used in such a manner to capture the useful information out of it.
 Data are collected using techniques such as measurement, observation, query, or analysis, and are typically represented as numbers or characters, which may be further processed.
 Data is analyzed using techniques such as calculation, reasoning, discussion, presentation, visualization, or other forms of post-analysis.
 You may have heard the term “Big Data.” Big Data usually refers to very large quantities of data compiled through computing technology. Working with such large (and growing) data sets is difficult, even impossible. Data Science uses methods that allow for efficient analysis of Big Data.
 This article makes a headline statement based on data, then describes the data in words, numbers, and graphs. 
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		Module 1: Background You'll Need 2

								

	
				 	Know the statistical definition of the word random
 
  The Word Random
 The use of the word random in everyday language might be like saying:
 ”I saw a random person with a cat on his head in New York.”
 [image: Black and white photo of a man with a cat on his head.]Figure 1. A man in New York City with a cat on his head may be considered random, but in statistics, random means something else.  random
 The word random in statistics is used to describe things like objects pulled from a hat, a dice roll, or even a coin flip—every outcome has an equal chance of occurring.

  The word random is often used when finding people to study, or choosing where to collect data from. Used statistically, it means that each individual in the large group has the same chance of being selected for data collection.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 1: Background You'll Need 3

								

	
				Average Value
 To make sense of data, we often want to explore it and summarize it using different numerical measures, such as percentages or averages. To understand the typical number of times something happens, we can calculate the average or mean of the values. The average is calculated by adding the values and then dividing the total by the number of values in the data set.
 mean (average)
 To calculate the mean of a data set, add up all the values selected and divide by the number of values you totaled.
 Formula: [image: \text{Mean or Average}=\dfrac{\text{Sum of the values in the sample}}{\text{The number of sample values}}]
 Example: Find the mean of these weights collected from a sample of baby turtles. 
 [image: 3, 3, 7, 4, 3, 4] (grams) 
 Add the values: [image: 3+3+7+4+3+4=24] 
 Divide by the [image: 6] values we totaled 
 [image: \dfrac{24}{6}=4]
 The average weight of the baby turtles is [image: 4] grams.

  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Thinking Statistically: Learn It 1

								

	
				 	List the steps of the statistical investigative process
 
  Why learn about statistical thinking?
 Now that you’ve started this class, you might be asking yourself the question, “When and where will I use statistics?” but the truth is, we see data and use statistics on a daily basis. If you consume media of any kind, you will come across statistical information. There are statistics shared about every facet of life, including crime, sports, education, politics, and real estate. Statistics are often used to mislead or influence, but they can also help you make your best education educated prediction or determine if you believe a claim.
 [image: A line graph titled 'Tracking Inflation in the U.S.' showing unadjusted year-over-year percentage changes in the U.S. Consumer Price Index for All Urban Consumers from 2016 to 2023. The y-axis ranges from 0 to 8%. Notable points are labeled, with 'COVID lockdown begins' at the start of 2020 where inflation is below 2% and 'Inflation hits 40-year high' around 2022 and nearly 8%. Between 2022 and 2023 the graph reaches a maximum peak above 8%. The graph ends with a 3.7% rate in 2023. The data source is the U.S. Bureau of Labor Statistics, and the chart is created with Datawrapper.]Figure 1. This graph on U.S. inflation illustrates how statistical data helps us understand real-world trends—like the impact of major events such as the COVID-19 lockdown—highlighting the value of statistical thinking in making informed decisions. Questions that can be answered using statistics:
 	Is 98.6 degrees Fahrenheit really the normal body temperature?
 	How does the housing market today compare with the housing market 20 years ago?
 	Are Black Friday deals actually a discount?
 
 statistics
 Statistics is a science that deals with the collection, analysis, interpretation, and presentation of data.
 
  Since statistics are regularly used to share information and misinformation, you need to know some techniques for analyzing the information thoughtfully. Think about buying a house or managing a budget. Think about your professional goals. As examples, the fields of economics, business, psychology, education, biology, law, computer science, political science, and early childhood development usually require at least one course in statistics.
 Throughout this course, you will practice statistical thinking using real data and embedded practice. Let’s start by learning about the investigative processes of problem solving and decision making.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Thinking Statistically: Learn It 2

								

	
				 	List the steps of the statistical investigative process
 
  The Statistical Investigative Process
 We typically begin our statistical thinking with an investigative question in mind. 
 For example, we might want to know the answer to questions such as:
 	What percentage of U.S. adults support the ban of TikTok on U.S. government devices? (Population: U.S. adults)
 	Do cell phone signals affect honey bee behavior? (Population: bees)
 	Do cars get better gas mileage with a new gasoline additive? (Population: cars)
 
 population
 A population is an entire group, usually a large group, that is of interest in the statistical study.
 A population can be people or other things, such as animals or objects. 
 When we refer to a population, we are including every member of that group.
 
  Often, the population is so large that we cannot collect information from every individual, so we select a sample from the population. In this step, we collect (or produce) data from this sample.
 Of course, we need a sample that represents the population well. This involves careful planning, but also involves chance. For example, if our goal is to determine the percentage of U.S. adults who support the ban of TikTok on U.S. government devices, we do not want our sample to contain only a specific political party line, only a certain race, or only a certain age range. We want to give everyone the same opportunity to be in the sample, so we will let chance select the sample.
 sample
 A sample is a subset or subgroup of a population. 
 A sample is a fraction of a population, preferably randomly selected, that is more manageable for data collection. 
 We want the sample to reflect the overall diversity within a population.
 
  Next in the statistical investigation, we carefully define what kind of information we plan to gather. Then, we collect the data using surveys, interviews, behavior monitoring, studies, overlapping existing data sets, etc.
 Data are often presented in a long list of information. To make sense of it all, we summarize the data using graphs and different numerical measures, such as percentages or averages. We call this step exploratory data analysis.
 Remember that our goal is to answer a question about a population based on a sample. Samples will vary due to chance, but we can still answer our question despite that variability. We can explain how sample results vary in relation to the population as a whole based on an understanding of probability.
 The final step in the process is to interpret the results of the sample and use that to make an inference about the population. This inference is the conclusion we reach from our sample data that answers our original question about the population. 
 [image: Steps of Statistical Investigation with an arrow. 1. Ask a question that can be answered by collecting data. 2. Decide what to measure, and collect data. 3. Summarize and analyze. 4. Draw a conclusion and communicate the results.]Figure 1. The four-step process of a statistical investigation: asking a question, collecting data, analyzing it, and drawing conclusions to communicate findings.  However, often in the statistical investigative process, our conclusions lead us to new questions or the next statistical investigation. Many look at the statistical investigative process as a cycle rather than a linear path.
 Statistics is a fundamental discipline in advancing both scientific discoveries, business choices, and personal decisions, which are key reasons to understand the statistical investigative process.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Thinking Statistically: Apply It 1

								

	
				 	List the steps of the statistical investigative process
 
  We live in a data-driven society where we are surrounded by data on a daily basis. In our personal lives as consumers, citizens, and professionals, it is important that we are able to interpret the information we receive to make sound decisions. Knowledge of statistical tools and processes empowers us to feel comfortable making quantitative decisions in our lives and thoughtfully weigh statistical claims made in the media. Statistical literacy can improve our quality of life!
 [image: ] Statistical Process
 Choose a news article and identify how the statistical investigative process was used.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Statistical Questions: Learn It 1

								

	
				 	Create questions that can be answered with statistics
 	Name and classify variables by type
 
  Statistical Questions
 [image: This flow chart shows the four steps of a statistical investigation]Figure 1. The four-step process of a statistical investigation: asking a question, collecting data, analyzing it, and drawing conclusions to communicate findings.  The first step in any statistical investigation is to identify statistical investigative questions and anticipate the responses to survey questions. For example, “Is there a relationship between students’ phone use in class and their grades?” To answer this question, you would need to survey a group of students and ask them about their phone use and their grades. You would then analyze the data using appropriate graphical displays and summary statistics and interpret the results.
 At its heart, statistics is an investigative process that can allow us to answer questions about our world. We need to consider what makes a good statistical question and how we can match appropriate data with those statistical questions.
 statistical investigative question
 A statistical investigative question is a question that can be used as the starting point for an investigation that involves data collection and data analysis. 
 Statistical investigative questions always anticipate variability.
 
  See the Example Question solved in the videos below 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Anticipating variability is key in a good statistical question; in other words, a good statistical question anticipates that there will be variability in the data collected to answer the question. That means that the variables (or characteristics) we measure about our observational units are expected to have different values among the different observational units. Understanding which kinds of questions anticipate variability can help us understand what kind of variables can be used to explore a statistical question.
 variation vs. definitive answer
 You cannot conduct a statistical study on a question that has no variability. If you can simply answer the question, ask for a single response, or look up the answer, it has no variability anticipated, and therefore, there’s no statistical question to create a study around.
  Let’s consider what types of investigative questions can be answered through statistics. If a question has a definitive answer, statistics are not needed. If a question only needs a sample of one to be solved, statistics are not needed.
 	Can Bill tie his own shoes? To find out, we just need to ask or observe Bill.
 	Does five plus five equal ten? There is no population to pull a sample from.
 	What is the average size TV in a New York City apartment? Now that is a great statistical question!
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Statistical Questions: Learn It 2

								

	
				 	Create questions that can be answered with statistics
 	Name and classify variables by type
 
  Survey Questions
 Statistical investigative questions are the questions a researcher wants to investigate. They ask about the tendencies and likelihoods associated with a population or phenomenon. In practice, statistical investigations usually involve more than one question for data collection. The question “How many problems did you answer correctly on your most recent statistics test?” would be answered with a single numerical value. It is not a statistical investigative question. However, it is a survey question that could be used to collect data. Well-constructed survey questions are often an important part of the statistical process.
 survey question
 Survey questions are the questions researchers ask in order to collect data, which is expected to vary from individual to individual. 
 Survey questions may collect numerical or non-numerical data.
 
  Classify the questions as statistical investigative, survey, or neither: 	What is the square root of [image: 9]?
 	How many hours do you spend on your phone per day?
 	Is there a relationship between the amount of time students spend on their phones and the amount of time they spend studying?
 
 Show Answer 
 	What is the square root of [image: 9]? Neither
 	How many hours do you spend on your phone per day? Survey
 	Is there a relationship between the amount of time students spend on their phones and the amount of time they spend studying? Statistical Investigative
 
 If you surveyed a group of students, you would expect them to vary in terms of their phone use. On the other hand, “What is the square root of 9?” does not anticipate variability, so it is not a statistical investigative question.
   Remember that if the answer to a question could be looked up and would never vary from individual to individual, it would be neither a survey nor an investigative question. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   To write a good statistical question, we need to make sure: 	There is not an exact answer.
 	The question anticipates variability.
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		Statistical Questions: Learn It 3

								

	
				 	Create questions that can be answered with statistics
 	Name and classify variables by type
 
  Variables
 The next step in a statistical investigation is to decide what you’re measuring and how you’re going to collect the data. Data are often shown as a long list of information about a group of individuals, animals, or objects. What you choose to measure is called the variable. Some examples can include favorite color, height, cost, age, heart rate, state, and more.
 variable
 A characteristic that can be measured and has different values.
 
  Qualitative and Quantitative Data
 Data are the actual values of the variable. They may be numbers or they may be words. As such, data can be categorized as qualitative or quantitative data.
 qualitative/categorical data
 Qualitative data are the result of categorizing or describing attributes of a population. 
 Hair color, blood type, ethnic group, the car a person drives, and the street a person lives on are examples of qualitative data. 
 Qualitative data are generally described by words or letters. For instance, hair color might be black, dark brown, light brown, blonde, gray, or red. Blood type might be AB+, O-, or B+. 
 Qualitative data are also often called categorical data.
 
  quantitative data (discrete and continuous)
 Quantitative data are the result of counting or measuring attributes of a population. Amount of money, pulse rate, weight, number of people living in your town, and number of students who take statistics courses are examples of quantitative data.
  
 Quantitative data are always numbers.
  
 Quantitative discrete data are the result of counting. If you count the number of phone calls you receive for each day of the week, you might get values such as [image: 0, 1, 2, \mathrm{or} \ 3]. 
  
 Quantitative continuous data refers to a type of numerical data that can take on an infinite number of values within a given range. Continuous data are often the results of measurements like lengths, weights, or times like a list of the lengths in minutes for all the phone calls that you make in a week.
 
  Determine the the variable(s) and the type of data in the following study. We want to know the average amount of money first year college students spend at ABC College on school supplies that do not include books. We randomly survey [image: 100] first year students at the college. Three of those students spent [image: $150], [image: $200], and [image: $225], respectively.
 Show Solution The variable is the amount of money spent (excluding books) by one first year student.
 The data are the dollar amounts spent by the first year students. Examples of the data are $[image: 150], $[image: 200], and $[image: 225]. These are quantitative discrete data.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   	While quantitative variables always have numerical data, not all numerical data is quantitative. Qualitative data can be numerical if the numbers don’t help us compare the values. For example, zip code has a numerical response, but we don’t compare zip codes numerically (think about how there is no such thing as an average zip code, and having a higher/lower zip code doesn’t really communicate information about where you live). Zip code is a categorical variable, not a quantitative one.
 	Discrete data can include fractions or decimals. The key is to recognize whether any fraction or decimal would be accepted. Shoe size is a great example of quantitative discrete data that includes decimals since your shoe size can be 9, 9.5, 10, 10.5, but could not be any decimal between 9 and 9.5.
 
   [image: ] Classify Variables
 For this problem, you'll identify and classify the variables using a data set of your choosing.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Statistical Questions: Apply It 1

								

	
				 	Create questions that can be answered with statistics
 	Name and classify variables by type
 
  Bad Drivers and Good Questions
 [image: Person in the driver's seat of a car looking at their cell phone]Figure 1. Distracted driving is an example of risky behavior that can be explored through data to identify patterns and ask meaningful statistical questions, like which states have the worst drivers. Let’s look at an article[1] in which statistical data is used to answer a relevant and interesting question (one of the qualities of a good statistical question).
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	“Dear Mona, Which State Has The Worst Drivers” article: https://fivethirtyeight.com/features/which-state-has-the-worst-drivers/ ↵
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		Statistical Questions: Apply It 2

								

	
				 	Create questions that can be answered with statistics
 	Name and classify variables by type
 
  Let’s look at the data set included in the “Dear Mona, Which State Has The Worst Drivers” article [1], in which the data are used to answer a relevant and interesting question. View the full data set here.
 	  	State 	num_ drivers 	perc_ speeding 	perc_ alcohol 	perc_not_ distracted 	perc_no_ previous 	insurance_ premiums 	losses 
  	1 	Alabama 	18.8 	39 	30 	96 	80 	784.55 	145.08 
 	2 	Alaska 	18.1 	41 	25 	90 	94 	1053.48 	133.93 
 	3 	Arizona 	18.6 	35 	28 	84 	96 	899.47 	110.35 
 	4 	Arkansas 	22.4 	18 	26 	94 	95 	827.34 	142.39 
 	5 	California 	12 	35 	28 	91 	89 	878.41 	165.63 
 	6 	Colorado 	13.6 	37 	28 	79 	95 	835.5 	139.91 
 	7 	Connecticut 	10.8 	46 	36 	87 	82 	1068.73 	167.02 
 	8 	Delaware 	16.2 	38 	30 	87 	99 	1137.87 	151.48 
 	9 	District of Columbia 	5.9 	34 	27 	100 	100 	1273.89 	136.05 
 	10 	Florida 	17.9 	21 	29 	92 	94 	1160.13 	144.18 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  data dictionary
 A data dictionary is the format for displaying and describing the variables of a data set. 
 The variable names are presented in italics, followed by a brief description to give the reader more clarity.
 
   The following seven variables are included in the data set provided in the article.[2]
 	state: All 50 states, plus the District of Columbia
 	num_drivers: Number of drivers involved in fatal collisions per billion miles
 	perc_speeding: Percentage of drivers involved in fatal collisions who were speeding
 	perc_alcohol: Percentage of drivers involved in fatal collisions who were alcohol-impaired
 	perc_not_distracted: Percentage of drivers involved in fatal collisions who were not distracted
 	perc_no_previous: Percentage of drivers involved in fatal collisions who had not been involved in any previous accidents
 	insurance_premiums: Average combined car insurance premiums ($)
 	losses: Losses incurred by insurance companies for collisions per insured driver ($)
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://fivethirtyeight.com/features/which-state-has-the-worst-drivers/ ↵
	bad_drivers: Dear Mona, which state has the worst drivers? (n.d.). RDocumentation. Retrieved from https://www.rdocumentation.org/packages/fivethirtyeight/versions/0.6.1/topics/bad_drivers ↵
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		Statistical Studies: Learn It 1

								

	
				 	Identify the observational unit of a statistical study
 	Name the population, sample, parameter, and statistic in a statistical study
 
  Statistical Studies
 The science of statistics deals with the collection, analysis, interpretation, and presentation of data. We see and use data in our everyday lives.
 Organizing and summarizing data is called descriptive statistics.  Two ways to summarize data are by graphing and by using numbers (for example, finding an average).
 After you have studied probability and probability distributions, you will use formal methods for drawing conclusions from “good” data. The formal methods are called inferential statistics. In statistics, we generally want to study a population. You can think of a population as a collection of persons, things, or objects under study. To study the population, we select a sample. The idea of sampling is to select a portion (or subset) of the larger population and study that portion (the sample) to gain information about the population. Data are the result of sampling from a population.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   observational units
 The individuals, animals, or objects that are being measured or surveyed in a study are the observational units. 
 Observational units can also be referred to as the subjects or cases of the statistical study.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Statistical Studies: Learn It 2

								

	
				 	Identify the observational unit of a statistical study
 	Name the population, sample, parameter, and statistic in a statistical study
 
  Population and Parameter vs. Sample and Statistics
 One primary use of statistics is to make inferences about a population based on data collected on a sample from that population. From the sample data, we can calculate a statistic. 
 statistic
 A statistic is a numerical summary measure of a sample.
 
  For example, if we consider one math course to be a sample of the population of all math courses, then the average number of points earned by students in that one math course at the end of the term is an example of a statistic.
 The statistic is an estimate of a population parameter. A parameter is a numerical characteristic of the whole population that can be estimated by a statistic. Since we considered all math courses to be the population, the average number of points earned per student over all the math courses is an example of a parameter. We are interested in both the sample statistic and the population parameter in inferential statistics. 
 parameter
 A parameter is a numerical measure that summarizes a population.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   statistical inference
 [image: A figure showing the relationship of population to sample to measuring a statistic to making an interference about an entire population, which is called a parameter.]Figure 1. Statistical inference involves taking a random sample from a population, calculating a statistic, and using it to estimate an unknown population parameter—assuming the sample is unbiased.  
 The process of taking a statistic from a sample and determining a parameter for a population is called statistical inference.
  Imagine a small college with only 200 students, and suppose that 60% of these students are eligible for financial aid. In this simplified situation, we can identify the population, the variable, and the parameter. 	Population: 200 students at the college.
 	Variable: Eligibility for financial aid is a categorical variable, so we use a proportion as a summary.
 	Parameter: Population proportion of 60% or 0.6 of the population is eligible for financial aid.
 
 Note: Populations are usually much larger than 200 people. Also, in real situations, we typically do not know the population proportion.
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		Statistical Studies: Learn It 3

								

	
				 	Identify the observational unit of a statistical study
 	Name the population, sample, parameter, and statistic in a statistical study
 
  Ethics
 The widespread misuse and misrepresentation of statistical information can give the field a bad name. Some say that “numbers don’t lie,” but the people who use numbers to support their claims often do.
 An investigation of famous social psychologist Diederik Stapel has led to the retraction of his articles from some of the world’s top journals, including Journal of Experimental Social Psychology, Social Psychology, Basic and Applied Social Psychology, British Journal of Social Psychology, and the magazine Science. Diederik Stapel is a former professor at Tilburg University in the Netherlands. Over the past two years, an extensive investigation involving three universities where Stapel has worked concluded that the psychologist is guilty of fraud on a colossal scale. Falsified data taints over 55 papers he authored and 10 Ph.D. dissertations that he supervised. Read more about Stapel Stapel did not deny that his deceit was driven by ambition. But it was more complicated than that, he told me. He insisted that he loved social psychology but had been frustrated by the messiness of experimental data, which rarely led to clear conclusions. His lifelong obsession with elegance and order, he said, led him to concoct sexy results that journals found attractive. “It was a quest for aesthetics, for beauty—instead of the truth,” he said. He described his behavior as an addiction that drove him to carry out acts of increasingly daring fraud, like a junkie seeking a bigger and better high.[1]The committee investigating Stapel concluded that he is guilty of several practices, including:
 	creating data sets, which largely confirmed the prior expectations,
 	altering data in existing data sets,
 	changing measuring instruments without reporting the change,
 	and misrepresenting the number of experimental subjects.

 Clearly, it is never acceptable to falsify data the way this researcher did. Sometimes, however, violations of ethics are not as easy to spot.
  Many types of statistical fraud are difficult to spot. Some researchers simply stop collecting data once they have just enough to prove what they had hoped to prove. They don’t want to take the chance that a more extensive study would complicate their lives by producing data contradicting their hypothesis. Professional organizations like the American Statistical Association clearly define expectations for researchers. There are even federal laws in the United States about the use of research data.
 Privacy concerns in data collection are paramount. You may be familiar with the Health Insurance Portability and Accountability Act (HIPAA) Privacy Rule.[2] For individuals at least 18 years old, this rule prevents the individual’s medical information from being revealed to anyone who the individual has not identified as eligible to receive it. A similar law exists for college students at least 18 years old. There is a federal law called the Family Educational Rights and Privacy Act (FERPA). The U.S. Department of Education provides information about FERPA on their website[3], which outlines the protection of the privacy of student records. How could data collection and storage when studying phone use and grades protect the privacy of student information? Show Solution Any personally identifiable information obtained during data collection from students must be removed to protect the privacy of student information.
 	Data that has been de-identified has had all personally identifying information removed from the data
 	Data that has been anonymized has been permanently de-identified so that the personally identifying information may never become reassociated with the data
 
   When a statistical study uses human participants, as in medical studies, both ethics and the law dictate that researchers should be mindful of the safety of their research subjects. The U.S. Department of Health and Human Services oversees federal regulations of research studies with the aim of protecting participants. When a university or other research institution engages in research, it must ensure the safety of all human subjects. For this reason, research institutions establish oversight committees known as Institutional Review Boards (IRB). All planned studies must be approved in advance by the IRB. Key protections that are mandated by law include the following:
 	Risks to participants must be minimized and reasonable with respect to projected benefits.
 	Participants must give informed consent. This means that the risks of participation must be clearly explained to the subjects of the study. Subjects must consent in writing, and researchers are required to keep documentation of their consent.
 	Data collected from individuals must be guarded carefully to protect their privacy.
 
 It is important that students of statistics take time to consider the ethical questions that arise in statistical studies. How prevalent is fraud in statistical studies? You might be surprised—and disappointed. Vigilance against fraud requires knowledge. Learning the basic theory of statistics will empower you to analyze statistical studies critically.
 
	“Flawed Science: The Fraudulent Research Practices of Social Psychologist Diederik Stapel,” Tilburg University, November 28, 2012, http://www.tilburguniversity.edu/upload/064a10cd-bce5-4385-b9ff-05b840caeae6_120695_Rapp_nov_2012_UK_web.pdf (accessed May 1, 2013). ↵
	https://www.hhs.gov/hipaa/for-professionals/privacy/special-topics/de-identification/index.html ↵
	https://www2.ed.gov/policy/gen/guid/fpco/ferpa ↵
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		Statistical Studies: Apply It 1

								

	
				 	Identify the observational unit of a statistical study
 	Name the population, sample, parameter, and statistic in a statistical study
 
  [image: Three classmates studying outdoors on campus with books and laptops]Figure 1. An inclusive learning community creates spaces where students from different backgrounds feel welcome, valued, and able to support each other academically and socially. What is an Inclusive Learning Community?
 An inclusive learning community is crucial for students to know they are supported, both emotionally and academically, which positively impacts their academic success. In fact, when students feel a sense of belonging in the classroom, it can increase their educational success and motivational outcomes in multiple ways (Bowen, 2021).
 inclusivity
 Inclusivity is the practice or policy of providing equal access to opportunities and resources for people who might otherwise be excluded or marginalized, such as those having physical or mental disabilities or belonging to other minoritized groups. 
 Inclusivity is the action of developing a classroom culture where all students feel welcomed and equally valued for their contributions, perspectives, and personal experiences.
 
  An inclusive learning community values everyone for who they are and their various identities. This includes but is not limited to their race and ethnicity, gender, geographic location, socioeconomic status, and educational background. Not only is it important for instructors to ensure that all their students feel welcomed and valued within the classroom, but it is also important for students to ensure that their peers feel that as well.
 You can contribute to an inclusive learning community by welcoming your peers, respecting and valuing your peers’ contributions to the classroom through discussions and group projects, and sharing your own ideas and experiences.
 What is Academic Belonging?
 Academic belonging is defined as “the extent to which students subjectively perceive that they are valued, accepted, and legitimate members in their academic domain” (Lewis, Stout, Pollock, Finkelstein, & Ito, 2016). When students feel valued and accepted in their academic setting, they experience a sense of connection to the content; they feel that they can meet high expectations and succeed. On the other hand, when students feel like they do not belong in a course, the feelings of stress and isolation outweigh any level of confidence they may have in the content itself.
 So, what does this mean for you in this course? As students in the learning community, you all play an important role in ensuring that the community is inclusive. You need to not only know the course policies and procedures, but to follow them as well. Doing so will give you the opportunity to help one another inside and outside of the classroom (e.g., in group projects and/or study groups), and the strength to seek that help when needed.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  [image: ] Value of Inclusivity and Community
 The importance of belonging and inclusivity is backed by research. For this problem, choose an article and identify the observational units, population, and sample of the study.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Methods and Bias: Learn It 1

								

	
				 	Select a simple random sample from a finite population
 	Understand and apply different sampling methods
 	Determine and explain bias in a sampling method
 
  The population is an entire group of people, objects, or animals; usually a large group. A sample is a selected subset or subgroup of a population. For statistics, we want our sample to be representative of the population so we can make accurate inferences. There are five common sampling methods used in research. These sampling methods include: simple random sampling, systematic sampling, stratified sampling, cluster sampling, and convenience sampling.
 Simple Random Samples
 In simple random sampling, every sample of a given size has the same chance of being selected. This results in every individual or entity of the population having an equal chance of being selected. There are different ways to collect a simple random sample, such as using a random number generator, placing equal-sized slips of paper in a hat and drawing a sample, rolling a six-sided die, or any other event where each outcome is assigned a subject and each subject has an equally likely chance of being selected.
 In the following figure, a random number generator selected numbers 24, 22, 27, 25, and 13, resulting in the highlighted individuals being selected for the sample. [image: Appropriate alternative text can be found in the description above.]Figure 1. A simple random sample selects individuals purely by chance, giving each person an equal opportunity to be included.  Random Number Generator
 A simple random sample relies on a random mechanism to choose a sample, without replacement, from the population so that every sample is equally likely to be chosen. Consider choosing 10 states randomly from the 50 United States.
 
 STEP 1: Under “Choose Minimum,” select “1.”
 STEP 2: Under “Choose Maximum,” select “50.”
 STEP 3: Under “How many numbers do you want to generate,” select “10.”
 STEP 4: Under “Sample with Replacement,” select “No.”
 STEP 5: Click “Generate.” This will generate ten random numbers between 1 and 50.
 Save these 10 numbers for the next question.
  https://lumen-learning.shinyapps.io/randomnumbers/ [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Consider a small college with only 200 students, where 60% of these students were eligible for financial aid.
 We can use this simplified situation to investigate how random samples relate to the population. This is the first step in creating a probability model that will be useful in inference.
 How accurate are random samples at predicting this population proportion of 0.60?
 To answer this question, we randomly select 8 students and determine the proportion who are eligible for financial aid. We repeat this process several times. Here are the results for 3 random samples:
 [image: Financial aid eligibility: 3 random samples of students consisting of 8 students each (out of a total population of 200 students). The proportion eligible for financial aid in the population is .60. In the random samples, each student is assigned a number and then categorized as elibigle for financial aid or not. The sample proportions are as follows: Sample 1 has 6 students eligible for aid and six divided by 8 is 0.75. Sample 2 has 5 students eligible for aid and five divided by 8 is 0.625. Sample 3 has 3 students eligible for aid and three divided by 8 is 0.375. When you average the sample proportions and round to the tens place you get a proportion of .60.]
 More about these random samples. 
 Notice the following about these random samples:
 	Each random sample came from a population in which the proportion eligible for financial aid is 0.60, but sample proportions vary. Each random sample has a different proportion who are eligible for financial aid.
 	Some sample proportions are larger than the population proportion of 0.60; some sample proportions are smaller than the population proportion.
 	Some samples give good estimates of the population proportion. Some do not. In this case, 0.625 is a much better estimate than 0.375.
 	A lot of variability occurs in these sample proportions. It is not surprising, therefore, that a sample of 8 students may give an inaccurate estimate for the proportion of those eligible for financial aid in the population. It makes sense that small samples of only 8 students may not represent the population accurately. Later, we investigate the effect of increasing the size of the sample.
 	The variability we see in proportions from random samples is due to chance.
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		Sampling Methods and Bias: Learn It 2

								

	
				 	Select a simple random sample from a finite population
 	Understand and apply different sampling methods
 	Determine and explain bias in a sampling method
 
  Systematic Sampling
 In systematic sampling, every individual in the population is given a number, and individuals/entities are chosen at regular intervals, with a random starting point (usually among the first several).
 The following figure illustrates a systematic sample where every 4th individual is selected, starting at the 3rd individual (starting point selected at random). The individuals selected for the sample are highlighted. [image: Appropriate alternative text can be found in the description above.]Figure 1. A systematic sample selects individuals at regular intervals, starting from a randomly chosen point.  Stratified Sampling
 In stratified sampling, a population is divided into two or more groups (these groups are collectively called strata, referring to one of several groupings is known as a stratum) according to some criterion (i.e., geographic location, grade level, age group, income group, etc.), and a sample is selected from each stratum using simple random sampling or systematic sampling.
 In the illustration below, the population is divided into two groups (blue and green), and 4 samples were selected from each group. [image: The population is split evenly in two groups of 18, shown in blue and green. In the first group (blue), individuals 2, 3, 9, and 14 are selected. In the second group (green), individuals 2, 5, 6, and 13 are selected.]Figure 2. A stratified sample is created by dividing the population into groups and then selecting individuals from each group.  Cluster Sampling
 Similar to stratified sampling, for cluster sampling, a population is divided into two or more groups (called clusters) according to some criterion. Clusters are then randomly selected, and every individual in the cluster(s) is included in the sample.
 In the illustration below, the population is divided into four groups (green, purple, blue, and gray), and an entire group (blue) was chosen as the sample. [image: The population is divided into four groups (green, purple, blue, and white) and one entire group is selected for the sample.]Figure 3. A cluster sample selects an entire group from a divided population.  Convenience Sampling
 A convenience sampling is a sample of individuals who are most accessible to the researcher. A convenience sample is usually not random or representative of the population. This is an example of a biased sampling method because it tends to produce samples that are not representative of the population. For example, you might take a sample of your friends because it is easy to collect information about them.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Methods and Bias: Learn It 3

								

	
				 	Select a simple random sample from a finite population
 	Understand and apply different sampling methods
 	Determine and explain bias in a sampling method
 
  Sampling Methods
 Simple random sampling assigns a number to every member of the population, then uses a random number generator to select a sample.
 Systematic sampling assigns a number to every member of the population, then choses individuals or entities from the population at regular intervals (e.g. every 4th individual from a randomly selected starting point).
 Stratified sampling divides a population into groups via some criterion, then uses simple random selection or systematic selection to collect a sample from each group.
 Cluster sampling divides a population into groups via some criterion, then uses simple random selection or systematic selection to select one or more groups as the sample.
 Convenience sampling selects a sample most accessible to the researcher.
  A sampling method is unbiased if, on average, it results in a representative sample of the population. A sampling method is biased if it has a tendency to produce samples that are not representative of the population. If the sampling method is biased, we cannot generalize our results to the population and can only make statements about the sample itself. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  [image: ] Choose Your Own Dataset
 For this problem, you'll create and analyze different samples using a data set of your choosing.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Methods and Bias: Learn It 4

								

	
				 	Select a simple random sample from a finite population
 	Understand and apply different sampling methods
 	Determine and explain bias in a sampling method
 
  Sampling Bias
 Remember that the ideal sample should be representative of the entire population.
 sampling bias
 In statistics, a sampling bias is created when a sample is collected from a population and some members of the population are not as likely to be chosen as others (remember, each member of the population should have an equally likely chance of being chosen).
 When a sampling bias happens, there may be incorrect conclusions drawn about the population that is being studied.
 Here are the four main sources of bias to consider when sampling from a population:
 	Undercoverage occurs when some groups of the population are left out of the sampling process, and the individuals in these groups do not have an equal chance of being selected for the sample. For example, a sample survey of households in a country may miss people who are homeless, prison inmates, or students living in dorms.
 	Non-response bias occurs when an individual chosen for a sample cannot be contacted or decides not to participate in the study or research. This type of bias occurs after the sample has been selected and can create potential bias in the data collected.
 	Response bias is defined as a systemic pattern of inaccurate responses to questions. This type of bias can occur when a person does not understand a question or feels influenced to respond to a question in a certain way. Response bias can also occur as a result of the wording of questions that are of a sensitive nature.
 	A voluntary response bias is another form of bias because the sample is not random or representative of the population. The people who volunteer for a study or survey may be more inclined to respond to questions or report certain behaviors.
 
  When we say a random sample represents the population well, we mean that there is no inherent bias in this sampling technique. It is important to acknowledge, though, that this does not mean all random samples are necessarily “perfect.” Random samples are still random, and no random sample will be exactly the same as another. One random sample may give a fairly accurate representation of the population, whereas another random sample might be “off” purely because of chance. Unfortunately, when looking at a particular sample (which is what happens in practice), we never know how much it differs from the population.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Whenever we take a sample from a population, there is the potential of introducing sampling bias. It is important to be aware of potential sources of bias and take steps to minimize the chance that sampling bias is present in the way that we sample.
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		Sampling Methods and Bias: Apply It 1

								

	
				 	Select a simple random sample from a finite population
 	Understand and apply different sampling methods
 	Determine and explain bias in a sampling method
 
  Inclusivity and Bias
 While “random” has a special meaning in statistics separate from its meaning in real life, bias carries its meaning in both statistics and life. As statisticians, we desire samples that are free from sampling bias. Did you know, it wasn’t until 1993 that women and minorities were required by law to be included in clinical research? [1]
 Bias
 Bias is prejudice in favor of or against one thing, person, or group compared with another, usually in a way considered to be unfair.
  While we’ve seen examples of bias in statistics, it’s important to recognize bias in our daily lives and in our classrooms. As we work in groups, remember that being an inclusive communicator will not only make group projects run more smoothly, but it will also  give you the skills needed to be an effective communicator with others at work and in your personal life.
 Being an inclusive group member
 When you are being inclusive, it means that you are:
 	Ensuring that everyone gets a chance to speak.
 	Acknowledging your own biases.
 	Genuinely listening to others.
 	Using inclusive language.
 
  Ensure that everyone gets a chance to speak
 This means not dominating the conversation and ensuring that even those who are quiet still get a voice at the table. One study found that women who were outnumbered in decision-making groups spoke less than 75% of the time than men did.[2] Opinions from all genders (as well as all races, backgrounds, abilities, etc.) need to be solicited and heard, and in an environment where their ideas will be considered and respected.[3] Recognize that others may not communicate in the same way as you do, so be accommodating.
 Genuinely listen
 This means respecting others’ ideas and giving everyone the time and space to participate. Team members should not interrupt others or make fun of their ideas, but listen with genuine curiosity and interest. By being fully present during conversations (minimizing distractions, looking at the other person, paying attention, and being aware of your own body language), you can help others know their ideas are valued.
 Acknowledge your own biases
 Biases are prejudiced attitudes and beliefs that people hold about people or things. Some of these biases you are aware of (i.e., “I know I have a preference for people wearing the color red” or “I really get along with anyone who also loves my favorite singer”), but others you may be unaware of. The attitudes we have towards certain people without being conscious of those are called implicit biases. For example, maybe you have a bias towards working with people who look like you—if this is true, you can acknowledge that bias and work towards changing it.
 You can test your implicit biases at this site. Use inclusive language
 Inclusive language means using words, phrases, or tones that do not contain discriminatory, stereotyped, or prejudiced ideas of groups of people. Inclusive communicators want to ensure that their language conveys respect and creates a safe environment for others. This means they do not use racist labels for groups, inappropriate slang, generalizations, or words that imply that everyone has the same background that they do. They use a person’s preferred pronouns and are sensitive to how their words are perceived by others.
 	Inclusive Language 	Don’t Say This 	Say This Instead 	Explanation 
  	People first: When you are describing a person who belongs to a group with a disability or an illness, use people-first language to avoid subconscious bias. 	Jane is a disabled person. 	Jane has a disability. 	In the first example, Jane is identified solely based on her disability. In the second example, the audience understands that the disability is only part of Jane’s identity. 
 	Words matter: Choose your words carefully to make sure you are not excluding people or using language that has embedded stereotypes or limitations. 	The wives of executives are also invited to attend the annual gala. 	The partners of executives are also invited to attend the annual gala. 	In the first instance, the assumption is made that the executives all have wives. It excludes anyone who has non-gender-conforming partners or executives with husbands. The second example is a much more inclusive way of representing the partners of executives. 
 	Inclusive terms: Constantly review the words and phrases you use to make sure they are inclusive of all your audience. 	Hello, ladies and gentlemen. Welcome to our conference today. 	Hello, everyone. Welcome to our conference today. 	In the first example, members of the audience who do not identify as women or men would feel excluded by this use of language. The language in example two is more inclusive and does not cause offense. 
 	Generalizations and stereotypes: When communicating with others, be careful about making assumptions based on age, gender, culture, and so on. 	As we all know, it is difficult for old people to adapt to new technology, so we should require old people to come into the office. 	In our company survey, 30% of respondents indicated that they were not comfortable with the new work-from-home technology. I think we should provide further training or give them the option to work from the office. 	In the first example, the speaker is making a stereotype about workers who are in a certain age group. This is an example of ageism. Instead of using generalizations, try to be more specific about the language you use. In example two, the speaker refers to specific data, and ageist language is avoided. 
 	Insensitive language: Certain words or phrases may be offensive to your audience. As a communicator, it is your duty to educate yourself about those terms to make sure you do not cause offense. 	Let’s have a powwow to discuss the new contract we received from Sunny Roofing. 	Let’s have a meeting to discuss the new contract we received from Sunny Roofing. 	Some people use the word “powwow” to mean meet or gather. However, the word powwow is considered a sacred social gathering held by indigenous communities in North America. Using the word casually in business to refer to a meeting is culturally insensitive. 
  
  
 Now that we have delved into the concepts of inclusivity and bias, let’s turn our attention to the powerful role statistics play in unraveling the complexities of student diversity.
 By employing statistical methods, we can dissect data to reveal patterns, disparities, and nuances within diverse student populations. This analytical lens allows us to not only understand the current landscape but also to identify areas where inclusivity can be enhanced and bias mitigated.
 Let’s harness the tools of statistics to shed light on the rich tapestry of student diversity, fostering a more inclusive and equitable educational environment!
 
	https://grants.nih.gov/policy/inclusion/women-and-minorities/guidelines.htm#:~:text=The%20NIH%20Revitalization%20Act%20of,and%20minorities%20in%20clinical%20research.&text=The%20statute%20includes%20a%20specific,and%2C%20in%20particular%20clinical%20trials. ↵
	Christopher F. Karpowitz, Tali Mendelberg, Lee Shaker. Gender Inequality in Deliberative Participation. American Political Science Review, 2012; 106 (03): 533 DOI: 10.1017/S0003055412000329 ↵
	Dixon, Jess Amy. “How to Have Inclusive Teamwork in Work and Study.” Youth Employment UK, 16 Aug. 2022, https://www.youthemployment.org.uk/how-to-have-inclusive-teamwork-in-work-and-study/. ↵



	

			
			


		
	
		
			
	
		21

		Sampling Methods and Bias: Apply It 2

								

	
				 	Use different sampling methods to select a random sample
 	Estimate true population values using a representative sample
 
  A Portrait of Diversity: Exploring Student Demographics
 [image: A group of young people smiling for a picture]Figure 1. Real-world questions—like those about student diversity—require thoughtful sampling to ensure accurate, meaningful results. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Random samples will eliminate bias, even bias that may be hidden or unknown. However, we need to be aware of the potential sources of bias that will prevent us from appropriately generalizing sample results to the population.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Methods and Bias: Apply It 3

								

	
				 	Use different sampling methods to select a random sample
 	Estimate true population values using a representative sample
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  See the Example Question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 2: Background You'll Need 1

								

	
				 	Recognize the population and sample in a study
 
  Population vs. Sample
 Recall that we typically begin our statistical thinking with an investigative question in mind. The question is frequently something we want to know about a population. In most cases, the population is a large group. Often, the population is so large that we cannot collect information from every individual in the population. So, we select a sample from the population.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 2: Background You'll Need 2

								

	
				 	Name variables by type
 
  Types of Variables
 Categorical or qualitative data are the result of categorizing or describing attributes of a population. Categorical data are often words, but can also be numerical like in the case of “Grade Level”, “ZIP Code”, or other numbers used to categorize groups rather than quantify them.
 On the other hand, quantitative data are always numbers. Quantitative data are the result of counting or measuring attributes of a population.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Quantitative data can further be described as discrete or continuous depending on the types of values the variable can take. Quantitative discrete variables take on a limited set of values, such as counting numbers (such as 1, 2, 3…) with no values in between. Quantitative continuous variables can take on any value within a range.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Observational Studies: Learn It 1

								

	
				 	Recognize observational studies and list the key components
 	Describe confounding factors that may influence an association
 
  Observational Studies
 In an observational study, a researcher will observe an outcome without interfering. Instead of trying to assess cause and effect, an observational study is typically used when the goal is to learn about characteristics of a population or to compare groups within a population with respect to some characteristic. Sometimes observational studies are used because they might be the only way certain types of questions can be studied.
 When designing an observational study, researchers are often looking for a relationship between two variables.
 explanatory variable (factor of interest)
 The explanatory variable is the independent variable that is of interest to the researcher.
  response variable (response factor)
 The response variable is the dependent variable that allows the researcher to objectively compare the differences.
  Due to a lack of control, observational studies may inherently be at risk of containing confounding biases, which are outside of the control of the researcher.
 confounding variable
 A confounding variable is a variable that was not accounted for in a study and may actually influence other variables in the study.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An observational study can show an association between variables, but it cannot establish a cause-and-effect relationship since the researchers are not controlling the study. Remember that the researcher is an observer, not an influencer.
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				 	Recognize observational studies and list the key components
 	Describe confounding factors that may influence an association
 
  Effective Vaccines?
 [image: A scientist in a lab coat holds a micropipette facing a bench filled with lab equipment.]Figure 1. Careful data collection and weekly testing helped researchers evaluate how effective the COVID-19 vaccines were after their rollout. In March 2020, COVID-19 was declared a pandemic by the World Health Organization. In December 2020, vaccines using Messenger RNA technology were given emergency use authorization by the Food and Drug Administration in the United States. Over the next 13 weeks, 3,950 health care personnel, first responders, and other essential and frontline workers who had received the vaccine completed weekly COVID-19 testing to determine whether they had tested positive for COVID-19. In this study, researchers were following the effectiveness of the vaccines in a real-world setting.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Centers for Disease Control and Prevention. (2021, April 2). Interim estimates of vaccine effectiveness of BNT162b2 and mRNA-1273 COVID-19 vaccines in preventing SARS-CoV-2 infection among health care personnel, first responders, and other essential and frontline workers – eight U.S. locations, December 2020-March 2021. Morbidity and Mortality Weekly Report, 70(13), 495-500. https://www.cdc.gov/mmwr/volumes/70/wr/mm7013e3.htm ↵



	

			CC licensed content, Shared previously
	Scientist in a lab. Authored by: Polina Tankilevitch. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/woman-in-white-laboratory-gown-3735782/. License: CC0: No Rights Reserved
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		Experimental Design: Learn It 1

								

	
				 	Identify the key components of experimental design
 	Use experimental design to create a hypothetical experiment to answer a research question
 
  Experimental Design
 Experimental design refers to the structure of an experiment (a specific type of research method). How can the experiment be conducted efficiently, effectively, and responsibly to return sound results? Researchers must carefully consider several key components of experimental design before any work is done to collect data.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Experimental Design: Learn It 2

								

	
				 	Identify the key components of experimental design
 	Use experimental design to create a hypothetical experiment to answer a research question
 
  The treatments are the different levels of the factor of interest, or explanatory variable, that you are changing. For example, if the factor of interest is a vaccine, the treatments might be vaccine vs. no vaccine.
 [image: Diagram showing that the factor of interest affects the response variable]Figure 1. In an experiment, the explanatory variable is what you change, and the response variable is what you measure to see the effect. nuisance factors
 Nuisance factors are factors that are kept the same across all levels of the factor or are explicitly controlled in the experimental design.
  
 These factors are NOT of interest in the study, but may affect a change in the response variable.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Experimental Design: Learn It 3

								

	
				 	Identify the key components of experimental design
 	Use experimental design to create a hypothetical experiment to answer a research question
 
  Experimental and Control Groups
 An important aspect of all experiments is a comparison between one or more groups or levels of the factor of interest. These comparisons are called treatments. In a simple experimental design, one group receives the researcher’s treatment and the other group(s) does not. The group that receives the treatment is commonly called the experimental group. The group that does not receive the treatment is usually called the control group. The control group is usually kept under conditions that are considered typical or common for a given situation.
 [image: Diagram showing that the available test subjects are randomly split into two groups: control group and experimental group]Figure 1. Random assignment helps ensure that the only difference between the control and experimental groups is the treatment being tested. It is important to remember that the only difference between the experimental and control groups is the researcher’s manipulation of the factor of interest.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The primary goal of an experiment is to provide evidence for a cause-and-effect relationship between two variables. An observational study observes individuals and measures variables of interest. We conduct observational studies to investigate questions about a population or an association between two variables. An observational study alone does not provide convincing evidence of a cause-and-effect relationship. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Experimental Design: Learn It 4

								

	
				 	Identify the key components of experimental design
 	Use experimental design to create a hypothetical experiment to answer a research question
 
  Random Assignment
 To ensure that there are no unexpected differences between the experimental and control groups, good experimental design uses random assignment to determine which participants are in each group. This helps to minimize the impact of other variables that the researcher has no control over. Do not confuse this with random sampling! (In fact, most experiments do not use random sampling to find their sample.)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Replication
 In addition to random assignment, replication helps ensure that the results of an experiment are truly caused by the change in the factor of interest and not by other hidden factors or natural variation in data. A good experiment always achieves replication by including large numbers of participants, but replication can also be achieved by repeating the entire experiment with new groups of participants. As you will learn in future lessons, certain statistical analyses can only be performed if the sample meets a minimum size requirement.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  essentials of experimental design
 The key components of a well-designed experiment are: control, randomization, and replication. 
 
   
	

			
			


		
	
		
			
	
		31

		Experimental Design: Apply It 1

								

	
				 	Identify the key components of experimental design
 	Use experimental design to create a hypothetical experiment to answer a research question
 
  Designing a Coral Reef Study
 [image: Underwater image of a diver swimming above a coral reef]Figure 1. Studying coral reefs helps scientists track ocean health—but getting reliable results depends on careful experimental design. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			CC licensed content, Shared previously
	Coral reef image. Authored by: Biorock Indonesia. Provided by: Unsplash. Retrieved from: https://unsplash.com/photos/iiAvy5Eu5vk. License: CC0: No Rights Reserved
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		Experimental Design: Apply It 2

								

	
				 	Identify the key components of experimental design
 	Use experimental design to create a hypothetical experiment to answer a research question
 
  Coral Bleaching
 In 2005, the United States lost half of its coral reefs in the Caribbean in one massive bleaching event.[1] When scientists first saw massive coral bleaching events around the world, they thought warming ocean temperatures might be causing the bleaching, but they needed to do more research to find the true cause. Because the scientists wanted to know about cause and effect, experimental design was the best tool for their research.
 For more information about coral, visit these National Ocean Service websites:
 	https://oceanservice.noaa.gov/facts/coral.html
 	https://oceanservice.noaa.gov/facts/coral_bleach.html
 	https://oceanservice.noaa.gov/education/tutorial_corals/welcome.html
 
  Statistics is an investigative process that can allow us to answer questions about our world. We need to consider what makes a good statistical question and how we can match appropriate data with those statistical questions. Two key qualities of a good statistical question are: 1) There is not an exact answer, and 2) the question anticipates variability.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Advanced Experimental Design: Learn It 1

								

	
				 	Review an experiment and explain if it has been designed well
 	Use randomized block design to create a hypothetical experiment to answer a research question
 
  Well-Designed Experiments
 The primary goal of an experiment is to provide evidence for a cause-and-effect relationship between two variables.
 	Factor of interest: The explanatory variable (independent variable), which is what we suspect has an effect on the response variable.
 	Response factor (variable): The dependent variable, which we suspect is affected by the factor of interest.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In an experiment, the researcher manipulates values of the explanatory variable and measures the resulting changes in the response variable. The different values of the explanatory variable are called treatments.
 treatments
 Treatments are experimental conditions into which the participants are divided, some into a group receiving the treatment of interest and others into a control group that does not receive the treatment (a placebo). 
 A placebo is a harmless version of the treatment that does not contain any active ingredients (e.g., a sugar pill). The placebo will typically look, taste, and smell like the treatment of interest or mimic it so that the two treatments appear identical to the subjects; this way the subjects don’t know which treatment they are receiving.

  experimental unit
 The single object or individual to be measured in the experiment is called an experimental unit. The experimental units of the whole experiment are split into two groups:

 	One group receives the treatment of interest (this is usually called the experimental group) and the other group does not.
 	The group that does not receive the treatment of interest or the placebo is the control group.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   placebo effect
 The placebo effect is a positive response from people who believe they are receiving treatment for a condition when they are actually receiving a placebo.
  
 The placebo effect can make it difficult to gauge the effects on the response variable. It is a fascinating connection between mind and body that is still not completely understood.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Review an experiment and explain if it has been designed well
 	Use randomized block design to create a hypothetical experiment to answer a research question
 
  	In an experiment, researchers control the variables by utilizing a control group and an experimental group. This step is essential to establishing cause and effect.
 	To ensure that there are no unexpected differences between the experimental and control groups, good experimental design uses random assignment to determine which participants are in each group. This helps to minimize the impact of other variables that the researcher has no control over.
 	A well-designed experiment always achieves replication by including large numbers of participants or by repeating the entire experiment with new groups of participants. Replication of experiments increases confidence in the conclusion of the experiment.
 
  In medicine, the randomized experiment (known in this context as a clinical trial) has become the gold standard for the evaluation of new medical treatments because of its effectiveness and ability to objectively support conclusions. The Cochrane Collaboration is an organization devoted to synthesizing evidence from medical studies all over the world. According to this organization, there have been hundreds of thousands of randomized experiments comparing medical treatments. In most countries, a company can’t get a new drug approved for sale unless it has been tested in a well-designed experiment. 
 Another important aspect of a well-designed experiment is that each group is treated the same way. It is also important that the subjects do not adjust their behavior because of the treatment they are receiving. For this reason, many experiments use a technique called blinding.
 blinding
 Blinding is the nondisclosure of the treatment an experimental unit is receiving as to preserve the power of suggestion in a randomized experiment.
  
 When a person involved in a research study is blinded, they do not know who is receiving the active treatment(s) and who is receiving the placebo treatment.
  
 A double-blind experiment is one in which both the subjects and the researchers who have contact with the subjects are blinded.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Review an experiment and explain if it has been designed well
 	Use randomized block design to create a hypothetical experiment to answer a research question
 
  The Salk vaccine experiment was one of the largest health experiments ever conducted. It was an experiment because subjects were given treatments, but ethical issues, cost, time, and other considerations sometimes prohibit the use of an experiment. For example, we would never want to conduct a texting-while-driving experiment in which we ask subjects to text while driving. Why? Some of them could die! It would be far better to observe past crash results to understand the effects of texting while driving.
 The large-scale experiment designed to test the effectiveness of the Salk vaccine in preventing polio used a completely randomized design in that the experimental units (or subjects) were randomly assigned to one of the treatments. However, in a well-designed experiment, we want to know what effect the factor of interest has on the response variable.
 Nuisance factors: these are not of interest in the study but may have an effect on the response variable. Sometimes, a nuisance factor may also affect the response factor, even though we are not interested in this factor (e.g., the specific operator who prepared the treatment, the time of day the experiment was run, the room temperature). All experiments have nuisance factors, so the experimenter will typically need to spend some time deciding which nuisance factors are important enough to keep track of or control.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Randomized Block Design
 Sometimes, the nuisance factors can be directly controlled in the experiment using a completely randomized block design. This design is used when the experimental units are divided into homogeneous groups called blocks.
 block
 A block is a group of subjects that are similar, but blocks differ in ways that might affect the outcome of the experiment. For example, if your nuisance factor is known and controllable, it can be added to your experimental design. 
 We use the term blocking to describe the grouping together of homogeneous (similar) experimental units, followed by the random assignment of the experimental units within each group to a treatment.

  The diagram below illustrates the completely randomized block design for an experiment testing a new fertilizer:
 [image: This diagram shows completely randomized block design. Between 50 fields, they are blocked together based on crop type. There are 28 corn fields and 22 soybean fields. 13 new fertilizer and 15 standard practice fields were allocated to corn fields randomly, and 12 new fertilizer and 10 standard practice fields are allocated to soybean fields. From there, the outcome for both crops are measured.]Figure 1. By grouping fields by crop type first, this experiment makes sure differences in results come from the fertilizer, not the crop.  In a completely randomized block design, we do not wish to determine whether the differences between blocks result in any difference in the value of the response variable. Our goal is to remove any variability in the response variable that may be attributable to the block. Therefore, the advantage of this design is that blocking will help to minimize the effects of nuisance factors.
 The basic principles of the completely randomized block design are blocking and randomization. The general rule is to “block what you can and randomize what you cannot.” So, blocking is used to remove the effects of a few of the most important nuisance factors. Randomization is then used to create comparable groups to reduce the contaminating effects from the removal of the nuisance factors.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   See the Example question solved in the videos below 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
    An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   
	

			
			


		
	
		
			
	
		36

		Advanced Experimental Design: Apply It 1

								

	
				 	Review an experiment and explain if it has been designed well
 	Use randomized block design to create a hypothetical experiment to answer a research question
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Advanced Experimental Design: Apply It 2

								

	
				 	Review an experiment and explain if it has been designed well
 	Use randomized block design to create a hypothetical experiment to answer a research question
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Analyzing Statistics in Media: Learn It 1

								

	
				 	Find information from complex graphical displays
 
  Heat Maps
 heat map
 A heat map is a representation of data in the form of a map or diagram where data values are grouped into different colors.

  A heat map can be a map of the United States where ranges of a statistic calculated from data values for the statistic are represented by different colors. A heat map can also be of the entire world.
 This type of graphical display is commonly seen in the media. To understand what the graphical display conveys, we will need to be able to infer the type of data set used to create the graphical display, identify the scale and colors used, identify the data source, recognize an accurate interpretation of the graphical display, and write a statement interpreting the graphical display.
 [1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	The Learning Network. (2019, September 26). What’s going on in this graph? | Sept 25, 2019. The New York Times. https://www.nytimes.com/2019/09/19/learning/whats-going-on-in-this-graph-sept-25-2019.html ↵
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		Analyzing Statistics in Media: Learn It 2

								

	
				 	Find information from complex graphical displays
 
  Legends
 legend
 The legend of a map is a description, explanation, or table of symbols printed on the map to help readers understand and interpret the map better.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Analyzing Statistics in Media: Learn It 3

								

	
				 	Find information from complex graphical displays
 
  Misleading Graphs
 Misleading graphs are sometimes created to intentionally misrepresent data. This is usually done in order to focus a reader’s attention on a specific trend or pattern.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  It is important to always check the scale of a graph before inferring any message from the graph that could lead us to misinterpret the data.
 Key components that should be present in a graphical display are: Horizontal axis, vertical axis, clear data lines or distinct bars, and a color legend. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Color
 It is important to use good design principles when using color to communicate information. The use of color in a graph can be used inappropriately and can potentially lead to the misinterpretation of a graph.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Analyzing Statistics in Media: Learn It 4

								

	
				 	Find information from complex graphical displays
 
  Criteria for Effective Visualization
 It is important to understand how to use a rating scale and best practices criteria to think critically about graphical displays and evaluate whether the criteria have been met. Let’s prepare for that by carefully defining the criteria and learning to use them to identify whether a graphical display has a misleading or missing component.
 When evaluating graphical displays, it is important to identify evidence of the following criteria: design, precision, efficiency, use of time, use of ink, use of space, and multivariate. The criteria are based on the Principles of Graphical Excellence[1] by Edward Tufte, a statistician and pioneer in the field of information design. These principles are important aspects of a graphical display that are needed for an effective visualization.
 Design
 The first criterion is the use of design attributes such as color, symbols, lines, or curves to encourage comparisons that create a clear purpose for the graphical display.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Precision
 The second criterion is the use of precision, which means that the statistical transformation is appropriate for the type of visualization. For example, a graphical display that uses precision would start the y-axis of a bar graph at [image: 0] rather than another number. The use of precision is not evident in a graphical display if we see any transformation of the data that shows an exaggeration of differences and distorts the data.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Tufte, E. R. (2001). The visual display of quantitative information (2nd edition). Graphics Press. ↵
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		Analyzing Statistics in Media: Learn It 5

								

	
				 	Find information from complex graphical displays
 
  Efficiency
 The third criterion is efficiency, which means that the effort required for the reader to understand the purpose of the graphical display is minimal. In order for a graph to be efficient, the graphical display should be clear in communicating patterns or trends.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Time, Ink, and Space
 The fourth, fifth, and sixth criteria are closely related and are use of time, use of ink, and use of space. A graphical display is most effective when it allows the viewer to gain the largest number of ideas in the shortest time with the least amount of ink in the smallest space. With criteria four, five, and six, it is important not to overload the viewer of the graph with too much information. Graphical displays that do not show evidence of these criteria are graphs that have extra colors or symbols that are not needed, or 3-D plots where the third dimension is not relevant to understanding the graph.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Multivariate
 The seventh criterion is multivariate, which means displaying more than one variable on a graphical display to encourage the reader to make comparisons. The way that the multivariate criterion can be shown on a graph is through the design principles of similarity, proximity, continuity, or closure.[1]
 [image: Four different principles of design. The first is labeled similarity and shows a row of blue dots above a row of black dots above another row of blue dots and then another row of black dots. The second is labeled proximity and shows three pairs of close-together lines. The third is labeled continuity and show fours curved lines of dots extending away from a central point in different directions. The final one is labeled closure and shows a circle that doesn't connect in the middle on either side and a square that doesn't connect just on the left side.]Figure 1. Gestalt design principles like similarity, proximity, continuity, and closure help readers understand multivariate data in visual displays. 	Similarity can be shown in a graphical display through the use of similar colors or shapes.
 	Proximity is defined as the spacing between visual objects.
 	Connection or continuity focuses on creating visual focus for the eye using lines.
 	Closure is the practice of using boxes or circles to highlight groups.
 
 This criterion stems from the Gestalt Principles, which are a set of psychological laws that describe the tendency in the human mind to group items based on similar presentation. Graphical displays of multivariate data (more than two variables present, as opposed to univariate or bivariate data) leverage these principles to aid reader comprehension.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Chapter 5.2: Perception. (n.d.). AllPsych. Retrieved from https://allpsych.com/psychology101/perception/ ↵
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				 	Find information from complex graphical displays
 
  Complex Graphical Displays in the Media
 [image: Two women typing on laptops with pie chart graphs on a table.]Figure 1. Visuals in media can shape public opinion, so it’s important to evaluate whether charts and graphs are accurate and clear. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  List the criteria for effective visualization: design, precision, efficiency, use of time, use of ink, use of space, and multivariate.
 The following graphical display provides the visualization of Americans who support the U.S. government banning TikTok[1].
 [image: ]Figure 2. This chart shows that while half of U.S. adults support a government ban on TikTok, support varies widely by age, political affiliation, TikTok usage, and awareness of its ownership. Evaluate this graphical display by answering these questions.
 	Is this graph clear in communicating patterns/trends?
 	What are we supposed to be comparing in this graph?
 	What do the different colors represent?
 	What is the scale for the bar chart?
 
 Show Solution The answers to some of these questions are not clear.
 In particular, to match the title of the graph, the bar representing “support” should be on the left and “oppose” on the right. The media like to provide supporting arguments (pros) first before the opposing arguments (cons).
 Additionally, the colors selected didn’t have meaning. Typically, both green and blue (cold color palette) are mostly used to represent “support”, while “oppose” is typically represented by a warmer color palette.
 The title of this graph may be misleading and doesn’t represent the whole graphical display. This is because, as we look more closely into the graphic, we find that older Americans are much more supportive of banning the platform than younger ones. Some of these age differences are related to the use of TikTok. Users of the platform are less supportive of banning it than non-users. Additionally, the opinion of banning TikTok also differs within each political party.
  To critique a graphical display, it might be easier to rate the extent to which each of the criteria on the list for effective visualization is present in the graphical display. You may use the rating scale seen below.
 [image: Best practices criteria rated on a three-point scale of "very evident", "evident but could be improved", and "not evident". The criteria are design, precision, efficiency, use of ink, use of space, use of time, and multivariate.]Figure 3. Use this checklist to help evaluate the effectiveness of a graphical display based on key criteria such as design, efficiency, and precision. Do not forget to write a conclusion to describe your evaluation of the graphical display.
 Choose Your Own Dataset
 For this problem, you'll use the rating scale to review an infographic of your choosing.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  
	https://www.pewresearch.org/short-reads/2023/03/31/by-a-more-than-two-to-one-margin-americans-support-us-government-banning-tiktok/ ↵
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		Describing Data Graphically: Background You'll Need 1

								

	
				 	Convert fractions to decimals and percents
 
  Remember that the fraction bar indicates division. So [image: {\dfrac{7}{12}}] can also be written as [image: 7\div 12]. This means that we can convert a fraction to a decimal by treating it as a division problem.
 Fraction to a Decimal
 Divide the numerator by the denominator. Using a calculator makes this very simple.
 [image: \dfrac{7}{12} = 7 ÷ 12 = 0.58333\ldots]
 Sometimes we will need to round:
 	Tenths 	one decimal place 	[image: 0.6] 
 	Hundredths 	two decimal places 	[image: 0.58] 
 	Thousandths 	three decimal places 	[image: 0.583] 
  
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Decimal to a Percent
 Move the decimal over two places to the right (this is the same as multiplying by [image: 100]) and rewrite as a percent.
 [image: 0.58333]
 [image: 58.333\%]
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Describing Data Graphically: Background You'll Need 2

								

	
				 	Create frequency tables to display data
 
  Frequency Tables
 Frequency tables are valuable tools in statistics for organizing and summarizing categorical data. They present a clear picture of how frequently each category appears in a data set, allowing us to identify patterns and gain insights from the information. Let’s dive into the components of a frequency table and learn how to construct and interpret one.
 Components of a Frequency Table
 A frequency table consists of two main components:
 	Categories: These are the distinct groups or categories that the data fall into. For example, in a survey asking people about their favorite colors, the categories might be red, blue, green, yellow, and so on.
 	Frequencies: The frequencies represent the number of occurrences of each category in the dataset. Frequencies indicate how many times each category appears in the data.
 
  Suppose data was collected asking a small group of young adults about their favorite cuisines. The responses were: Indian, Chinese, Mexican, Italian, Thai, Italian, Korean, Indian, Mexican, Vietnamese, Ethiopian, Thai, Chinese, Indian, Korean, Mexican, Ethiopian, Italian, Thai, Indian, and Chinese. To create a frequency table, start by identifying the distinct categories in the data. In our example, the categories will represent the various cuisines. We can determine the number of categories needed by highlighting the first example of each new cuisine type: Indian, Chinese, Mexican, Italian, Thai, Italian, Korean, Indian, Mexican, Vietnamese, Ethiopian, Thai, Chinese, Indian, Korean, Mexican, Ethiopian, Italian, Thai, Indian, Chinese.
 The first row or first column of a two-way frequency table is the category, and the second row or column is the frequency.
 	Cuisine 	Frequency 
 	Chinese 	  
 	Ethiopian 	  
 	Indian 	  
 	Italian 	  
 	Korean 	  
 	Mexican 	  
 	Thai 	  
 	Vietnamese 	  
  
  
 Next, count how many times each cuisine appears in the data and record the frequencies in the table.
 	Cuisine 	Frequency 
 	Chinese 	3 
 	Ethiopian 	2 
 	Indian 	4 
 	Italian 	3 
 	Korean 	2 
 	Mexican 	3 
 	Thai 	3 
 	Vietnamese 	1 
  
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Two-Way Frequency Tables
 A two-way frequency table consists of three main components:
 	Row categories: These represent one of the categories data has been collected on.
 	Column categories: These represent another of the categories.
 	Frequencies: The frequencies represent the number of occurrences for each combination of row and column categories.
 
 A school surveyed students in different age groups to understand their favorite genres of books. The data collected is as follows: 	Age group 	Favorite genre 
  	13-15 	Fantasy 
 	16-18 	Mystery 
 	13-15 	Adventure 
 	16-18 	Fantasy 
 	13-15 	Mystery 
 	19-21 	Adventure 
 	16-18 	Fantasy 
 	13-15 	Mystery 
 	19-21 	Fantasy 
 	16-18 	Mystery 
  
 We can create a two-way frequency table with age groups for rows and genres for columns:
 	Age group 	Genre 
 	  	Adventure 	Fantasy 	Mystery 
 	13-15 	1 	1 	2 
 	16-18 	0 	2 	2 
 	19-21 	1 	1 	0 
  
 … or we can reverse the categories:
 	Genre 	Age group 
 	  	13-15 	16-18 	19-21 
 	Adventure 	1 	0 	1 
 	Fantasy 	1 	2 	1 
 	Mystery 	2 	2 	0 
  
 The frequencies in a two-way frequency table are referred to as a joint frequency because they represent an observation in two categories simultaneously.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Find the minimum, maximum, and range of a data set
 
  Range
 The range is the difference between the maximum and minimum values in a set. It’s one of the many statistics we use to describe and compare quantitative data.
 The maximum is the greatest value in a data set. The minimum is the smallest value in a data set. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Displaying Categorical Data: Learn It 1

								

	
				 	Create frequency tables, bar graphs, and pie charts
 	Answer questions using information from frequency tables, bar graphs, and pie charts
 
  Larks or Owls?
 In a 2012 sleep study[1], a sample of 253 college students completed skills tests to measure cognitive function, surveys that asked many questions about attitudes and habits, and kept sleep diaries to record time and quality of sleep over a two-week period. The relationship between sleep and academic performance was evaluated.
 [image: Image of a person dozing off while taking notes on something on their computer.]Figure 1. Sleep habits—like being a night owl or early bird—can affect how students feel and perform during the day. In the sleep study, students were asked if they identified as larks, owls, or neither. A “lark” is a morning person (someone who prefers the morning and sees it as the time they are happier or more productive), an “owl” is a night person (someone who prefers the evening hours and sees it as the time they are happier or more productive), and “neither” is a person who does not identify as either a morning or a night person. Their responses were recorded in a variable named Chronotype.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Sleep Study: Identifying Variables
 In the college student sleep study[2], there were nine additional variables recorded in the data set beyond the Chronotype (lark, owl, or neither).
 data dictionary
 A data dictionary is a list of variable names presented in italics, followed by a brief description. This is often provided with large data sets to help users read the data.
  	Chronotype: Lark, owl, or neither; a lark is a morning person, an owl is a night person, and neither is neither a morning nor a night person
 	ClassYear: 1, 2, 3, 4; 1 = freshman, 2 = sophomore, 3 = junior, 4 = senior
 	NumEarlyClass: Number of classes per week taken before 9 am
 	EarlyClass: 0, 1; 0 = is not taking any early classes and 1 = is taking at least one early class
 	GPA: Grade point average (0–4 scale)
 	ClassesMissed: Number of classes missed in a semester
 	PoorSleepQuality: Measure of sleep quality (higher values indicate poorer sleep)
 	Stress: Coded stress score, normal or high
 	AlcoholUse: Self-reported alcohol use—abstain, light, moderate, heavy
 	Drinks: Number of alcoholic drinks per week
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Onyper, S., Thacher, P., Gilbert, J., & Gradess, S. (2012). Class start times, sleep, and academic performance in college: A path analysis. Chronobiology International, 29(3): 318–335. ↵
 	SleepStudy: Sleep Study. (2019, May 2). rdrr.oi. Retrieved from https://rdrr.io/cran/Lock5withR/man/SleepStudy.html ↵
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				 	Create frequency tables, bar graphs, and pie charts
 	Answer questions using information from frequency tables, bar graphs, and pie charts
 
  Frequency
 Frequency is the number of times a value of the data occurs. A frequency table lists the different categories of data and the number of observations (the frequency) of each unique value of that variable. The frequency is commonly referred to as the count. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Frequency Tables and Bar Graphs Using the Statistical Tool
 Displaying frequency tables for small data sets might be feasible by hand, but we will use technology to display frequency tables for larger data sets.
 One of the most commonly used graphs for visualizing the distribution of a categorical variable is a bar graph.
 bar graph
 In a bar graph, categories are represented by bars that are separated from each other. The bars can be vertical or horizontal and the height or length of each bar represents the measure of the data in each category. Bars can represent frequencies, relative frequencies (proportion), or percentages.

  Use the data analysis tool below to create a frequency table.
 Follow these steps:
 
 STEP 1: Choose the data set “Sleep Study: Lark vs. Owl.”
 STEP 2: The frequency table will appear to the right.
 STEP 3: (Optional) You can change the order of the categories by selecting “Customize Order” under “Options” to rearrange the frequency table.
 
  https://lumen-learning.shinyapps.io/eda_categorical/ [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Displaying Categorical Data: Learn It 3

								

	
				 	Create frequency tables, bar graphs, and pie charts
 	Answer questions using information from frequency tables, bar graphs, and pie charts
 
  Relative Frequency in Tables
 relative frequency
 Frequency tables often include a column for the relative frequency, which represents the proportion of observations that are in a particular category and can be expressed as a decimal or a percentage.
 To find the relative frequency, divide the frequency of the outcome you’re interested in by the total number of outcomes in the sample.
 [image: \text{relative frequency} = \frac{\text{subgroup}}{\text{total}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Converting between fractions, decimals, and percentages:
 Proportion [image: = \dfrac{\text{part}}{\text{whole}}]
 	To write a fraction as a decimal, divide the numerator by the denominator.
 	To convert a decimal to a percentage, move the decimal point two places to the right and insert a percent symbol, [image: \%], after the number.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Displaying Categorical Data: Learn It 4

								

	
				 	Create frequency tables, bar graphs, and pie charts
 	Answer questions using information from frequency tables, bar graphs, and pie charts
 
  Pie Charts
 Another common graph used for displaying the distribution of categorical data is a pie chart. Pie charts are a way to display categorical data when you want to compare parts of a whole.
 pie chart
 Pie charts display data in a round graph split into “pie pieces” or “wedges” in a circle. 
 Each piece represents the proportion of the quantity or frequency of individuals or items in each category. Basically, pie charts display the relative frequencies of your data set and all pieces should add to be [image: 100]%.

  A key is provided to identify the categories associated with each relative frequency. Pie charts are useful for visually comparing relative frequencies.
 Sleep Study: Pie Charts
 Use the Describing and Exploring Categorical Data tool to create a pie chart that visualizes the distribution of Chronotype for all 253 students in the study. Follow these steps: STEP 1: Select the “One Categorical Variable” tab.
 STEP 2: Locate the dropdown under “Enter Data and select “From Textbook.”
 STEP 3: Click on the dropdown menu for “Data Set“ and choose “Sleep Study – Lark vs. Owl.”
 STEP 4: Scroll down to “Additional Plots” and select the “Pie Chart” option. The pie chart will appear below the bar graph.
  https://lumen-learning.shinyapps.io/eda_categorical/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Consider another categorical variable in the sleep study, Anxiety Status. [image: 56] students reported Normal anxiety levels, [image: 181] reported Moderate anxiety levels and [image: 16] reported Severe anxiety levels. Use the statistical tool to construct a pie chart of the distribution of anxiety levels.  STEP 1: Select the “One Categorical Variable” tab.
 STEP 2: Locate the dropdown under “Enter Data” and select “Frequency Table.”
 STEP 3: Enter “3” for “Number of Categories.”
 STEP 4: In the box under “Name of Variable,” type Anxiety Status.
 STEP 5: Enter the labels for the three anxiety levels and their respective numbers observed in the Sleep Study.
 STEP 6: Scroll down to locate “Additional Plots” and select “Pie Chart.”
  https://lumen-learning.shinyapps.io/eda_categorical/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Create frequency tables, bar graphs, and pie charts by hand and with technology
 	Answer questions using information from frequency tables, bar graphs, and pie charts
 
  In 2013, students in a statistics class at FSEV UK, a Slovakian university, were asked to invite their friends to participate in a survey. They were asked a large variety of questions on different topics, including:
 	Music preferences (19 items)
 	Movie preferences (12 items)
 	Hobbies and interests (32 items)
 	Phobias (10 items)
 	Health habits (3 items)
 	Personality traits, views on life, and opinions (57 items)
 	Spending habits (7 items)
 	Demographics (10 items)
 
 Use the data analysis tool below to create a frequency table, bar graph, and pie chart for the Slovakian students’ preferences on one of the musical genres. Then answer the analysis questions.
 Follow these steps:
 
 STEP 1: Under “Enter Data” choose “Individual Observations.”
 STEP 2: Copy the data from the column that contains the musical genre you are interested in analyzing. Be careful not to include the column header.
 STEP 3: In “Name of Variable,” enter the musical genre you selected.
 STEP 4: If needed, select “Customize Order” so the graph displays preference ratings in order.
 
  https://lumen-learning.shinyapps.io/eda_categorical/
 [Trouble viewing? Click to open in a new tab.]
 Choose Your Own Dataset
 For this problem, you'll create and analyze the graph for a music genre of your choosing.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Create side-by-side and stacked bar graphs using technology
 	Use side-by-side and stacked bar graphs to compare different groups
 
  Comparing a Variable Across Groups
 Both pie charts and bar graphs are good visual representations of a categorical variable from a single population or group. But what can we do if we want to compare a categorical variable across multiple groups?
 contingency table (two-way table)
 A contingency table is a table that displays the results of two categorical variables simultaneously. This is also called a two-way table.
 	The advantage of a contingency table is that you can see each precise percentage of responses or frequency of responses.
 	A disadvantage is that the table does not present a strong visual comparison between the groups.
 
  Side-by-Side Bar Charts
 Side-by-side bar charts and stacked bar charts are extensions of bar graphs or pie charts that allow us to conduct comparisons between multiple data sets. These bar charts will help us to explore how to display and interpret changes in a categorical variable of interest when comparing multiple populations or groups of interest.
 side-by-side bar charts
 Side-by-side bar charts present data for two categorical variables from more than one group by creating multiple bars on the chart for each group, with one bar for each variable.
  The 2016 presidential race was very different from the one in 2020. In 2016, fewer people turned out to vote,[1] more people were deemed ineligible ([image: 6] million felons in 2016[2] compared to [image: 5.1] million felons in 2020),[3] and the election results were much closer. In 2016, Hillary Clinton won the popular vote, and fewer than [image: 80,000] votes out of [image: 137] million votes cast determined the outcome of Donald Trump being selected as our president.[4]Looking to our future, one question might be, “If we increase legitimate voter participation, will one party benefit?” We can better answer this question if we study the voting patterns of different groups within the United States. CNN used an exit poll to estimate the presidential 2020 voting patterns by race.[5] The following is a table of the results, where the rows describe the different groups of people of interest (White, Black, Latinx, Asian, and Other) and the columns represent the vote choices (Biden, Trump, or Other). 	Presidential 2020 Voting Patterns Percentage by Race 
 	  	Biden 	Trump 	Other 
 	White 	[image: 41] 	[image: 58] 	[image: 1] 
 	Black 	[image: 87] 	[image: 12] 	[image: 1] 
 	Latinx 	[image: 65] 	[image: 32] 	[image: 3] 
 	Asian 	[image: 61] 	[image: 34] 	[image: 5] 
 	Other 	[image: 55] 	[image: 41] 	[image: 4] 
  
 Among Asians, for example, [image: 61]% voted for Biden, [image: 34]% voted for Trump, and the remaining [image: 5]% voted for someone else.
 Translating the table to a visual might aid in the comparison between the groups.
 Let’s take the table of voting patterns we looked at above and compare it to a side-by-side bar graph containing the same information.
 [image: Bar graph demonstrating how America voted in 2020 based off of different racial groups.]Figure 1. This graph allows for quick visual comparisons of voter preferences across racial groups, highlighting differences in support for Biden, Trump, and others. The groups of interest are listed on the horizontal axis (Whites, Blacks, Latinx, Asian, and Other), and the percentages associated with each voter choice are on the vertical axis.
  When percentages of an entire group are reported, within each group, the heights of the bars should total [image: 100]. This represents [image: 100\%] of all responses within that group. Using a side-by-side bar graph that chooses to represent percentages within groups (as opposed to the numbers of actual ballots cast within groups) means that you cannot make conclusions about counts. Rather, you can make conclusions about relative proportions or percentages within each group. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Schaul, K., Rabinowitz, K., & Mellnik, T. (2020, December 28). 2020 turnout is the highest in over a century. The Washington Post. https://www.washingtonpost.com/graphics/2020/elections/voter-turnout/ ↵
	Uggen, C., Larson, R., & Shannon, S. (2016, October 16). 6 million lost voters: State-level estimates of felony disenfranchisement, 2016. The Sentencing Project. https://www.sentencingproject.org/publications/6-million-lost-voters-state-level-estimates-felony-disenfranchisement-2016/ ↵
	Maxouris, C. (2020, October 15). More than 5 million people with felony convictions can’t vote in this year’s election, advocacy group finds. CNN. https://www.cnn.com/2020/10/15/us/felony-convictions-voting-sentencing-project-study/index.html ↵
	Why voting matters: Supreme Court edition. (2018, June 28). Axios. Retrieved from https://www.axios.com/hillary-clinton-2016-election-votes-supreme-court-liberal-justice-1b4bc4fc-9fad-44b4-ab54-9ef86aa9c1f1.html ↵
	Exit polls. (2020). CNN Politics. Retrieved from https://www.cnn.com/election/2020/exit-polls/president/national-results ↵
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		Applications of Bar Graphs: Learn It 2

								

	
				 	Create side-by-side and stacked bar graphs using technology
 	Use side-by-side and stacked bar graphs to compare different groups
 
  Stacked Bar Charts
 stacked bar charts
 Stacked bar charts display the same data as a contingency table and a side-by-side bar graph.
 This type of chart offers a different perspective of a visual comparison between the groups, where the height of each bar totals [image: 100\%] for that group.
  In the stacked bar chart, each bar represents the responses of one group. The height of each color within that bar represents a percentage of a particular response and the combination of all colors represents the total [image: (100\%)] of all responses within that group.  Like the side-by-side bar chart where percentage is plotted along the vertical axis, you cannot make conclusions or comparisons regarding the absolute counts of responses within or between groups.
 A single stacked bar chart is very similar to a pie chart, but it uses rectangular regions rather than pie slices to represent each category. Rather than showing a different bar for each category, stacked bar charts display sub-categories as segments within each bar. Sometimes the bars represent counts, while others, such as the ones we see in the questions below, display percentages. Each segment represents a percentage of the whole, so it’s easy to see relative differences within a bar. But as segment percentages grow smaller, it can become difficult to estimate them.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Applications of Bar Graphs: Learn It 3

								

	
				 	Create side-by-side and stacked bar graphs using technology
 	Use side-by-side and stacked bar graphs to compare different groups
 
  See the Example question solved in the videos below 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Applications of Bar Graphs: Apply It 1

								

	
				 	Create side-by-side and stacked bar graphs using technology
 	Use side-by-side and stacked bar graphs to compare different groups
 
  Using Data Displays to Analyze Demographic Change
 [image: Woman stands in front of a voting booth wearing an "I am a voter" sticker.]Figure 1. Understanding who votes—and how—can help researchers explore how shifting demographics might influence future elections. In a previous example, we studied the voting patterns of different groups within the United States and found that voter patterns varied by race in 2020. If we wish to predict potential changes in future voting outcomes, we may want to research the following question: Has the racial composition of the United States population changed across generations?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A contingency table is a table that displays the results of two categorical variables simultaneously. It is also called a two-way table. Side-by-side bar graphs present data for two categorical variables from more than one group by creating two bars on the chart for each group — one bar for each variable. In the stacked bar graph, each bar represents the responses of one group. The height of each color within that bar represents a percentage of a particular response, and the combination of all colors represents the total (100%) of all responses within that group.   The following table[1] provides the racial composition for four different generations in the U.S.: “Baby Boomers” (born before 1962), “Gen Xers” (born 1965–1980), “Millennials” (born 1981–1996), and “Gen Zers” (born after 1996). 	Racial Composition Across Generations 
 	Generation 	White 	Hispanic 	Black 	Asian 	Other 
 	Boomers 	[image: 81.20]% 	[image: 4.00]% 	[image: 12.90]% 	[image: 1.00]% 	[image: 1.00]% 
 	Gen X 	[image: 70.00]% 	[image: 12.00]% 	[image: 15.00]% 	[image: 0.00]% 	[image: 3.00]% 
 	Millennials 	[image: 61.00]% 	[image: 17.00]% 	[image: 15.00]% 	[image: 4.00]% 	[image: 3.00]% 
 	Gen Z 	[image: 51.00]% 	[image: 24.50]% 	[image: 13.70]% 	[image: 5.90]% 	[image: 4.90]% 
  
 
 The table contains survey information on the racial composition of similar groups of people ([image: 7–22] years old) at similar points in time within each generation. For example, an analysis of the 1987 Current Population Survey (CPS) of Americans reported the racial and ethnic composition of Gen Xers (born between 1965 and 1980) was [image: 70]% White, [image: 12]% Hispanic, [image: 15]% Black, [image: 0]% Asian, and [image: 3]% Other. Asians were not separately identified by the population survey until 1988.
 Why should we utilize a side-by-side bar chart and a stacked bar chart to understand the changes in racial composition between generations? While this contingency table contains information needed to make a descriptive analysis, any significant changes in racial composition between generations will be more evident in a side-by-side bar chart than in the table.
  Let’s use the Describing and Exploring Categorical Data tool to create a side-by-side bar graph AND a stacked bar graph to visualize changes in the racial composition. Step-by-step directions 
 STEP 1: Select the “Two Categorical Variables” tab.
 STEP 2: Click on the dropdown menu for “Dataset” and choose “Generations in the US.” This will display a side-by-side bar graph.
 STEP 3: To create a stacked bar graph, under “Options for Bar Chart,” select “Stacked Bar Chart.”
   https://lumen-learning.shinyapps.io/eda_categorical/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
    An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	 Parker, K. & Igielnik, R. (2020, May 14). On the cusp of adulthood and facing an uncertain future: What we know about Gen Z so far. Pew Research Center. https://www.pewresearch.org/social-
 trends/2020/05/14/on-the-cusp-of-adulthood-and-facing-an-uncertain-future-what-we-know-about-gen-z-
 so-far-2/ ↵
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		Visualizing Quantitative Data: Learn It 1

								

	
				 	Create a graph that displays key information from quantitative data
 	Explain the differences between different graphs that display the same quantitative data
 
  Looking at Quantitative Data
 Consider the statistical question: How old are the winners of the Best Actress and Best Actor awards at the Academy Awards (more commonly known as “the Oscars”)?[1]
 Quantitative data are always numbers. Quantitative data are the result of counting or measuring attributes of a population. Amount of money, pulse rate, weight, number of people living in your town, and number of students who take statistics are examples of quantitative data. Quantitative data may be either discrete or continuous. 	All data that are the result of counting are called quantitative discrete data. Quantitative discrete data can be represented by non-integer values if they still represent a fixed list of values like 1.0, 1.5, 2.0… etc
 	Continuous quantitative data, on the other hand, can take on any value within a given range. These data points can be measured with a high degree of precision.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   
	https://www.oscars.org/ ↵
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		Visualizing Quantitative Data: Learn It 2

								

	
				 	Create a graph that displays key information from quantitative data
 	Explain the differences between different graphs that display the same quantitative data
 
  Histograms
 histogram
 A histogram is a graphical representation using bars where data is grouped into number ranges, called bins, and the frequency of data within each range is the height of the bar. Histograms are a good choice for displaying data sets that have a large number of observations.
 Note: Histograms are drawn so that there are no gaps between the bars.
  binwidth
 The binwidth is the difference in the end points of each bar in a histogram. Binwidths must be equal within a single histogram. The width of the bins can be adjusted so that a histogram will not be overwhelmed by a large number of observations in a data set.
 Bins contain the number on their left edge (lowest value), but not the number on their right edge (highest value).
  Use the tool and create a histogram for the distribution of age of the Best Actress or Actor winners using the following inputs: STEP 1: Under “Enter Data,” make sure it says “From Textbook” then under “Dataset” select “Oscars: Age.”
 STEP 2: Under “Choose Type of Plot”, select “Histogram.”
 STEP 3: Choose “Binwidth” of “1.”
   https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Changes in the binwidth of a histogram can change the appearance of the distribution. It’s important that a histogram has an appropriate binwidth so that it can give you good information about the shape of the distribution.
 The ideal number of bins can range anywhere from [image: 5] to [image: 10], but because every data set is different, there is no exact rule. Larger data sets with larger ranges will likely need more bins to display the distribution. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Visualizing Quantitative Data: Learn It 3

								

	
				 	Create a graph that displays key information from quantitative data
 	Explain the differences between different graphs that display the same quantitative data
 
  Dotplots
 dotplot
 Dotplots display how many individual observations there are of each value observed, so each observation in the data set appears as its own dot on the graph.
  
 A large number of observations could overwhelm the display so dotplots work well when the data set is small.
  Create a dotplot of the data set “Oscars: Age” using the Describing and Exploring Quantitative Data tool.
 Steps to create a dotplot: STEP 1: Select “Single Group.”
 STEP 2: Select the Data Set “Oscars: Age.”
 STEP 3: Under “Choose Type of Plot”, select “Dotplot.”
 STEP 4: Choose a “Dotsize” or “1”, and a “Binwidth” of “1.”
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Visualizing Quantitative Data: Apply It 1

								

	
				 	Create a graph that displays key information from quantitative data
 	Explain the differences between different graphs that display the same quantitative data
 
  Exploring Movie Runtimes
 [image: Couple watching TV laughing]Figure 1. Exploring movie data—like runtimes—can reveal trends about what we love to watch and how long we’re willing to stay tuned in. For the following question, download the data set “Movie Runtime” and then copy and paste the values into the statistical tool. Use the Describing and Exploring Quantitative Variables tool to create a histogram for the distribution of runtime of the top 100 highly rated movies as ranked by Rotten Tomatoes.
 Steps to create a histogram or dotplot STEP 1: Select the “Single Group” tab at the top of the screen.
 STEP 2: Locate the dropdown under “Enter Data” and select “Your Own.”
 
 STEP 3: For “Do you have” select “Individual Observations.”
 
 STEP 4: In the “Name of Variable” box, type “Movie Runtime”.
 
 STEP 5: Download the Movie Runtime spreadsheet and copy and paste the data in the ‘runtime’ column.
 
 STEP 6: Locate “Choose Type of Plot” and choose “Histogram.” Unselect any other types.
 STEP 7: Under “Select Binwidth For Histogram”, choose “10”.
 STEP 8: Locate “Choose Type of Plot” and choose “Dotplot.” Unselect any other types.
 STEP 9: Under “Select Binwidth For Dotplot”, slide to “5”.
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 Show Example Graphs Histogram with a binwidth of [image: 10]
 [image: Histogram with the response variable as the x axis and count as the y axis.]Figure 2. With a bin width of 10, this histogram helps visualize the frequency and spread of the dataset’s values, making it easier to spot patterns. Dotplot with a binwidth of [image: 5]
 [image: Dotplot of the response variable.]Figure 3. This dotplot provides a detailed look at the spread and frequency of individual data points, highlighting patterns in the distribution.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   
	

			CC licensed content, Shared previously
	Couple watching TV laughing. Authored by: Ketut Subiyanto. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/happy-young-indian-couple-watching-tv-in-bedroom-together-4307812/. License: CC0: No Rights Reserved
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		Distribution of Quantitative Variables: Learn It 1

								

	
				 	Describe the graph of a data set using its shape, center, spread, and outliers
 
  Describing Distribution
 We can use different graphs, such as dotplots and histograms, to summarize the distribution of a quantitative variable. By displaying the data in such graphs, we can describe features of the distribution of the quantitative variable. The features used to describe the distribution of a quantitative variable are: Shape, center, spread, and presence of outliers. Let’s look at the species and size measurements of [image: 342] penguins found foraging near Palmer Station, Antarctica.
 [image: Black and white penguins in a group walking across sand away from waves of water.]Figure 1. Field data on penguins, like body size and species type, can be graphed and analyzed to explore the shape, center, and spread of distributions. Shape
 To describe the shape of a distribution, imagine sketching the outline of the data to emphasize the general trend. The description of shape includes two parts: the overall pattern and the number of peaks.
 overall shape pattern
 (left-skewed, symmetric, right-skewed)
 Left-skewed: A cluster of data on the right with a tail of data tapering off to the left. A left-skewed distribution has a lot of data at higher variable values with smaller amounts of data at lower variable values.
 Symmetric (also called bell-shaped): A cluster of data with a central peak where the left and right sides of the distribution closely mirror each other. If you drew a vertical line down the center of the distribution and folded it in half, the left and right sides would basically match. A bell-shaped distribution has a lot of data in the center, with smaller amounts of data tapering off in each direction.
 Right-skewed: A cluster of data on the left with a tail of data tapering off to the right. A right-skewed distribution has a lot of data at lower variable values with smaller amounts of data at higher variable values.
 [image: Three clusters of data. On the left side there is an image of left-skewed data, in the center there is a cluster of symmetric data, and on the right side there is right-skewed data.]Figure 2. These three histograms show common distribution shapes—left-skewed, symmetric, and right-skewed—each with different patterns in how the data is spread.  number of peaks
 (unimodal, bimodal, multimodal, uniform)
 Unimodal: There is one prominent peak.
 Bimodal: There are two prominent peaks.
 Multimodal: There are three or more prominent peaks.
 Uniform: There are no prominent peaks. A rectangular shape, with the same amount of data for each variable value.
 [image: Four different graphs showing different peaks. From the top left to right there is unimodal and bimodal peaks shown, and on the bottom left to write shows multimodal and uniform data.]Figure 3. These histograms show four types of distribution shapes based on the number of peaks: unimodal, bimodal, multimodal, and uniform.  Create a histogram for the data set “Penguins – Body Mass” using the Describing and Exploring Quantitative Variables tool. Steps to create a histogram. STEP 1: Select the “Single Group” tab at the top of the page.
 STEP 2: Choose the data set “Penguins – Body Mass.”
 STEP 3: Unselect everything but “Histogram.”
   https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			CC licensed content, Shared previously
	Penguins. Authored by: David Dibert. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/flock-of-penguins-near-sea-1299391/. License: CC0: No Rights Reserved
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		Distribution of Quantitative Variables: Learn It 2

								

	
				 	Describe the graph of a data set using its shape, center, spread, and outliers
 
  Describing Center and Spread
 To describe the pattern in a distribution of a quantitative variable, we describe more than the shape. The center and spread are two other important features of the distribution of the data set.
 center
 The center describes the location of the middle of the distribution.
 The center is a number that describes a typical value from the data set.
 For example, the center could be the point in the distribution where about half of the observations are below it and half are above it.
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  spread
 The spread is a measure of how much the values in a data set tend to differ or vary from one another.
 Variability is another word for spread.
 One way we can measure the spread is by finding the minimum and maximum values in the data and calculating the difference between them. This difference is called the range.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Distribution of Quantitative Variables: Learn It 3

								

	
				 	Describe the graph of a data set using its shape, center, spread, and outliers
 
  Describing Distribution
 outliers
 Outliers are observations in the data that are unusual and outside the general pattern of the rest of the observations in the distribution.
 When working with a univariate distribution for a quantitative variable, an outlier is an observation that has an unusually high or unusually low value.
 It is good practice to make a note of outliers, as these observations can sometimes influence the statistical results (e.g., the value of the range).
  https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Distribution of Quantitative Variables: Apply It 1

								

	
				 	Describe the graph of a data set using its shape, center, spread, and outliers
 
  The Distribution of Course Evaluation Scores
 [image: Photo of a person gesturing towards a whiteboard.]Figure 1. Course evaluations help instructors reflect on their teaching and make improvements based on student feedback. At the end of a course in higher education, students might have an opportunity to evaluate the course and the instructor. This evaluation is called a course evaluation. A course evaluation can be a paper or electronic questionnaire. Typically, a course evaluation is not mandatory, but recommended. Collecting data using a course evaluation is a way to collect feedback, which the instructor and school can use to assess the quality of instruction and make targeted changes.
 When we describe patterns in data, we use descriptions of shape, center, and spread. We also describe exceptions to the pattern. We call these exceptions outliers. [image: Flow chart with three levels. The first level is "Graph the distribution of a quantitiative variable" which points to two different boxes on the second level, "Overall pattern" and "Deviations from the pattern". Overall pattern points to three options, "Shape", "Center", and "Spread." "Deviations from the pattern" points to one option, "Outliers."]Figure 2. When analyzing a graph, describe the overall pattern (shape, center, spread) and look for deviations, or outliers, that don’t follow the pattern.  Let’s consider the statistical question: In general, what percentage of students complete course evaluations?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   The Teaching Evaluation data set contains information collected from student evaluations for a sample of [image: 463] courses taught by [image: 94] professors at The University of Texas at Austin.
 
 https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 Choose Your Own Dataset
 For this problem, you'll create a histogram and describe its distribution for a variable of your choosing from the Teaching Evaluation data set.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  
	

			CC licensed content, Shared previously
	Smiling math professor. Authored by: Vanessa Garcia. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/photo-of-man-discussing-on-white-board-6326377/. License: CC0: No Rights Reserved
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		Comparing Quantitative Distributions: Learn It 1

								

	
				 	Compare data sets by describing their shapes, centers, spreads, and outliers
 
  Comparing Histograms
 Earlier, we learned how to describe the distribution of one variable at a time (shape, center, spread, and the presence or absence of outliers). But what if we would like to compare the distribution of multiple data sets or groups?
 To compare distribution across groups, we will need to use technology to create and interpret histograms and dotplots for the quantitative variable. Comparisons will include the center, shape, and spread of the data distributions and the presence or absence of outliers. It is the same criteria when describing one distribution as comparing distributions.
 Definitions of shape, center, spread, and the presence of outliers are used to describe the distribution of a quantitative variable. Can you define those terms in your own words? Show Definitions Shape: The overall pattern (left-skewed, right-skewed, symmetric) and the number of peaks (unimodal, bimodal, multimodal, uniform).
 Center: A measure that describes where the middle of the distribution is. The center is a number that describes a typical value. For example, one way to think about the center is that it could be the point in the distribution where about half of the observations are below it and half are above it.
 Spread: A measure of how far apart the data are. In the previous and upcoming lesson, the range is used to measure spread. The range is the difference between the maximum value and the minimum value.
 Outliers: Unusual observations that are outside the general pattern of the distribution.
   Create the histograms of Airbnb rental prices ($) in New York City to answer more questions. Steps to create a histogram for several groups. STEP 1: Select the “Several Groups” tab at the top of the page.
 STEP 2: Choose the data set “Airbnb Price by Type of Room”.
 STEP 3: Under “Choose Type of Plot”, select “Histogram”
 STEP 4: For “Histogram Options” select “stacked”.
  https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Comparing Quantitative Distributions: Learn It 2

								

	
				 	Compare data sets by describing their shapes, centers, spreads, and outliers
 
  Comparing Dotplots
 A dotplot is a graphical display of the distribution of a quantitative variable. Each dot represents one individual. The numbers on the horizontal axis are the variable values. A dotplot shows all of a variable’s possible values and the frequency of each value.  Create the dotplots of per capita CO2 emissions (in metric tons) to answer more questions. Steps to create a dotplot for several groups. STEP 1: Select the “Several Groups” tab at the top of the page.
 STEP 2: Choose the data set “CO2 Emissions by Continent.”
 STEP 3: Under “Choose Type of Plot”, select “Dotplot.”
 STEP 4: For “Dot Size” select “2.”
  
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Comparing Quantitative Distributions: Learn It 3

								

	
				 	Compare data sets by describing their shapes, centers, spreads, and outliers
 
  Which one should I use?
 We used two types of graphs to analyze the distribution of a quantitative variable: histograms and dotplots.
 	Some observations about histograms: 	Individual variable values are not visible.
 	Grouping individuals into bins of equal-sized intervals is particularly useful when analyzing large data sets.
 	We can easily use percentages, also called relative frequencies, to describe the distribution.
 	Descriptions of shape, center, and spread are affected by how the bins are defined.
 	Histograms can make it easier to identify skewness and modality (i.e., whether the distribution is symmetric, skewed, unimodal, bimodal, etc.), particularly for large data sets.
 	Outliers may not be as apparent in histograms, especially if the bin width is too large, which can mask the variability in the data.
 
 
 
 	Some observations about dotplots: 	Individual variable values are visible, particularly when the data set is small.
 	Descriptions of shape, center, and spread are not affected by how the dotplot is constructed.
 	We can accurately calculate the overall range (largest value – smallest value).
 	Dotplots can make it easier to identify outliers and gaps within the data due to the visibility of individual data points.
 	Dotplots are most effective for smaller datasets, as they can become cluttered and less informative with larger datasets.
 
 
 
 How do we decide when to use a dotplot and when to use a histogram? 
 There are no rules here. Each type of graph can highlight different aspects of the data.
 	Size of the Dataset: The choice between a dotplot and a histogram often depends on the size of the dataset. Dotplots work well for small to moderately sized datasets, while histograms are better suited for larger datasets.
 	Detail Required: Dotplots provide detail at the individual data point level, which can be useful for in-depth analysis, whereas histograms provide a summary view, which can be useful for identifying general patterns.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Comparing Quantitative Distributions: Apply It 1

								

	
				 	Compare data sets by describing their shapes, centers, spreads, and outliers
 
  [image: A woman in a wheelchair holding a diploma in one hand and raising a graduation cap in the other.]Figure 1. Choosing a major is a personal journey—factors like interests, strengths, and career goals all play a role in finding the right fit. College Majors and Median Salaries
 There are many reasons why a college student might choose a particular major to study in college. Some choose a major based primarily on interests, and others choose a major based on its job prospects.
 Princeton Review [1] compiled the top 10 list of best college majors based on research covering job prospects, alumni salaries, and popularity. They are: Computer Science, Communications, Government/Political Science, Business, Economics, English Language and Literature, Psychology, Nursing, Chemical Engineering, and Biology.
 What is your major? Is it one of the top 10? Having a major on this list will not guarantee you a job or a huge paycheck, but each of these majors does offer unique intellectual challenges and will help you develop skill sets that will be applicable in a variety of professional positions. Whatever major you choose, don’t pick based on the courses that come easiest to you, or what your friends are studying, because you’ll be cheating yourself out of some great opportunities and self-discovery!
 Median salary is a figure that takes many salaries into account and reports the middle number in that set of salaries. When you see a median salary, you know that half of the salaries reported are less than that number, and half are higher. You can find median salary information for a variety of jobs and industries on many websites, such as Indeed Salaries and the Bureau of Labor Statistics.[2] In 2011, American Community Survey collected the salary levels of college majors across different major categories. The salary level is represented by the variable “Median_salary”. The following table displays a subset of the data.
 	Major 	Major_category 	Median_salary 
 	Military Technologies 	Industrial Arts & Consumer Services 	[image: $40,000] 
 	Mathematics and Computer Science 	Computers & Mathematics 	[image: $42,000] 
 	Soil Science 	Agriculture & Natural Resources 	[image: $35,000] 
 	Geological and Geophysical Engineering 	Engineering 	[image: $50,000] 
  
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.princetonreview.com/college-advice/top-ten-college-majors ↵
	https://www.indeed.com/career-advice/pay-salary/median-salary ↵
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		Comparing Quantitative Distributions: Apply It 2

								

	
				 	Compare data sets by describing their shapes, centers, spreads, and outliers
 
  Let’s analyze the salary data set in the statistical tool and create side-by-side dotplots or histograms.
 By displaying the data set in side-by-side dotplots or histograms, we can describe and compare features of the distribution of the quantitative variable. The features used to describe the distribution of a quantitative variable are the shape, center, spread, and presence of outliers.
 How do we decide when to use a dotplot and when to use a histogram? There are no rules here. Each type of graph can highlight different aspects of the data. 	Here are some observations about dotplots: 	Individual variable values are visible, particularly when the data set is small.
 	Descriptions of shape, center, and spread are not affected by how the dotplot is constructed.
 	We can accurately calculate the overall range (largest value – smallest value).
 
 
 	Here are some observations about histograms: 	Individual variable values are not visible.
 	Grouping individuals into bins of equal-sized intervals is particularly useful when analyzing large data sets.
 	We can easily use percentages, also called relative frequencies, to describe the distribution.
 	Descriptions of shape, center, and spread are affected by how the bins are defined.
 
 
 
  Create the dotplots or histograms for the data set “Recent Grads – Salary” using the Describing and Exploring Quantitative Data tool to answer additional questions. Steps to create side-by-side dotplots 
 STEP 1: Click the “Several Groups” tab at the top of the page.
 STEP 2: Select data set “Recent Grads – Salary.”
 STEP 3: Select “Histogram” or “Dotplot” and adjust the “binwidth” or “dot size” appropriately.
 Note: The dotplots will display their horizontal axes in scientific notation. For example: “2e+04” = 20,000.
   https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 4 - Describing Data Numerically
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		Describing Data Numerically: Background You'll Need 1

								

	
				 	Read and interpret a dotplot
 
  Illustrating Frequency with Dotplots
 When we conduct statistical experiments, we often work with large tables that present each individual’s information. To analyze the data, we need to summarize information and patterns about the group as a whole, not just on the individual level. A graphical display, such as a dotplot, can be useful to create such a summary.
 To use a graphical display to answer questions about the data set, it helps to first ask yourself a question or two to become familiar with the visualization. This helps you understand what information this dotplot conveys about the data set. Then, we can use it to answer questions about the data.
 dotplot
 A dotplot is a simple and powerful tool to display the frequency and distribution of quantitative data.
 Each dot represents a single data point that falls within a discrete bin.
 Example of a dotplot:
 [image: Example of a dotplot. The dotplot is showing the number of pets at home in a rural/farm town school pet survey.]Figure 1. Dot plot showing the number of pets students have at home in a rural/farm town school.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now that you are familiar with the information presented in the display, you can use it to answer questions about the data.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   Comparing Groups with Dotplots
 When we conduct statistical experiments, we often work with multiple data sets to make inferences regarding the variable of interest. Let’s look at an example where we compare different groups using dotplots as the graphical displays.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Describing Data Numerically: Background You’ll Need 2

								

	
				 	Read and interpret a histogram
 
  Illustrating Frequency with Histograms
 When presented with large data sets, the dotplot is sometimes cumbersome to put together. In addition, it may not be the cleanest way to present the data. For large data sets, a histogram can represent the numerous data points more simply as bars instead of an immense amount of data points in a dotplot.
 histogram
 Similar to a dotplot, a histogram is another tool to display the frequency and distribution of quantitative data.
 Each bar represents a group of data points that fall into an interval of measurable values. The width, called binwidth, of each bar is equivalent and can represent any interval of values desired.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Important notes about histograms:
 	A visualization of quantitative data
 	More concisely display large data sets
 	Histograms do not display individual data values like dotplots.
 	The horizontal axis on a histogram is partitions into intervals.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Comparing Groups with Histograms
 When we conduct statistical experiments, we often work with multiple data sets to make inferences regarding the variable of interest. Let’s look at an example where we compare different groups using histograms as the graphical displays.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Dotplots vs Histograms
 We used two types of graphs to analyze the distribution of a quantitative variable: dotplots and histograms. In these graphs, we can see: 	The possible values of the variable.
 	The number of individuals with each variable value or interval of values.
 
 How do we decide when to use a dotplot and when to use a histogram? There are no rules here. Each type of graph can be used to highlight different aspects of the data.
 What we know about dotplots:
 	Individual variable values are visible, particularly when the data set is small.
 	Descriptions of shape, center, and spread are not affected by how the dotplot is constructed.
 	We can accurately calculate the overall range (largest value – smallest value).
 
 What we know about histograms:
 	Individual variable values are not visible.
 	Grouping individuals into bins of equal-sized intervals is particularly useful when analyzing large data sets.
 	We can easily use percentages, also called relative frequencies, to describe the distribution.
 	Descriptions of shape, center, and spread are affected by how the bins are defined.
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		Describing Data Numerically: Background You'll Need 3

								

	
				 	Calculate the median of a data set by hand
 
  This support activity will give you more practice calculating mean and median, including how to interpret comparisons of mean and median.
 Before you begin, recall the definitions of mean and median. Recall the definition of the median of a set of values. The median is the middle-most value after placing all the values in numerical order. For an even-numbered set of values, the median will be the average of the two middle values.
  In this activity, we’ll be using the two data sets listed below.
 Suppose that the first data set lists the monthly salaries (in thousands of dollars) for all six employees at a company during the month of January. For example, Employee [image: 1] made [image: \$4,000] in salary in January. Employee [image: 2] made [image: \$6,000], and so on. We’ll consider this amount the regular salary per month for each of these employees.
 The second data set lists the monthly salaries (in thousands of dollars) for the same six employees during the month of February.
 Can you locate which employee got the raise?
 	Employee 	Monthly Salary in January
 (in thousands of dollars)
  	Monthly Salary in February
 (in thousands of dollars)
  
 	Employee 1 	[image: 4] 	[image: 4] 
 	Employee 2 	[image: 6] 	[image: 8] 
 	Employee 3 	[image: 3] 	[image: 3] 
 	Employee 4 	[image: 5] 	[image: 5] 
 	Employee 5 	[image: 6] 	[image: 6] 
 	Employee 6 	[image: 3] 	[image: 3] 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 Calculating Median
 Now, let’s look at the first data set only: The monthly salaries (in thousands of dollars) for all six employees at a company during the month of January.
 To answer the question below, you’ll need to calculate the median of a data set containing an even number of values. You can refresh yourself on that information here if needed. Calculate the median of an even-numbered set of values. When there are an even number of values, the median is the mean of the middle two values. Example: Consider the set [image: 1, 2, 3, 4].To find the median, we want to find the “middle-most” number. If you imagine these numbers placed on a number line, where would the “middle-most” location of the set be?
 [image: 1 \qquad2 \qquad3 \qquad4 \qquad]
 Certainly, it must fall evenly between the [image: 2] and the [image: 3].
 What number is halfway between [image: 2] and [image: 3]? It would be either [image: 2+\frac{1}{2}] or [image: 3-\frac{1}{2}]. Either way, that’s [image: 2.5].
 Let’s verify the process to find the median of a data set with an even number of values.
 The middle two numbers are [image: 2] and [image: 3]. Let’s find their mean.
 [image: \dfrac{2+3}{2}=\dfrac{5}{2}=2.5]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s use technology to verify the result you obtained for the median above.
 Go to the Describing and Exploring Quantitative Variables tool below and confirm your answer using the statistical tool. Step 1: Select the Single Group tab.
 Step 2: Locate the drop-down menu under Enter Data and select Your Own.
 Step 3: Under Do you have, select Individual Observations.
 Step 4: Under Name of Variable, type “January Salaries (in thousands $).”
 Under Enter observations, enter the data list, separated by spaces: “4 6 3 5 6 3.” The median will be among the Descriptive Statistics listed in the tool.
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 How did you do? Did your calculation match the one in the tool? Now, consider what the median implies about the data. Remember that we think of the median as the [image: 50^{th}] percentile.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 ​
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		Describing Data Numerically: Background You'll Need 4

								

	
				 	Calculate the mean of a data set by hand
 
  Calculating Mean
 Do you recall how to calculate the mean of a data set? Recall the definition of the mean of a set of values. The mean is what we think of as the “average” of a set of numbers. It is the sum of the entire set divided by the number of values present. The formula to calculate the mean is [image: \bar{x}=\dfrac{\sum{x}}{n}]
 
  To try it, we’ll use the data set below to find the mean.
 	Employee 	Monthly Salary in January
 (in thousands of dollars)
  	Monthly Salary in February
 (in thousands of dollars)
  
 	Employee 1 	[image: 4] 	[image: 4] 
 	Employee 2 	[image: 6] 	[image: 8] 
 	Employee 3 	[image: 3] 	[image: 3] 
 	Employee 4 	[image: 5] 	[image: 5] 
 	Employee 5 	[image: 6] 	[image: 6] 
 	Employee 6 	[image: 3] 	[image: 3] 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 The same steps we used to calculate the median with the statistics tool can be used to find the mean.
 How to obtain the descriptive statistics using the statistical tool: 
 Step 1: Select the Single Group tab.
 Step 2: Locate the drop-down menu under Enter Data and select Your Own.
 Step 3: Under Do you have, select Individual Observations.
 Step 4: Under Name of Variable, type “January Salaries (in thousands $).”
 Step 5: Under Enter observations, enter the data list, separated by spaces: “4 6 3 5 6 3.” The median will be among the Descriptive Statistics listed in the tool.
   https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 Use the tool to find the mean of the January salaries and compare it to your by hand calculation. Did they match?​
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now, consider what the mean tells us about the data.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Center: Learn It 1

								

	
				 	Name and compare the measures of center shown in a graph
 
  Calculating Mean and Median
 Mean and median are two different ways to define the center of a data set. Depending on the data and its distribution, one measure of center might be most informative or most representative of the “typical” value. In analyzing quantitative data, the measure of center will be one key component.
 Mean & Median
 mean
 The mean of a data set is also commonly known as the average of a data set.
 The symbol we use to denote mean differs depending on whether we are discussing a sample or a population.
 	Notation for mean of a population: [image: {\mu}] (pronounced “mu”)
 	Notation for mean of a sample of observations: [image: \stackrel{¯}{x}] (pronounced “x-bar”)
 
 To calculate the mean, we add all the data values and divide by the number of data points.
 Formula for mean: [image: {\mu}\text{ or }\bar{x}=\dfrac{\sum{x}}{n}]
 where [image: {\mu}\text{ or }\bar{x}] is the mean, [image: \sum] is the symbol for sum (add up the data values), [image: x] represents the data values, and [image: n] represents the number of data values.
  median
 The median of a data set is the value “in the middle” after all of the values have been arranged in ascending order.
 	If there are an odd number of terms, take the one in the middle as the median.
 	If there are an even number of terms, take the mean of the two in the middle.
 
  Let’s consider this small set of data that represents the cost per day of snacks for one individual:
 [image: $3.30\qquad $0.80\qquad $5.80\qquad $10.00\qquad $3.60\qquad $8.70\qquad $0]
 a) Calculate the mean of the data set.
 Mean = [image: $4.60]
 Detailed Solution First, you need to find the sum by adding all the values.
 [image: 3.3+.8+5.8+10+3.6+8.7+0=32.2]
 Next, count how many values were in the data set. Here, there are [image: 7] values (zero is still a value).
 Then, divide the sum of these numbers by how many values there are.
 [image: \bar{x}=\dfrac{3.3+.8+5.8+10+3.6+8.7+0}{7}=\dfrac{32.2}{7}=4.6]
 From this calculation, we determine that the mean is [image: $4.60].
 b) Calculate the median of the data set.
 Median = [image: $3.60]
 Detailed Solution First, you need to arrange the data set in ascending order:
 [image: 0\qquad 0.8\qquad 3.3\qquad 3.6\qquad 5.8\qquad8.7\qquad 10.0]
 [image: 3.6] is the center data value. There are three data values below [image: 3.6] and three data values above [image: 3.6].
 So, Median = [image: $3.60].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Center: Learn It 2

								

	
				 	Name and compare the measures of center shown in a graph
 
  Calculating Mean and Median using Technology
 Calculating mean and median by hand is straightforward when we have a small data set. However, when computing these values with a large data set, it is not so efficient to do by hand. Instead, we will rely on technology to calculate these values.
 Let’s try now with the Sleep Study data set. This data set contains the average number of hours of sleep per night for each of the [image: 253] students in the sleep study. Go to the statistics technology tool below: STEP 1: Select the “Single Group” tab.
 STEP 2: Locate the dropdown under “Enter Data” and select “From Textbook.”
 STEP 3: Locate the drop-down menu under “Data Set” and select “Sleep Study: Average Sleep.”
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 Note the Descriptive Statistics located above the graphical display in the tool. You’ll find the mean and median located in the list. Eventually, we will use all the values shown but, for now, we just want to record the mean and median. To use the tool to calculate descriptive statistics for any data set, load, copy and paste, or type the data values into the “Observations” box of the tool, and it will automatically list the values in the “Descriptive Statistics.” An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  “Owl” describes the group of students who tends to stay up late and “Lark” describes the group who tends to wake up early. Students who did not identify as an owl nor a lark were classified in the “Neither” group. Another benefit of using technology to calculate the mean and median is that we can quickly calculate these values for multiple groups. We can do so by using the Several Groups tab on the Describing and Exploring Quantitative Variables tool (the same tool you used to complete the exercises above). Go to the statistics technology tool: STEP 1: Select the “Several Groups” tab.
 STEP 2: Under “Enter Data,” select “From Textbook.”
 STEP 3: Locate the drop-down menu under “Data Set”, and select “Sleep Study: Average Sleep Score.”
 STEP 4: Change “Choose Type of Plot” to “Histogram” if desired.
 STEP 5: Calculate the mean and median for each of the groups: “Owl,” “Lark,” and “Neither,” and list these values in the table in the Try It question below (Note: the mean and median will be automatically calculated by the technology and can be found under Descriptive Statistics).
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 Recall that we consider the mean to be the “average” of a set of numbers, while the median refers to the value that sits in the middle of the distribution with half of the values above it and half of the values below. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Center: Learn It 3

								

	
				 	Name and compare the measures of center shown in a graph
 
  Mean and Median as Measures of Center
 There are other ways that we can think about the mean and median as measures of the center of numerical data when we are examining a graphical representation of the data set.
 	The mean represents the balance point of the data (think about where you will need to place your finger if you are balancing the graph on top of it).
 	The median represents the [image: 50]th percentile, or the value that splits the data in half (i.e., half of the data are below the median and the other half of the data are above the median).
 
 Consider the following histogram and determine its mean and median.
 Histogram A: [image: This histogram matches the supplied data. It consists of 7 adjacent bars with the x-axis split into intervals of 1 from 4 to 10. The heighs of the bars peak in the middle and taper symmetrically to the right and left.]Histogram A: Both the mean and median are 7. Show detailed solution 7 is the center of the histogram, both as the balance point of the data and the bar that splits the data in half.
 Histogram B:
 [image: This histogram matches the supplied data. It consists of 5 adjacent bars with the x-axis split into intervals of 1 from 4 to 8. The peak is to the right, and the heights of the bars taper down to the left.]Histogram B: The mean is approximately 6.3, and the median is approximately 6.5. Show detailed solution Notice that the mean is less than the median. The mean and median is smaller because of the skewness of the data. For the mean, in order to balance the histogram on top of your finger, you’d have to place it a little bit to the left of the peak of the histogram.
 Histogram C:
 [image: This histogram matches the supplied data. It consists of 5 adjacent bars with the x-axis split into intervals of 1 from 6 to 10. The peak is to the left, and the heights of the bars taper down to the right.]Histogram C: The mean is approximately 7.7, and the median is approximately 7.5. Show detailed solution 
 Notice that the mean is more than the median. The mean and median are larger because of the skewness of the data. For the mean, in order to balance the histogram on top of your finger, you’d have to place it a little bit to the right of the peak of the histogram.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Center: Learn It 4

								

	
				 	Name and compare the measures of center shown in a graph
 
  Watch the video below to walk through this problem with an instructor.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Center: Apply It 1

								

	
				 	Find and use the measures of center to explain the behavior of a data set
 
  Feeling Sleepy!
 Previously, we explored data from a study that asked college students whether they identified as owls, larks, or neither and collected other pieces of data related to academics, lifestyle, stress, and sleep.
 Recall that owls were defined as night people while larks represented morning people. Using the data set from the study, we visualized categorical data via pie charts and bar graphs. Now, let’s use the same data set to explore distributions of quantitative variables. Let’s see how the mean and median can be used as numerical measures of the center of quantitative data!
 [image: Student falling asleep with laptop, open book, and notepad in front of them.]Figure 1. Sleep habits—like being a night owl or early bird—can affect how students feel and perform during the day. Before we begin, consider the following research question, which asks about differences between larks and owls with respect to factors contributing to the quality of sleep.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Before we compare each of the groups (owl, lark, neither), let’s consider two variables of interest for all college students in this study:
 	Poor Sleep Quality Score: A score indicating the average quality of sleep for the participants. The greater the score, the worse the quality of sleep.
 	Number of Missed Classes: The average number of classes missed by the participants.
 
 Making Comparisons Using Histograms
 Histograms provide a good way of examining the distribution of values in one sample. Superimposing one histogram on another with the same range of values can help us compare the distribution of two or more samples.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s look at another comparison using histograms. The following histograms illustrate the distributions of the Alcoholic Drinks per Week variable based on whether the participants identified as owls, larks, or neither.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			CC licensed content, Shared previously
	Sleeping student image. Authored by: ODNAE Productions. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/a-young-college-student-that-has-fallen-asleep-while-studying-7683819/. License: CC0: No Rights Reserved
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		Measures of Center: Apply It 2

								

	
				 	Find and use the measures of center to explain the behavior of a data set
 
  Calculating Centers Using Technology
 Go to the statistical tool and follow these steps: STEP 1: Select the Several Groups tab.
 STEP 2: Locate the drop-down menu under Enter Data and select From Textbook.
 STEP 3: Locate the drop-down menu under Data Set and select Sleep Study: Poor Sleep Quality Score. You may change the display to show histograms as desired. The tool will display Descriptive Statistics and a distribution for the quantitative variable categorized by whether a respondent identified as a lark, an owl, or as neither. Record the descriptive statistics.
 STEP 4: Change Data Set to Sleep Study: Missed Classes and record the descriptive statistics.
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Interpreting the Mean and Median: Learn It 1

								

	
				 	Name the features of the distribution of a data set using statistical language
 	Describe the connection between the distribution of a data set and its mean and median
 
  Which was the best Friends episode?
 Friends was a popular American television show that aired from 1994 to 2004. The show followed a group of six friends living in New York City and chronicled their relationships and day-to-day adventures. The show became known in popular culture for its comedy and for the closeness of its cast.[1]
 The following table lists the number of U.S. viewers of each episode of the [image: 10]th and final season of Friends.[2]
 Friends Final Season Viewers by episode
  	Episode Number 	Episode Title 	Air Date 	U.S. Viewers (Millions) 
 	1 	The One After Joey and Rachel Kiss 	9/25/03 	[image: 24.54] 
 	2 	The One Where Ross is Fine 	10/2/03 	[image: 22.38] 
 	3 	The One with Ross’s Tan 	10/9/03 	[image: 21.87] 
 	4 	The One with the Cake 	10/23/03 	[image: 18.77] 
 	5 	The One Where Rachel’s Sister Babysits 	10/30/03 	[image: 19.37] 
 	6 	The One with Ross’s Grant 	11/6/03 	[image: 20.38] 
 	7 	The One with the Home Study 	11/13/03 	[image: 20.21] 
 	8 	The One with the Late Thanksgiving 	11/20/03 	[image: 20.66] 
 	9 	The One with the Birth Mother 	1/8/04 	[image: 25.49] 
 	10 	The One Where Chandler Gets Caught 	1/15/04 	[image: 26.68] 
 	11 	The One Where the Stripper Cries 	2/5/04 	[image: 24.91] 
 	12 	The One with Phoebe’s Wedding 	2/12/04 	[image: 25.9] 
 	13 	The One Where Joey Speaks French 	2/19/04 	[image: 24.27] 
 	14 	The One with Princess Consuela 	2/26/04 	[image: 22.83] 
 	15 	The One Where Estelle Dies 	4/22/04 	[image: 22.64] 
 	16 	The One with Rachel’s Going Away Party 	4/29/04 	[image: 24.51] 
 	17 	The Last One* 	5/6/04 	[image: 52.46] 
 	18 	The Last One* 	5/6/04 	[image: 52.46] 
  
 *Note: the final two episodes aired back-to-back on the same night 
 When examining the distribution of a quantitative variable using a histogram or a dotplot, we often find that the distribution follows a bell shape with a mound of observations in the middle of the distribution and even amounts of data falling to the right and left. But sometimes a distribution’s values are bunched up to one side or the other, with a few observations stretching way out to the other side. In this section, you’ll learn that there are certain ways the mean of the data relates to the median under these different shapes.
 
 There are specialized statistical terms we use to describe different distribution shapes: Skewness and symmetry. [image: An image of three histograms: left skewed, in which the data is bunched up to the right with a long tail of data to the left; symmetric, in which the data is mounded in the center and falls away evenly to either side; and right-skewed, in which the data is bunched up to the left with a tail of data falling away to the right.]Figure 1. These three histograms show common distribution shapes—left-skewed, symmetric, and right-skewed—each with different patterns in how the data is spread. 	We say a quantitative variable has a right-skewed distribution or a positive skew if there is a “tail” of infrequent values on the right (upper) end of the distribution.
 	We say a data set has an approximately symmetric distribution if values are similarly distributed on either side of the mean/median.
 	We say a data set has a left-skewed distribution or a negative skew if there is a “tail” of infrequent values on the left (lower) end of the distribution.
 
   
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Encyclopedia Britannica. (n.d.). Friends. In Encyclopedia Britannica.com. https://www.britannica.com/topic/Friends ↵
	Mock, T. (2020). A weekly data project aimed at the R ecosystem. TidyTuesday. https://github.com/rfordatascience/tidytuesday/blob/master/data/2020/2020-09-08/readme.md#friends_infocsv ↵
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		Interpreting the Mean and Median: Learn It 2

								

	
				 	Name the features of the distribution of a data set using statistical language
 	Describe the connection between the distribution of a data set and its mean and median
 
  Let’s use technology to analyze this data set.
 Go to the Describing and Exploring Quantitative Variables tool Step 1: Select the Single Group tab.
 Step 2: Locate the drop-down menu under Enter Data and select Your Own.
 Step 3: Under Do you have, select Individual Observations.
 Step 4: Under Name of Variable, type “U.S. Viewers (Millions).”
 Step 5: Cut and paste or enter the data from the spreadsheet for U.S. Viewers (Millions).
  
 https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 We think of the mean as the “average” data value and the median as the [image: 50]th percentile, the value that splits the data in half. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  From the example above, we found that when the graph is skewed to the right, the mean will be greater than the median.
 What would be the relationship between mean and median when the graph is skewed left?
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		Interpreting the Mean and Median: Learn It 3

								

	
				 	Name the features of the distribution of a data set using statistical language
 	Describe the connection between the distribution of a data set and its mean and median
 
  Mean and Median Under Skew
 Let’s see if we can choose the description that matches the shape of the data’s distribution, and then select the choice that gives the relationship between the mean and median for the data. Is the mean value impacted by the data’s distribution? Is the median value impacted by the data’s distribution?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Mean and Median for Skewed Distributions
 	When the graph is skewed to the right, the mean will be greater than the median.
 	When the graph is skewed to the left, the mean will be less than the median.
 
 
   Resistance
 Based on your answers to the question above, you might have noticed the direction the mean was pulled in under the skewness in the data set.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When a distribution is symmetric, the mean and median occupy the same value. But under a skew, the mean is “pulled” in the direction of the outliers: greater than the median in the case of positive (right) skew, and less than the median in the case of negative (left) skew. The value of the mean is affected by the presence of outliers and skew, while the median is not.
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		Interpreting the Mean and Median: Apply It 1

								

	
				 	Name the features of the distribution of a data set using statistical language
 	Describe the connection between the distribution of a data set and its mean and median
 
  Is It Worth It?
 Consider this scenario: A college basketball player is skilled enough to make an NBA roster and is thinking about dropping out of college this year.
 [image: Image of a stack of bills, money.]Figure 1. Big financial opportunities can be appealing—but is it worth giving up a college education? An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  To better understand the scenario and to be able to have a convincing argument, let’s explore the distribution of professional basketball salaries. Let’s use a data set to see how outliers influence different measures of center and how averages can be misleading.
 Take a moment to recall the meanings of the terms left-skewed, right-skewed, symmetric, and outlier. You’ll need to be able to use those terms to describe features of a data set. Define skew and outlier. We say the quantitative variable is left-skewed, right-skewed, or symmetric if:
 	left-skewed (negative skew): most of the data is bunched up to the right of the graph, with a tail of infrequent values to the left.
 	right-skewed (positive skew): most of the data is bunched up to the left of the graph with a tail of infrequent values to the right.
 	symmetric: values are similarly distributed on either side of the mean/median.
 
 We consider an outlier to be an unusual or extreme value, given the other values in the data set.
  Let’s explore the data set and boxplot of NBA salaries[1] for Texas players in the 2017 – 2018 season.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	 NBA player salary data set (2017-2018). (2018) Kaggle. Retrieved from https://www.kaggle.com/koki25ando/salary ↵



	

			CC licensed content, Shared previously
	Stack of hundred dollar bills image. Authored by: Anna Nekrashevich. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/person-hands-faceless-money-6801640/. License: CC0: No Rights Reserved



			


		
	
		
			
	
		83

		Interpreting the Mean and Median: Apply It 2

								

	
				 	Name the features of the distribution of a data set using statistical language
 	Describe the connection between the distribution of a data set and its mean and median
 
  Misleading Claims
 Recall the scenario: A college basketball player is skilled enough to make an NBA roster and is thinking about dropping out of college this year.
 Let’s explore the distribution of professional basketball salaries in order to better understand the scenario and develop a convincing argument.
 First, we’ll explore the data set and boxplot of NBA salaries[1] for Texas players in the 2017 – 2018 season.
 The actual median salary among Texas NBA players was $[image: 1,577,320] while the mean salary was $[image: 5,262,279].
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  You’ve seen that the mean, under certain conditions, can be a misleading indicator of a “typical” observation value, such as the salary of a professional basketball player.
 Now, let’s try to apply this understanding to some other types of data collections.
 
	NBA player salary data set (2017-2018). (2018) Kaggle. Retrieved from https://www.kaggle.com/koki25ando/salary ↵
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		Interpreting the Mean and Median: Apply It 3

								

	
				 	Name the features of the distribution of a data set using statistical language
 	Describe the connection between the distribution of a data set and its mean and median
 
  Appropriate Measures of Center
 In the previous example, we saw how the mean was not an accurate representation of the typical salary for a Texas NBA player due to the existence of outliers. Now, let’s take a look at other situations to determine whether it would be more appropriate to use the mean or median to describe a typical observation.
 Consider the distribution of three different sets of data:
 	Income in New York City
 	GPA at a local college
 	Body temperature
 
 Situation 1: Data are collected on the income of residents in New York City.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Situation 2: Data are collected on the GPAs of students enrolled at a local college.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Situation 3: Data are collected on people’s body temperatures.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  These examples illustrate some general guidelines for choosing numerical summaries:
 	Use the mean as a measure of center only for distributions that are reasonably symmetric with a central peak. When outliers or skew are present, the mean is not a good choice.
 	Use the median as a measure of center for all other cases.
 
 Both of these examples also highlight another important principle: Always plot the data.
 We need to see the distribution to help us determine the shape of the distribution. By looking at the shape, we can determine which measures of center best describe the data.
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		Boxplot Data and Displays: Learn It 1

								

	
				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
  When we describe the distribution of a quantitative variable, we describe the overall pattern (shape, center, and spread) in the data and deviations from the pattern (outliers). A graphical visualization of a data set is very useful in giving us a glimpse into the distribution of the data set. In this section, we are going to focus on boxplots, a graphical representation of a quantitative variable. Boxplots are helpful for visualizing the distribution of a quantitative variable.
 Boxplots
 boxplot
 A boxplot is a graphical visualization of a quantitative variable that shows median, spread, skew, and outliers by illustrating a set of numbers (minimum, [image: Q1], median, [image: Q3], and maximum) called the five-number summary.
 A boxplot clearly shows the center of the data set and provides a summary at a glance of the bulk of the data and the presence of outliers.
 [image: Image describing the characteristics of a boxplot. From left to right, the image first shows two outliers outside of the boxplot, and then the line marking the minimum. Then it shows Q1, the median, and Q3 with a textbox explaining that the Interquartile Range, or the IQR, is Q3-Q1. Moving to the right there is a line indicating the maximum value, with two outliers outside of that.]Figure 1. A boxplot creates a visual summary of a data set using five important values: the minimum, first quartile (Q1), median, third quartile (Q3), and maximum. It also shows the outliers in the data.  Shape and Center
 Boxplots, like histograms and dotplots, can also tell us about the shape of a distribution.
 	Left-skewed: A cluster of data on the right with a tail of data tapering off to the left.
 	Symmetric: A cluster of data where the left and right sides of the distribution closely mirror each other.
 	Right-skewed: A cluster of data on the left with a tail of data tapering off to the right.
 
  We can describe the center of a boxplot’s distribution with the mean and median. Recall the effect that skew has on the relationship between the mean and median in a data set. A right-skewed data set will pull the mean to the right of the median, while a left-skewed data set will pull the mean to the left. We can use visual clues to observe the skew in a boxplot in the same way that we can in a histogram or a dotplot.
 The descriptive statistics and graphs below describe the 184 observations of the ages of the best actress/actor winners from movies from the Oscars awards ceremonies. [image: Descriptive statistics (mean 40, median 38), and a histogram with a tail to the right, and a boxplot with three outliers to the right.]Figure 2. A histogram and boxplot displaying the ages of 184 Oscar-winning actors and actresses. 	Do you notice any skew in the histogram of this dataset?
 	Can you point out the corresponding outliers in the boxplot of the data?
 	What is the relationship between the mean and median of the data? Is the mean less than, greater than, or roughly similar to the median?
 	What can you conclude about the shape of the data?
 	What visual clue in the boxplot led to your conclusion?
 
 Show Solution 
 	The histogram appears to have a pronounced right tail, which would indicate a right skew.
 	There are three distinct outliers to the right of the bulk of the data.
 	The descriptive statistics give the median as 38 and the mean as 40. The mean is greater than the median.
 	The data is right-skewed. The extreme values greater than the bulk of the data have pulled the mean to the right of the median.
 	The skew can be seen in the boxplot by observing outliers only to the right of the bulk of the data, with no corresponding, symmetrical outliers to the left.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Note that the boxplots we have seen presented so far are along a horizontal axis, from left to right. It is also common to see boxplots displayed along a vertical axis, from bottom to top, least to greatest. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
  Characteristics of a Boxplot
 The characteristics of a boxplot include the five-number summary (minimum, Q1, median, Q3, and maximum) together, the interquartile range (IQR), and any outliers.
 Minimum and Maximum (and also Median)
 Let’s start exploring the idea of the spread of a data set and begin by describing spread through the minimum and maximum of the data set. To find the minimum and maximum values of a data set, find the least and the greatest value in the data set. It might be best to order your data from smallest to the largest because you can also find the measure of center, median, through the ordered data set as well. Recall: The median is the value that splits the data in half.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  First Quartile ([image: Q1]) and Third Quartile ([image: Q3])
 [image: Q1] and [image: Q3]
 	The first quartile, also known as [image: Q1], can be thought of as the median of the values that lie below the median for the whole data set. It is the [image: 25]th percentile of the data set.
 	The third quartile, also known as [image: Q3], can be thought of as the median of the values that lie above the median for the whole data set. It is the [image: 75]th percentile of the data set.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Fun fact: Since the median is the middle value between [image: Q1] and [image: Q3], the median is also commonly known as the second quartile ([image: Q2]).
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				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
  Interquartile Range and Outliers
 Interquartile Range (IQR)
 IQR
 The interquartile range (sometimes denoted as IQR) is the difference between the quartiles calculated as [image: Q3 – Q1].
  The IQR represents the range of the middle half of the values in the data set and is often used to describe the typical spread.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Outliers
 Some outliers seem obvious to spot (such as the GDP per capita of the United States), but others are harder to identify (such as Japan’s GDP per capita). In statistics, there is a rule for testing whether a value is “unusual enough” to be called an outlier.
 The IQR Method for Outliers
 A value is suspected to be a potential outlier if it is less than [image: 1.5\times]IQR below the first quartile or more than [image: 1.5\times]IQR above the third quartile.
 That is:
 	upper outlier as an observation that is greater than [image: Q3 +]([image: 1.5\times]IQR); and
 	lower outlier as an observation that is less than [image: Q1 -]([image: 1.5\times]IQR).
 
  It’s important to note that while this method can be used to identify unusual observations in skewed distributions, other methods are well-suited for symmetrical distributions. You’ll learn about these other methods in an upcoming section.
 In certain applications, it may be desirable to distinguish between “mild outliers” (using [image: 1.5 \times])IQR and “extreme outliers” (using [image: 3 \times])IQR. We can really set the threshold for “unusual” values as far away as we’d like, depending on the application.
 Recall that Japan’s GDP per capita from the data set is $[image: 39,287]. We would like to know how unusual this value really is in comparison to the rest of the data values.
 We’ll use the IQR method to make the determination. Under this method, a data value is considered an outlier if it lies ([image: 1.5][image: \times]IQR) above [image: Q3] or below [image: Q1].
 Since [image: 39,287] is greater than the median, we’ll test it to see if it exceeds [image: Q3 +]([image: 1.5] [image: \times]IQR).
 (If it were a very small number, we’d test to see if it were lower than [image: Q1 -]([image: 1.5] [image: \times] IQR).).Recall, for this data set: [image: Q3 =] [image: 11,289] and IQR[image: = 9,273]. Step 1) Calculate ([image: 1.5][image: \times]IQR).
 Step 2) Calculate [image: Q3 +]([image: 1.5] [image: \times]IQR)
 Step 3) Compare Japan’s GDP per capita. If it exceeds [image: Q3 +]([image: 1.5][image: \times]IQR), then it is an outlier.
 What did you discover? Is Japan’s GDP per capita an outlier in the data set?
 Show solution 
 Step 1) [image: 1.5] [image: \times] ([image: 9273]) = [image: 13,909.50]
 Step 2) [image: 11,289] + [image: 13909.50] = [image: 25,198.50]
 Step 3) $[image: 39,287] is greater than $[image: 25,198.50], therefore it is an outlier.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  
	

			
			


		
	
		
			
	
		88

		Boxplot Data and Displays: Learn It 4

								

	
				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
  Now, let’s use technology to find the five-number summary and create a boxplot.
 Go to the Describing and Exploring Quantitative Variables tool. Step 1: Select the Single Group tab.
 Step 2: Locate the dropdown under Enter Data and select From Textbook.
 Step 3: Locate the drop-down menu under Data Set and select Sleep Study: Average Sleep.
 Step 4: Select the Type of Plot as Boxplot. You may deselect the other types. You can also click on Vertical Boxplot option if you prefer a vertical one.
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  You can also input your own data set into the statistical tool by selecting Your Own under Enter Data.
 Choose Your Own Dataset
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
  Good Tax Policy?
 [image: Stack of US tax forms with a calculator and pencil.]Figure 1. Tax forms like these are central to understanding who benefits—and who doesn’t—when major policy changes are made. President Trump signed the Tax Cuts and Jobs Act (TCJA) into law on December 22, 2017, bringing sweeping changes to the tax code.[1]
 Read these two quotes about the U.S. 2017 Tax Reform bill:[2]
 “We’re doing everything we can to reduce the tax burden on you and your family. By eliminating tax breaks and loopholes, we will ensure that the benefits are focused on the middle class, the working men and women, not the highest income earners. Our framework includes our explicit commitment that tax reform will protect low-income and middle-income households, not the wealthy and well connected.” – President Donald Trump in 2017, prior to the bill’s enactment.[3]
 “You remember just a few years ago when Trump and my Republican colleagues voted for almost $[image: 2] trillion in tax breaks for the wealthiest people in this country and the largest corporations.” – Bernie Sanders (United States Senator) in 2021, after the bill was enacted.[4]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  How people felt in principle about the overhauls of more than $1.5 trillion depended to some extent on their opinion of Trump’s presidency. Individually, the impact of the changes depended on factors like income level, filing status, and deductions. [5]
 Supporters argued that the law would increase GDP growth, increase levels of business investment, increase wage and salary income for households, that the tax cuts would pay for themselves, and that the law would simplify tax codes. Opponents argued that the law would result in adverse impacts, including a higher budget deficit, higher trade deficit, greater income inequality, and lower healthcare coverage and higher healthcare costs, and a disproportionate impact on certain states and professions.[6]
 What kind of data would help us to evaluate these claims?
 
	https://www.investopedia.com/taxes/trumps-tax-reform-plan-explained/ ↵
 	Data and lesson context adapted from Skew the Script, www.skewthescript.org ↵
 	Administration of Donald J. Trump. (2017, September 27). Remarks in Indianapolis, Indiana. Govinfo.gov. https://www.govinfo.gov/content/pkg/DCPD-201700693/html/DCPD-201700693.htm ↵
 	Cooper, A. (Interviewer). (2021, January 29.). CNN. ↵
	https://www.investopedia.com/taxes/trumps-tax-reform-plan-explained/ ↵
	https://en.wikipedia.org/wiki/Tax_Cuts_and_Jobs_Act_of_2017#:~:text=Major%20elements%20of%20the%20changes,taxes%20and%20property%20taxes%2C%20further ↵



	

			CC licensed content, Shared previously
	US tax forms and calculator image. Authored by: Nataliya Vaitkevich. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/tax-documents-on-the-table-6863332/. License: CC0: No Rights Reserved
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				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
  Comparing Multiple Distributions
 The Tax Policy Center has a data set that can help us analyze the claims made in the two quotes about the U.S. 2017 Tax Reform bill from President Donald Trump in 2017 and U.S. Senator Bernie Sanders in 2021.
 Let’s first investigate a statement the Center made about the average tax cut experienced from the law. According to the independent Tax Policy Center, the average income tax cut as a result of the law was $[image: 1,260].[1] However, as we’ve seen before, averages can be misleading and uninformative.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now, let’s compare these distributions.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	Tax Policy Center. (2018, February 16). T18-0025 - The Tax Cuts and Jobs Act (TCJA): All provisions and individual income tax provisions; distribution of federal tax change by expanded cash income percentile, 2018. htpps://www.taxpolicycenter.org/model-estimates/individual-income-tax-provisions-tax-cuts-and-jobs-act-tcja-february-2019/t18-0025 ↵
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				 	Read information from a boxplot and make conclusions
 	Compare boxplots
 
   
 Two boxplots are provided below, each displaying a hypothetical distribution of [image: 5,000] tax cuts that would result in a mean tax cut of [image: $1,260].
 [image: Two boxplots, labeled A and B, showing a hypothetical distribution of 5,000 tax cuts, resulting in a mean tax cut of $1,260.]Figure 1. These two boxplots show different distributions of household tax cuts that have the same average, but the spread and shape of the data are very different. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Describe the differences in variability in histograms and dotplots.
 	Calculate and describe standard deviation.
 
  We have learned that the shape and measures of center are important characteristics to describe a data set.
 Another important characteristic of any data set is the variation within the data. In some data sets, the data values are concentrated closely near the center; in other data sets, the data values are more widely spread out from the center. So, another way to describe data numerically is to find and use the measures of spread.
 [image: A flow chart beginning with Graph the distribution of a quantitative variable. Describe the following: with one arrow pointing to Overall pattern and another arrow pointing to Deviations from the pattern. The overall pattern box points to shape, center, and spread, with the latter being highlighted. The deviations from the pattern box points to outliers.]Figure 1. When analyzing a graph, describe the overall pattern (shape, center, spread) and look for deviations, or outliers, that don’t follow the pattern. variability
 Variability in statistics refers to a measure of how spread out, or dispersed, the data set is.
 Standard deviation, variance, and range are all calculated measures of variability.
  Comparing Variability
 We can visually assess variability using graphical displays such as histograms and dotplots. When looking at a histogram or a dotplot, consider whether the data appears to be more spread out from the center (greater variability), or more clustered toward the center (less variability). These visual clues help us recognize distributions that have more or less variability than others.
 Histograms displaying the distribution of two quantitative variables with different amounts of variability are shown below. Which do you think has less variability than the other? Explain your reasoning. For example: What visual clue could help you decide if your answers were correct? [image: Two histograms are shown. The one on the left appears tightly clustered. The one on the right appears more widely dispersed.]Figure 2. These two histograms show distributions with different amounts of variability, illustrating how data sets can differ in how spread out their values are. Show solution   The data in the distribution on the left varies less than that of the one on the right. Note how the data in the first histogram is tightly clustered around the center and tails off quickly to either side. The data in the second histogram is widely dispersed across the graph.
 [image: Two histograms side by side. The one on the left has data tightly clustered toward the center while the one on the right shows data spread out widely and evenly across the graph.]Figure 3. The left histogram shows data with less variability—most values are close to the center. The right histogram shows more variability, with data spread out more widely across different values. The visual indication of variability is how tightly clustered or widely dispersed the data appears in the display. 
  It can be easier to visualize variability using a dotplot instead of a histogram because the individual data points (or observations) are visible in the dotplot.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Range
 Range is a value that can describe the spread of the data set. When the range is larger, it indicates more variability in the data. However, range only utilizes two observations in the entire data set to measure variability, so it is not an ideal measure of spread when used alone.
 range
 Range = maximum value – minimum value  =  largest value – smallest value
  The following dotplots show the potassium content in 76 cereals. Compare children’s cereals to adult cereals. [image: Dotplots showing potassium content of 76 children’s and adult cereals.]Figure 4. A dotplot of the potassium content in 76 cereals, sorted by adult and children’s cereals. 
 Which type of cereal has more variability in potassium content? We see that there is more variability in the potassium content of the adult cereals than in the children’s cereals.
 We can also measure this spread using range.
 The range of potassium content is larger for the adult cereals than for the children’s cereals. The children’s cereal set has a range of [image: 90] (because [image: 110 − 20 = 90]), whereas the adult cereal set has a range of [image: 315] (because [image: 330 − 15 = 315]).
 [image: Overall range of potassium content for both adult and children's of cereals]Figure 5. Dot plots comparing potassium content in children’s and adult cereals, with adult cereals showing a wider range of values than children’s cereals.   
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				 	Describe the differences in variability in histograms and dotplots.
 	Calculate and describe standard deviation.
 
  As stated previously, range only utilizes two observations in the entire data set to measure variability. It is not an ideal measure of spread when used alone.
 In constructing a measure of spread about the center (i.e., the average or mean), we want to compute how far a “typical” number is away from the mean.
 Calculating Deviation from the Mean
 Let’s consider the sample data set [image: 2, 2, 4, 5, 6, 7, 9].
 The mean of this data set is [image: \stackrel{¯}{x}=\frac{2&plus;2&plus;4&plus;5&plus;6&plus;7&plus;9\text{}}{7}\text{}=\text{}\frac{35}{7}=5].
 [image: Dotplot of data set with the mean marked by vertical blue line]Figure 1. A dotplot with a mean of 5. Here is a dotplot of this data set with the mean marked by the vertical blue line.
 We can see that some data is close to the mean, and some data is further from the mean.
 Since we want to see how the data points deviate from the mean, we determine how far each point is from the mean. We compute the difference between each of these values and the mean. These differences are called the deviations.
 deviation
 In statistics, deviation is a measure of difference between the observed value [image: x] of a variable and the mean [image: \bar{x}].
 Deviation = [image: x-\bar{x}]
  	[image: x] 	Deviation [image: =(x-\bar{x})] 
 	[image: 2] 	[image: 2 − 5 = −3] 
 	[image: 2] 	[image: 2 − 5 = −3] 
 	[image: 4] 	[image: 4 − 5 = −1] 
 	[image: 5] 	[image: 5 − 5 = 0] 
 	[image: 6] 	[image: 6 − 5 = 1] 
 	[image: 7] 	[image: 7 − 5 = 2] 
 	[image: 9] 	[image:  9 − 5 = 4] 
  
 When visualized on a dotplot, these differences are viewed as distances between each point and the mean. A negative difference indicates that the data point is to the left of the mean (shown in blue on the graph below). A positive difference indicates that the data point is to the right of the mean (shown in green on the graph below).
 [image: Dotplot where negative differences are shown as data points to the left of the mean; positive differences are shown as data points to the right]Figure 2. Dot plot showing distances from the mean. Negative differences (left of the mean) are shown in blue, and positive differences (right of the mean) are shown in green. Our goal is to develop a single measurement that summarizes a typical distance from the mean.
 Now, let’s practice determining the distance of a single data point from the mean, a.k.a., the deviation from the mean: [image: (x-\bar{x})].
 [image: Hurricane aftermath from an aerial camera showing a damaged neighborhood with destroyed houses.]Figure 3. By analyzing the cost of hurricanes like this one, we can measure how far each event deviates from the average, revealing just how severe some storms really are. Hurricanes cause extensive amounts of damage. Let’s consider the amount of damage in dollars of the [image: 30] most expensive hurricanes to have hit the U.S. mainland between 1990 and 2010.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Representations of large numbers
 Take a moment to consider the units within our data set. In the table presented in the question above, we see hurricane damage in millions of dollars. Look at the last number in the table: [image: 11,227]. Presumably, that means [image: 11,227] million dollars.
 [image: $11,227] millions [image: =$11,227,000,000=$11.227] billions
 The hurricanes contributing to this data were catastrophic, causing billions of dollars of damage. 
 The sign (+ or -) of deviation from the mean
 Also, consider the meanings behind the sign (+ or -) of the deviation values you found in the question above. The + and – are important when making inferences regarding the data values.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Describe the differences in variability in histograms and dotplots.
 	Calculate and describe standard deviation.
 
  Standard Deviation
 In statistics, we are particularly interested in understanding how data are distributed and where each observation is in reference to the mean. Previously, we have learned to use the deviations of observed values from the mean. What if we want to have one value to represents all of the deviations?
 This measurement of variability is called standard deviation, which tells us how spread out observations are from the mean. The notation we use to denote standard deviation differs depending on whether we are discussing a sample or a population. We use the Greek letter [image: \sigma] (sigma) to denote the standard deviation of a population of observations. We use the Latin letter [image: s] to denote the standard deviation of a sample of observations.
 standard deviation
 Standard deviation is the “typical” distance of each data point to the mean of the data set.
 The following formulas are used to calculate the standard deviation of a population and a sample:
 Standard deviation of a population: [image: \sigma = \sqrt{\dfrac{\sum \left(x-\mu\right)^2}{n}}], where [image: \mu] represents the population mean.
 Standard deviation of a sample: [image: s=\sqrt{\dfrac{\sum \left(x-\bar{x}\right)^2}{n-1}}], where [image: \bar{x}] represents the sample mean.
  Standard Deviation
 	The standard deviation is a measure of spread.
 	The value of standard deviation is always positive or zero.
 	The standard deviation is approximately the average distance of the data from the mean.
 	Mean ± SD gives a range of “typical” values 
 
  Note: The [image: n-1] value in the standard deviation equation for the sample is called degree of freedom ([image: df]). Degrees of freedom refer to the maximum number of independent values. That is, the maximum number of data values that have the freedom to vary in the sample.
 Within a data set, some data values can be chosen at random. However, if the data set have a set requirement, such as the data set must add up to a specific sum or mean/average, one of those value within the data set is restricted so that we can meet the set requirement.
 Thus, [image: df = n-1].
 Recall the example about the amount of damage (in millions of dollars) done by [image: 30] most expensive hurricanes to hit the U.S. mainland between 1990 and 2010.
 The mean cost for the [image: 30] hurricanes is [image: 13,620] millions dollars.
 The standard deviation would be:
 [image: s=\sqrt{\dfrac{(105,840-13,620)^2 + (45,561-13,620)^2 + ... + (11,227-13,620)^2}{30-1}}]
 [image: s= \sqrt{\dfrac{( 92,220)^2 + (31,941)^2 + ... + (-2,393)^2}{29}}]
 [image: s= 19,491] million dollars.
 Interpretation of the standard deviation: The standard deviation of [image: 19,491] million dollars tells us that, on average, the cost of the hurricanes deviates from the mean cost of [image: 13,620] million dollars by this amount.
 This is a substantial standard deviation, indicating that there is a wide variation in the costs of the hurricanes. Some hurricanes caused much more damage than the average, and some caused much less, as indicated by the difference in their costs from the mean value.
  When it comes to calculating the standard deviation, especially for large data sets or when dealing with significant figures, leveraging technology is key. Tools such as statistical software [Click to open in a new tab] or a calculator can perform these calculations quickly and reduce the possibility of human error. Once we obtain the standard deviation using these technological aids, our focus should shift to interpreting what this value tells us about the variability of our data.
 
	

			CC licensed content, Shared previously
	Hurricane damage image. Authored by: Kelly. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/dramatic-view-of-village-houses-damaged-by-thunderstorm-4170461/. License: CC0: No Rights Reserved
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				 	Describe the differences in variability in histograms and dotplots.
 	Calculate and describe standard deviation.
 
  Standard Deviation using Technology
 Let’s use the statistical software to calculate standard deviation.
 In the Describing and Exploring Quantitative Variable Statistical tool below: Step 1: Select the Single Group tab.
 Step 2: Locate the drop-down menu under Enter Data and select From Textbook.
 Step 3: Locate the drop-down menu under Data Set and select Sleep Study: Average Sleep.
 Recall: The sleep study data set investigated whether college students’ chronotypes tend to be larks (morning people) or owls (night people).
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The larger the value of the standard deviation of the data set, the larger the variability. The smaller the value of the standard deviation, the smaller variability that exists. Because standard deviation is an indication of how reliable our data set is, it helps us to make an inference about what the likely range of values in the true population mean.
 See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Describe the differences in variability in histograms and dotplots. 
 	Calculate and describe standard deviation.
 
  Variance
 Another measure of spread is called variance. Variance is the squared value of the standard deviation. Similar to standard deviation, the larger the value of the variance, the larger the variability of the data set. The smaller the value of the variance, the smaller variability exists within the data set.
 variance
 Variance is the standard deviation squared, [image: \sigma^{2}] or [image: s^{2}].
 Variance of a population:  [image: \sigma^{2}=\dfrac{\sum\left(x-\mu\right)^{2}}{n}]
 Variance of a sample:  [image: s^{2}=\dfrac{\sum\left(x-\bar{x}\right)^{2}}{n-1}]
  The statistical tool does not calculate variance, so you will need to use the tool to calculate the standard deviation and then square it by hand or calculator in order to get the variance.
 https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Variability: Learn It 6

								

	
				 	Describe the differences in variability in histograms and dotplots.
 	Calculate and describe standard deviation.
 
  Deciding Which Measurements to Use
 We now have a choice between two measurements of center and spread: We can use the median with the interquartile range, or we can use the mean with the standard deviation. How do we decide which measurements to use?
 Our next examples show that the shape of the distribution and the presence of outliers help us answer this question.
 This boxplot is a summary of homework scores earned by a student. Notice that the distribution of scores has an outlier. This student has mostly high homework scores with one score of [image: 0]. [image: Appropriate alternative text can be found in the description below.]Figure 1. Boxplot showing a student’s homework scores, with most scores clustered high and one outlier at 0, indicating a much lower value than the rest. Here are some observations about the homework data:
 	Five-number summary: Minimum: [image: 0], [image: Q1: 82], median: [image: 84.5], [image: Q3: 89], maximum: [image: 100]
 	Median = [image: 84.5]
 	Mean = [image: 81.8]
 	IQR = [image: 7]
 	Range = [image: 100]
 	Standard deviation = [image: 17.6]
 
 Which measure of center and spread is the better numerical summary of the student’s performance on homework? 
 The “typical” range of scores based on the first and third quartiles is [image: 82] to [image: 89].
 The typical range of scores based on mean ± SD is [image: 64.2] to [image: 99.4] (Here’s how we calculated this: [image: 81.8 - 17.6 = 64.2, 81.8 + 17.6 = 99.4].)
 Which is the better summary of the student’s performance on homework?
 The typical range based on the mean and standard deviation is not a good summary of this student’s homework scores. Here we see that the outlier decreases the mean so that the mean is too low to be representative of this student’s typical performance. We also see that the outlier increases the standard deviation, which gives the impression of a wide variability in scores. This makes sense because the standard deviation measures the average deviation of the data from the mean. So, a point that has a large deviation from the mean will increase the average of the deviations. In this example, a single score is responsible for giving the impression that the student’s typical homework scores are lower than they really are.
 The typical range based on the first and third quartiles gives a better summary of this student’s performance on homework because the outlier does not affect the quartile marks.
 The better numerical summaries of student’s performance on this homework data set are the five-number summary (which includes median), IQR, and range. 
  These examples illustrate some general guidelines for choosing numerical summaries:
 	Like the mean, the standard deviation is strongly affected by outliers and skew in the data. Therefore, use the mean and the standard deviation as measures of center and spread only for distributions that are reasonably symmetric with a central peak. When outliers are present, the mean and standard deviation are not a good choice.
 	Use the five-number summary (which includes the median, IQR, and range) for all other cases.
 
 Both of these examples also highlight another important principle: Always plot the data.
 We need to use a graph to determine the shape of the distribution. By looking at the shape, we can determine which measures of center and spread best describe the data.
 See the Example Question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Variability: Apply It 1

								

	
				 	Describe the differences in variability in histograms and dotplots.
 	Calculate and describe standard deviation.
 
  It’s Showtime!
 Have you ever thought about how long or how short some movies are? You might have the idea that a typical movie runs a little under two hours, but movie runtimes cover a broad range. The shortest modern feature films have run just over an hour, while the longest run three and even four hours. Have you ever thought about why there is such variability in the length of movies?
 [image: Woman with a girl on her lap wearing headphones and watching something on a laptop.]Figure 1. Exploring movie data—like runtimes—can reveal trends about what we love to watch and how long we’re willing to stay tuned in. Let’s explore movie lengths or “runtimes” and the ratings that go along with the runtimes. Let’s compare the movie runtimes for rated G (General Audiences, All Ages Admitted) and rated R (Restricted, Children Under 17 Require Accompanying Parent or Adult Guardian) movies.[1] Along the way, let’s gain an understanding of how variability is reflected in graphical displays and described using numerical summaries.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	What do movie ratings mean? (n.d.). Showbiz.Junkies. Retrieved from https://www.showbizjunkies.com/mpaa-ratings/ ↵
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		Measures of Variability: Apply It 2

								

	
				 	Describe the differences in variability in histograms and dotplots. 
 	Calculate and describe standard deviation.
 
  Variability
 Let’s use a data set of movie runtimes to explore variability using the statistical tool.
 Step 1: Select the Several Groups tab.
 Step 2: Locate the drop-down menu under Enter Data and select From Textbook.
 Step 3: Locate the drop-down menu under Data Set and select Movie Run Time.
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Measures of Variability: Apply It 3

								

	
				 	Describe the differences in variability in histograms and dotplots. 
 	Calculate and describe standard deviation.
 
  Standard Deviation
 Now, let’s explore the impact of extreme values, or outliers, on the variability of the G-rated movies.
 As determined in the previous questions, there is a single data point that is an outlier for this data set: The one G-rated movie that has a runtime of [image: 357] minutes!
 Step 1: Select the Several Groups tab.
 Step 2: Locate the drop-down menu under Enter Data and select From Textbook.
 Step 3: Locate the drop-down menu under Data Set and select Movie Run Time.
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 Let’s remove the outlier from the statistical calculations and graphs.
 
 Step 1: Go to the list of G-rated movie run times
 Step 2: Locate, select, and remove (delete) the point [image: 357] from the list. The Descriptive Statistics section will automatically update based on your new data set that excludes the outlier. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The standard deviation will always include all data values from the data set. We may remove an outlier and recalculate to see the effect of the outlier on the measures of center and spread, but these do not reflect the true mean and standard deviation for the data set.  
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		Z-Score and the Empirical Rule: Learn It 1

								

	
				 	Calculate z-scores to explain the location of data points.
 	Compare observations using z-scores and the Empirical Rule.
 
  Standardized Value ([image: z]-score)
 We have learned about mean as a measure of center and that standard deviation is a measure of spread.
 Let’s use a hypothetical typical arm span for Americans in our exploration of measuring distance from the mean. Arm span is the distance from the tip of the middle finger on one hand to the tip of the middle finger on the other hand when a person’s arms are stretched out and opened wide.
 Suppose that, based on many measurements, a statistician believes that the distribution of arm spans of Americans has a mean of [image: 173.40] centimeters (cm) and a standard deviation of [image: 12.21] cm. Let’s assume these values represent the true population mean and standard deviation.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In the question above, you found observed values that are one standard deviation from the mean. What if we want to figure out how many standard deviations an observed value is from the mean, instead?
 standardized value ([image: z]-score)
 A standardized value, or [image: z]-score, is the number of standard deviations an observation is away from the mean.
 [image: z=\dfrac{\text{Observed Value}-\text{mean}}{\text{standard deviation}} = \dfrac{x-\mu}{\sigma}]
 where [image: x=] the value of the observation, [image: \mu=] the population mean, [image: \sigma=] the population standard deviation, and [image: z=] the standardized value (or [image: z]-score).
 It is important to note that this distance is measured in standard deviations. Thus, a negative [image: z]-score is an observation that is below the mean, and a positive [image: z]-score is an observation that is above the mean.
 The “unit” for a [image: z]-score is standard deviations.
  Suppose that, based on many measurements, a statistician believes that the distribution of arm spans of Americans has a mean of [image: 173.40] centimeters (cm) and a standard deviation of [image: 12.21] cm. Let’s understand that these values to pertain to the population of all American arm spans (not just a sample).This means that [image: \mu = 173.40] centimeters (cm) and [image: \sigma = 12.21] cm.Use the formula to prove that [image: 185.61] cm arm span is one standard deviation above the mean. Show answer [image: z=\dfrac{185.61-173.40}{12.21} = \dfrac{12.21}{12.21}=1]
 Note that the [image: z]-value is positive and therefore, we have shown that [image: 186.61] is [image: 1] standard deviation above the mean.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Z-Score and the Empirical Rule: Learn It 2

								

	
				 	Calculate z-scores to explain the location of data points.
 	Compare observations using z-scores and the Empirical Rule.
 
  Standardize Value ([image: z]-score)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  So far, you have calculated values that were a given number of standard deviations above and below the mean. You discovered when you divided the difference between the value and the mean by the standard deviation, that the result was a positive number of standard deviations (for values above the mean) or a negative number of standard deviations (for values below the mean). That is, a resulting negative can be thought of as indicating a value that lies to the left of the mean, and the positive indicates a value that lies to the right of the mean.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Z-Score and the Empirical Rule: Learn It 3

								

	
				 	Calculate z-scores to explain the location of data points.
 	Compare observations using z-scores and the Empirical Rule.
 
  A standardized value, or [image: z]-score, is a statistical measure that describes how many standard deviations a data point is from the mean of the data set. It is used to standardize scores on different scales to a common scale with a mean of 0 and a standard deviation of 1.
 [image: z=\dfrac{\text{Observed Value}-\text{mean}}{\text{standard deviation}} = \dfrac{x-\mu}{\sigma}]
 where [image: x=] the value of the observation, [image: \mu=] the population mean, [image: \sigma=] the standard deviation, and [image: z=] the standardized value (or [image: z]-score).
  Recall the data set about the movie runtimes for rated G (General Audiences, All Ages Admitted) and rated R (Restricted, Children Under 17 Require Accompanying Parent or Adult Guardian) movies.[1]
 Step 1: Select the Single Group tab.
 Step 2: Locate the dropdown under Enter Data and select From Textbook.
 Step 3: Locate the drop-down menu under Dataset and select Movie Runtime (G Rated 1990-2016).
 Step 4: Under Choose Type of Plot, select the options to create a Histogram and a Dotplot of runtime (in minutes).
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	What do movie ratings mean? (n.d.). Showbiz.Junkies. Retrieved from https://www.showbizjunkies.com/mpaa-ratings/ ↵
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		Z-Score and the Empirical Rule: Learn It 4

								

	
				 	Calculate z-scores to explain the location of data points.
 	Compare observations using z-scores and the Empirical Rule.
 
  Standardizing a Score
 Steps to open Movie Runtime (G Rated 1990-2016) data set 
 Step 1: Select the Single Group tab.
 Step 2: Locate the drop-down under Enter Data and select From Textbook.
 Step 3: Locate the drop-down menu under Dataset and select Movie Runtime (G Rated 1990-2016).
 Step 4: Under Choose Type of Plot, select the options to create a Histogram and a Dotplot of runtime (in minutes).
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 Now that you know the mean and standard deviation of the data set Movie Runtimes (G Rated 1990-2016) using the statistical tool above, you can calculate any observation’s [image: z]-score to locate it in the data set relative to the mean.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  It is important to note that the distance of a particular movie runtime from the mean is not measured in minutes; rather, it is measured in standard deviations.
 A [image: z]-score simply tells us how many standard deviations a given value is from the mean. Thus, a [image: z]-score of [image: -2.3] is an observation that is [image: 2.3] standard deviations below the mean, and a [image: z]-score of [image: 2.3] is an observation that is [image: 2.3] standard deviations above the mean. It is important to note that [image: z]-scores do not have units associated with them.
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		Z-Score and the Empirical Rule: Learn It 5

								

	
				 	Calculate z-scores to explain the location of data points.
 	Compare observations using z-scores and the Empirical Rule.
 
  The Empirical Rule
 If a distribution of a variable [image: X] is bell-shaped, unimodal, and symmetric, then we can estimate how many observations are within a certain number of standard deviations.
 The Empirical Rule (also known as the [image: 68-95-99.7] rule) is a guideline that predicts the percentage of observations within a certain number of standard deviations.
 empirical rule
 The Empirical Rule states that:
 	About [image: 68\%] of observations in a data set will be within one standard deviation of the mean.
 	About [image: 95\%] of the observations in a data set will be within two standard deviations of the mean.
 	About [image: 99.7\%] of the observations in a data set will be within three standard deviations of the mean.
 
  Graphically, the Empirical Rule can be expressed like this:
 [image: An image displaying the distribution set by the Empirical Rule.]Figure 1. A normal distribution curve showing the empirical rule: about 68% of data fall within 1 standard deviation of the mean, 95% within 2, and 99.7% within 3 standard deviations. Now, try applying the Empirical Rule to the Movie Runtime data set.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
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		Z-Score and the Empirical Rule: Apply It 1

								

	
				 	Calculate [image: z]-scores to explain the location of data points.
 	Compare observations using [image: z]-scores and the Empirical Rule.
 
  What is unusual?
 In a medical study, many observations are made in an effort to obtain a data sample representative of a population. In this activity, you’ll see how standardized scores and the Empirical Rule can be used to determine if an observation is usual or unusual.
 Around the world, pharmaceutical companies conduct clinical trials to evaluate the safety and efficacy of their drugs. Clinical trials are research studies performed on people and are aimed at evaluating whether a new drug is safe and effective. People who participate in clinical trials are volunteers.
 [image: Two women speaking with a doctor who is taking notes, blood pressure cuff on table]Figure 1. Volunteers are essential in clinical trials, helping scientists gather data to decide whether a new drug behaves as expected—or shows unusual results. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Mice are often used for evaluation before testing chemicals and pharmaceuticals on humans in medical studies. One reason for this is that scientists know a lot about the genome of a mouse. They are bred in labs to be identical, so the only thing different between them is the treatment. Mice also have short lifespans, which allows scientists to model the effects of a drug over their entire lifespan (about [image: 800] days). It is much more difficult to understand the effects of a drug over the lifetime of a human.
 Consider a study concerned with learning how a drug or a treatment affects the body. The toxicity of a chemical and its impact on vital organs are of interest when assessing the effects of a chemical treatment. A standard method used to measure the level of toxicity in an organ is to use the organ’s weight.[1]
 What is a genome?[2] A genome is an organism’s complete set of genetic instructions. Each genome contains all of the information needed to build that organism and allow it to grow and develop. Our bodies are made up of millions of cells, each with its own complete set of instructions for making us, like a recipe book for the body. This set of instructions is known as our genome and is made up of DNA. For more information on genomes, visit https://www.yourgenome.org/facts/what-is-a-genome.
 What is toxicity?[3] The degree to which a substance (a toxin or poison) can harm humans or animals.
 Why is organ weight used to measure toxicity?[4] Organ weight changes are indicators of chemically-induced organ damage. Hence, changes in organ weight are often associated with treatment-related effects.
 
	Sellers, R. S., Mortan, D., Michael, B., Bindhu, M., Roome, N., Johnson, J. K., Yano, B. L., Perry, R., & Schafer, K. (2007). Society of toxicologic pathology position paper: Organ weight recommendations for toxicology studies. Toxicologic Pathology. 35(5), 751-755. https://doi.org/10.1080/01926230701595300 ↵
	What is a genome? (2017, January 6). Yourgenome. Retrieved from https://www.yourgenome.org/facts/what-is-a-genome ↵
	Definition of toxicity. (2021, March 29). RxList. Retrieved from
 https://www.rxlist.com/toxicity/definition.htm ↵
	Lazic, S. E., Semenova, E., & Williams, D. P. (2020, April 20). Determining organ weight toxicity with Bayesian causal models: Improving on the analysis of relative organ weights. National Center for Biotechnology Information. https://www.ncbi.nlm.nih.gov/pmc/articles/PMC7170916/ ↵
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	Women with doctor image. Authored by: Thirdman. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/women-having-a-conversation-7659570/. License: CC0: No Rights Reserved
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		Z-Score and the Empirical Rule: Apply It 2

								

	
				 	Calculate [image: z]-scores to explain the location of data points.
 	Compare observations using [image: z]-scores and the Empirical Rule.
 
  The Empirical Rule
 Before beginning the activity below, recall the definition of the Empirical Rule. What does it state? Explain the Empirical Rule The Empirical Rule states that, in a bell-shaped, unimodal distribution, almost all the observed data values, [image: x], lie within three standard deviations, [image: \sigma], to either side of the mean, [image: \mu].
 [image: A bar graph with the highest bars in the middle and lower bars to either side. In the center, the x-axis is labeled "mu." Three bars to the left, it is labeled "mu - sigma," three more bars to the left it is labeled "mu - 2 sigma," and three more to the left, it's labeled "mu - 3 sigma." Three to the right of the center, it is labeled "mu + sigma." Three more to the right and it is labeled "mu + 2 sigma" and three more to the right, it is labeled "mu + 3 sigma." The center six bars are all green and labeled as 68& collectively. The three leftmost center bars are labeled 34.1%, and the three rightmost center bars are also labeled 34.1%. The next three bars out on either side of the center six are each labeled 13.6% and the center 12 are all labeled 95% collectively. Lastly, the next three out on either side of the center twelve are each labeled 2.1% and all 18 are collectively labeled 99.7% ≈ 100%]Figure 1. A normal distribution curve showing the empirical rule: about 68% of data fall within 1 standard deviation of the mean, 95% within 2, and 99.7% within 3 standard deviations. Specifically,
 	[image: 68]% of the observations lie within one standard deviation of the mean. [image: \left(\mu\pm\sigma\right)]
 	[image: 95]% of the observations lie within two standard deviations of the mean. [image: \left(\mu\pm2\sigma\right)]
 	[image: 99.7]% of the observations lie within three standard deviations of the mean. [image: \left(\mu\pm3\sigma\right)]
 
 For this reason, the Empirical Rule is sometimes called the [image: 68-95-99.7] rule.
   Consider the weights of the livers and spleens in [image: 26]-week-old female C57BL/6J laboratory mice. The mean liver weight is [image: 0.999] grams (g) with a standard deviation of [image: 0.087] g, and the mean spleen weight is [image: 0.086] g with a standard deviation of [image: 0.007] g.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Z-Score and the Empirical Rule: Apply It 3

								

	
				 	Calculate [image: z]-scores to explain the location of data points.
 	Compare observations using [image: z]-scores and the Empirical Rule.
 
  [image: z]-Scores
 A higher organ weight is an indicator of higher toxicity. Suppose researchers want to compare the toxicity of a randomly selected liver with that of a randomly selected spleen. How will they know if the weight is extreme? We can use the [image: z]-score for each of these values to help us answer these questions.
 	The [image: z]-score is the number of standard deviations an observation is away from the mean.
 	The [image: z]-score has no units associated with it. It only gives relative proximity (distance and direction) from the mean of a quantitative variable. The formula for this is: [image: z=\dfrac{x-\mu}{\sigma}], where [image: x] is an observation value, [image: \mu] is the population mean, and [image: \sigma] is the population standard deviation.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		V

		Module 5 - Modeling and Analysis of Bivariate Data

	

	
		
	

		


		
	
		
			
	
		110

		Module 5: Background You'll Need 1

								

	
				 	Identify the two quantitative variables as an explanatory variable and a response variable.
 
  Scatterplots
 Scatterplots are used to illustrate the relationship between two quantitative variables.
 When investigating relationships between two quantitative variables, scatterplots are a simple way to visually represent the spread, direction, strength of relationship, and potential outliers of the data. With larger data sets, a scatterplot can more succinctly display the overall pattern than when the data is presented as a table. This visualization can also hint at the general shape of the relationship (for example, increasing linear, decreasing linear, or non-linear curves) while also helping us identify any deviations from that pattern.
 Note: The explanatory variable is typically placed on the horizontal x-axis. The response variable is on the vertical y-axis. Sometimes the variables do not have a clear explanatory–response relationship. In this case, there is no rule to follow. Plot the variables on either axis.
 Highway Signs
 A research firm conducts a study to explore the relationship between a driver’s age and the driver’s ability to read highway signs. The subjects are a random sample of 30 drivers between the ages of 18 and 82. (Source: Jessica M. Utts and Robert F. Heckard, Mind on Statistics [Brooks/Cole, 2002]. Original source: Data collected by The Last Resource, Inc., Bellfonte, PA.)
 Because the purpose of this study is to explore the effect of age on the driver’s ability to read highway signs,
 	the explanatory variable is age, and
 	the response variable is the maximum distance at which the driver can read a highway sign, or maximum reading distance.
 
 Both variables are quantitative.
 Here is what the raw data look like:
 [image: Raw data: Drivers’ ages (explanatory variables) and distance (response variables) at which they can see highway sign]Figure 1. A data table showing driver age as the explanatory variable and stopping distance as the response variable. In this data set, the individuals are the 30 drivers. For each driver, we have two values: age and maximum reading distance.
 To explore the relationship between age and distance, we create a graph called a scatterplot. To create a scatterplot, we use an ordered pair (x, y) to represent the data for each driver. The x-coordinate is the explanatory variable: driver’s age. The y-coordinate is the response variable: maximum reading distance.
 Here is the completed scatterplot:
 [image: Completed scatterplot, where each dot represents a driver's age and maximum distance at which they can read a road sign]Figure 2. A scatterplot showing a negative association between driver age and the maximum distance at which a sign can be read—older drivers tend to read signs from shorter distances.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 5: Background You'll Need 2

								

	
				 	Explain the meaning of a data point on a graph.
 
  Scatterplots are used to illustrate the relationship between two quantitative variables. The explanatory variable (also known as the independent variable) is typically placed on the horizontal x-axis. The response variable (also known as the dependent variable) is on the vertical y-axis. 
  One or more interactive elements has been excluded from this version of the text. You can view them online here: https://printed.lumenlearning.com/stats/?p=161#oembed-1 
 
   When Pam first met Kai, he was extremely overweight—almost [image: 100] pounds overweight, and for this reason alone, his owner wanted him euthanized. Kai’s life was in danger, and he was miserable, but Pam rescued him. Here are the details of Kai’s journey:
 	Initial Weight: Kai weighed [image: 173] pounds before Pam agreed to foster him. She modified his diet and began walking him three times daily.
 	Constant Rate of Change: A reasonable goal was for Kai to lose about two pounds each week.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 5: Background You'll Need 3

								

	
				 	Find and explain the slope and y-intercept of a linear model.
 
  Linear Equation
 The general form of a linear equation: [image: y=mx+b], where [image: m] is the slope of the line and [image: b] is the [image: y]-intercept. 	[image: x] is the explanatory (independent) variable.
 	[image: y] is the response (dependent) variable, the focus of the study.
 	The slope, [image: m], is the ratio that measures how much [image: y] changes compared to an increase in [image: x]. 	[image: \displaystyle \text{Slope }=\frac{\text{rise}}{\text{run}}]
 	[image: \displaystyle m=\frac{{{y}_{2}}-{{y}_{1}}}{{{x}_{2}}-{{x}_{1}}}] where [image: m=\text{slope}] and [image: \displaystyle ({{x}_{1}},{{y}_{1}})] and [image: \displaystyle ({{x}_{2}},{{y}_{2}})] are two points on the line.
 
 
 	The [image: y]-intercept, [image: b], is the place on the graph where the line crosses the [image: y]-axis.
 
 [image: A graph illustrating a straight, diagonal line. Points 1 and 2 are labeled, with how to find the measurements for rise and run detailed.]Figure 1. Graph showing how to calculate the slope of a line using two points: slope is the ratio of the vertical change (rise) to the horizontal change (run). [image: A graph with another diagonal line, with explanatory variable marking the x axis and the response or predicted value marking the y axis. The y-intercept, b, is marked on the line. m = rise/run is written in a box, with color-matching lines showing rise and run.]Figure 2. An alternate graph showing how to calculate the slope of a line using two points: slope is the ratio of the vertical change (rise) to the horizontal change (run).  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 5: Background You'll Need 4

								

	
				 	Use a linear function to make predictions.
 
  Modeling a Linear Relationship
 https://www.youtube.com/watch?v=-HFFSYcEMCI When Pam first met Kai, he was extremely overweight—almost [image: 100] pounds overweight, and for this reason alone, his owner wanted him euthanized. Kai’s life was in danger, and he was miserable, but Pam rescued him. Here are the details of Kai’s journey:
 	Initial Weight: Kai weighed [image: 173] pounds before Pam agreed to foster him. She modified his diet and began walking him three times daily.
 	Constant Rate of Change: A reasonable goal was for Kai to lose about two pounds each week.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The familiar slope-intercept form of a linear equation you probably learned about in algebra is [image: y=mx+b], where 	[image: x] represents the explanatory (independent) variable represented on the horizontal axis.
 	[image: y] represents the response (dependent) variable represented on the vertical axis.
 	[image: m] represents the constant rate of change (the slope), and
 	[image: b] represents the initial value in a given scenario (which can be zero or negative).
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Scatterplots & Correlation Coefficients: Learn It 1

								

	
				 	Create scatterplots for bivariate data and answer questions from the graph.
 	Describe the trend of bivariate data.
 	Calculate the correlation coefficient and explain what it means.
 
  Greenhouse Gases
 Carbon dioxide is a greenhouse gas. This means it absorbs and radiates heat. Warmed by sunlight, Earth’s land and ocean surfaces continuously radiate thermal infrared energy (heat). Unlike oxygen or nitrogen (which make up most of our atmosphere), greenhouse gases absorb that heat and release it gradually over time, like bricks in a fireplace after the fire goes out. Without this natural greenhouse effect, Earth’s average annual temperature would be below freezing instead of close to [image: 60]°F. But increases in greenhouse gases have tipped the Earth’s energy budget out of balance, trapping additional heat and raising the Earth’s average temperature.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Scatterplots
 scatterplot
 Scatterplots are used to illustrate the relationship between two quantitative variables. Such data from two quantitative variables (usually two related data) are called bivariate data.
 When investigating relationships between two quantitative variables, scatterplots are a simple way to visually represent the spread, direction, strength of relationship, and potential outliers of the data.
  With larger data sets, a scatterplot can more succinctly display the overall pattern than when the data is presented as a table. This visualization can also hint at the general shape of the relationship. (For example: increasing linear, decreasing linear, or non-linear curves.) This also helps us identify any deviations from that pattern.
 When working with a bivariate data set, there are two variables to consider:
 	The explanatory variable ([image: x]) is the variable that is thought to explain or predict the response variable of a study.
 	The response variable ([image: y]) measures the outcome of interest in the study. This variable is thought to depend in some way on the explanatory variable. It is often referred to as the “variable of interest” for the researcher. (And in previous math courses, this variable may have been referred to as the dependent variable.)
 
 Sometimes the variables do not have a clear explanatory/response relationship. In this case, there is no rule to follow. You may plot the variables on either axis.
 Carbon Footprint
 
 A carbon footprint is the total amount of greenhouse gas (GHG) emissions caused directly and indirectly by an individual, organization, event, or product. It is calculated by summing the emissions resulting from every stage of a product or service’s lifetime (material production, manufacturing, use, and end of life). A typical U.S. household has a carbon footprint of [image: 48] metric tons of carbon dioxide equivalent per year (CO2e/yr).[2]The food you eat has a carbon footprint. Energy is involved in producing the food, transporting the food, preparing the food, eating the food, and disposing of any waste from the food. We can analyze the energy content and carbon footprint of your food using a scatterplot. Because the purpose of this study is to explore the effect of energy content on the carbon footprint of your food: 	The explanatory variable is energy content, and
 	The response variable is the carbon footprint of your food.
 
 Both variables are quantitative.
 Here is what the raw bivariate data look like:
 	Sandwich 	Energy Content (kCal) 	Carbon Footprint (g CO2) 
 	Chicken salad 	[image: 351] 	[image: 963] 
 	Prawn, mayo 	[image: 339] 	[image: 1255] 
 	Egg, mayo, cress 	[image: 319] 	[image: 739] 
 	… 	… 	… 
 	Egg, rocket 	[image: 363] 	[image: 854] 
  
 Note that for each sandwich, we have two values: Energy content and carbon footprint.
 To explore the relationship between the two quantitative variables, we create a graph called a scatterplot. To create a scatterplot, we use an ordered pair [image: (x,y)] to represent the data for each sandwich. The [image: x]-coordinate is the explanatory variable, energy content. The [image: y]-coordinate is the response variable, carbon footprint.
 For example, the point [image: (351,963)] represents chicken salad.
 Let’s use the statistical tool below to plot the scatterplot! Select “Carbon Footprint” data set from the drop-down menu under “Choose Dataset.”
  https://lumen-learning.shinyapps.io/association_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Lindsey, R. (2020, August 14). Climate change: Atmospheric carbon dioxide. NOAA Climate.gov. https://www.climate.gov/news-features/understanding-climate/climate-change-atmospheric-carbon-dioxide ↵
	Center for Sustainable Systems, University of Michigan. (2020). Carbon footprint factsheet. http://css.umich.edu/factsheets/carbon-footprint-factsheet ↵
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		Scatterplots & Correlation Coefficients: Learn It 2

								

	
				 	Create scatterplots for bivariate data and answer questions from the graph.
 	Describe the trend of bivariate data.
 	Calculate the correlation coefficient and explain what it means.
 
  Interpreting a Scatterplot
 How do we describe the relationship between two quantitative variables using a scatterplot? We describe the overall pattern and deviations from that pattern. To describe the overall pattern of the distribution of one quantitative variable, we describe the shape, center, and spread. We also describe deviations from the pattern (outliers).
 [image: Flowchart of graphing the distribution of 2 quantitative variables in a scatterplot, which includes overall patterns and derivations from the patterns]Figure 1. When analyzing a dotplot, describe the overall pattern (direction, form, strength) and look for deviations, or outliers, that don’t follow the pattern. 
 Similarly, in a scatterplot, we describe the overall pattern with descriptions of direction (trend), form (linear or non-linear), and strength. Deviations from the pattern are still called outliers.
 Identifying Trends/Directions
 Identifying patterns in scatterplots can help us determine if a relationship exists between two variables. Scatterplots might show positive trends, negative trends, or no trends at all.
 A scatterplot shows a positive trend if the response variable (represented on the vertical axis) tends to increase as the explanatory variable (represented on the horizontal axis) increases. Conversely, if the response variable tends to decrease as the explanatory variable increases, then the scatterplot shows a negative trend. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Media Attributions
	5.1.L.Diagram1 
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		Scatterplots & Correlation Coefficients: Learn It 3

								

	
				 	Create scatterplots for bivariate data and answer questions from the graph.
 	Describe the trend of bivariate data.
 	Calculate the correlation coefficient and explain what it means.
 
  Relationship of Bivariate Data
 Scatterplots can be used to identify shapes and patterns.
 Linear
 The relationship between two variables is said to be linear when the points on the scatterplot resemble a straight line. The following scatterplot could be described as being linear.
 [image: A linear scatter plot showing vote totals for a reform party candidate. An outlier is circled.]Figure 1. A scatterplot showing a mostly linear relationship between Perot votes in 1996 and Buchanan votes in 2000 across Florida counties, with one clear outlier circled. The circled point in the upper right-hand corner of the scatterplot represents an outlier (Palm Beach). Outliers appear as departures from the general trend. Scatterplots can be used to identify outliers or extreme observations in the bivariate data.
 Non-linear
 Scatterplots are also useful for identifying non-linear relationships. The data points can appear scattered about a smooth curve or have no patterns at all. The following scatterplot could be described as being non-linear.
 [image: A non-linear scatterplot of fuel efficiency vs steady driving speed.]Figure 2. A scatterplot showing a non-linear relationship between driving speed and fuel efficiency, where fuel efficiency increases up to a point and then decreases, forming a curved pattern. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Scatterplots & Correlation Coefficients: Learn It 4

								

	
				 	Create scatterplots for bivariate data and answer questions from the graph.
 	Describe the trend of bivariate data.
 	Calculate the correlation coefficient and explain what it means.
 
  Strength of the Linear Relationship
 The strength of the relationship is a description of how closely the data follow the linear form of the relationship.
 [image: From left to right, graphs showing perfect positive correlation, strong positive correlation, weak positive correlation, no correlation, weak negative correlation, strong negative correlation, and perfect negative correlation.]Figure 1. Examples of scatterplots showing different types and strengths of correlation: from perfect and strong to weak positive or negative relationships, as well as no correlation. In the leftmost scatterplot, the data points follow exactly the linear pattern. This is an example of a perfect linear relationship. In the second left scatterplot, the data points almost follow a linear pattern. This is an example of a strong linear relationship. In the third scatterplot, the data points also follow a linear pattern, but the points are not as close to forming a line. The data is more scattered. This is an example of a weak linear relationship. Labeling a relationship as strong or weak is not very precise.
 The Pearson Correlation Coefficient, [image: r], is a more precise measure of the strength and direction of the linear relationship between two quantitative variables.
 correlation coefficient
 The correlation coefficient, ([image: r]), is a numeric measure that measures the strength and direction of a linear relationship between two quantitative variables.
  Calculation: [image: r] is calculated using the following formula: [image: r=\dfrac{\Sigma\left(\frac{x-\stackrel{¯}{x}}{{s}_{x}}\right)\left(\frac{y-\stackrel{¯}{y}}{{s}_{y}}\right)}{n-1}] where [image: n] is the sample size; [image: x] is a data value for the explanatory variable; [image: \stackrel{¯}{x}] is the mean of the [image: x]-values; [image: {s}_{x}] is the standard deviation of the [image: x]-values; similarly, for the terms involving [image: y]. To calculate [image: r], the term [image: \left(\frac{x-\stackrel{¯}{x}}{{s}_{x}}\right)\left(\frac{y-\stackrel{¯}{y}}{{s}_{y}}\right)] is calculated for each individual or observational unit. These terms are added together, then the sum is divided by [image: (n-1)].
 However, the calculation of [image: r] is not the focus of this course. We use a statistics package to calculate the correlation coefficient for us, and the emphasis of this course is on the interpretation of [image: r]‘s value.
 The following table contains general guidelines for describing the strength of a linear relationship based on the value of the associated correlation coefficient.
 	Correlation Coefficient, [image: r] 	General Interpretation 
 	[image: -1] to [image: -0.7] 	Strong negative linear relationship 
 	[image: -0.7] to [image: -0.3] 	Moderate negative linear relationship 
 	[image: -0.3] to [image: -0.1] 	Weak negative linear relationship 
 	[image: -0.1] to [image: 0.1] 	Negligible or no linear relationship 
 	[image: 0.1] to [image: 0.3] 	Weak positive linear relationship 
 	[image: 0.3] to [image: 0.7] 	Moderate positive linear relationship 
 	[image: 0.7] to [image: 1] 	Strong positive linear relationship 
  
  https://lumen-learning.shinyapps.io/association_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Properties of [image: r]
 	The correlation does not change when the units of measurement of either one of the variables change. In other words, if we change the units of measurement of the explanatory variable and/or the response variable, it has no effect on the correlation ([image: r]).
 	The correlation measures only the strength of a linear relationship between two variables. It ignores any other type of relationship, no matter how strong it is, which illustrates an important rule: Always make a scatterplot of the data before calculating and interpreting the meaning of [image: r].
 	Association does not imply causation. Do not interpret a high correlation between explanatory and response variables as a cause-and-effect relationship.
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		Scatterplots & Correlation Coefficients: Apply It 1

								

	
				 	Create scatterplots for bivariate data and answer questions from the graph.
 	Describe the trend of bivariate data.
 	Calculate the correlation coefficient and explain what it means.
 
  Interpretation of the Correlation Coefficient ([image: r])
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   Can you guess what the correlation coefficient for the scatterplot below? https://lumen-learning.shinyapps.io/guesscorr/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Line of Best Fit: Learn It 1

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  Explanatory and Response Variables
 Bivariate data are defined as pairs of data values, where each pair consists of two different measurements that come from the same individual or unit. There are two variables to consider when working with bivariate data sets: 	The explanatory variable ([image: x]) is the variable thought to explain or predict the response variable of a study.
 	The response variable ([image: y]) measures the outcome of interest in the study. This variable is thought to depend in some way on the explanatory variable. It is often referred to as the “variable of interest” for the researcher. (And in previous math classes, this variable may have been referred to as the “dependent variable.”)
 
  Identifying explanatory and response variables can sometimes be difficult. When trying to identify explanatory and response variables, make sure to carefully read the scenario and keep the following phrases in mind:
 The explanatory variable is used to predict the response variable
 The explanatory variable is used to calculate the response variable
 The explanatory variable is used to determine the response variable
 It is good practice to identify both variables and then ask yourself, “Which one is the main outcome or focus of the study?” This variable will be the response variable and the other variable will be your explanatory variable. It is not up to the researcher(s) to decide the main focus or outcome of a pre-existing study. Instead, researchers need to carefully read the context of the study to identify which variable is being used to explain (the explanatory variable) an outcome or response (the response variable).
 A teacher wonders if students’ number of absences per semester is related to academic performance in her classes. She might look back on her class records from previous semesters and generate a data set by observing both the final overall average grade and total number of missed classes for each student in a random sample of students. This is an example of a bivariate data set.
 Determine the explanatory and response variable of this scenario. Show solution In this example, the outcome the teacher is most interested in is how well her students will do in her class, so the response variable is overall average grade. The other variable, number of absences, is the explanatory variable.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Line of Best Fit: Learn It 2

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit, and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  Line of Best Fit
 A method we will use to make predictions about missing observations or future observations in bivariate data is called Least Squares Regression (LSR) analysis. The language might seem intimidating at first, but the ideas are quite straightforward, especially with examples to illustrate each new term. For example, LSR analysis can also be described as linear modeling, where we determine the equation of a line of best fit to make predictions based on an existing data set.
 line of best fit
 The line of best fit is simply the best line that describes the data points. For real data with natural deviations, the line cannot go through all of the points. In fact, very often, the line does not go through any of the data points.
  Since no line will be perfect, the best we can do is minimize its error. In this course, we will do this by minimizing the sum total of the squared vertical errors from all data points to the line. This is why the line of best fit is also called the Least Squares Regression Line (LSRL).
 [image: A graph with several points and a line of best fit. Each point is connected to the line of best fit vertically. Beside one of the vertical lines, it reads "Residual = 4 - 10 = -6."]Figure 1. The line of best fit, or Least Squares Regression Line, minimizes the total squared vertical errors (residuals). Each vertical line represents a residual—the difference between the actual data point and the predicted value from the line. The vertical error associated with each data point is called the residual of that observation. This error, illustrated by the length of the vertical line, represents how far off a prediction calculated from the line is compared to the actual, observed value; the larger the line, the greater the error associated with that particular observation.
 Note: For data points that are above the line of best fit, the residuals are positive, and for data points that are below the line, the residuals are negative.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  equation for the line of best fit
 The equation for the line of best fit is very similar to one you may have seen in a previous math class:
 [image: An equation that reads y = a + bx. The "y" is labeled as the predicted response or predicted value. The "a" is labeled as the estimated value of the y-intercept when x = 0. The "b" is labeled as the slope of line - constant rate of change. Lastly, the x is labeled as the explanatory variable.]Figure 2. The equation for the line of best fit is written as ŷ = a + bx, where ŷ is the predicted value, a is the estimated y-intercept, and b is the slope representing the constant rate of change.  An important distinction between the [image: y=mx+b] linear model and the [image: \displaystyle\hat{{y}}={a}+{b}{x}] linear model is that in statistics, we are estimating the equation of the line from data. This estimate is denoted by the “hat” symbol (^), which signifies a value estimated by the model rather than a known quantity. Please keep this distinction in mind as we progress through the upcoming activities, where we will be interpreting the estimated or predicted slopes and estimated or predicted intercepts generated from given data sets.
 The calculations of the estimated slope and the estimated y-intercept come directly from the data set. Below are the formulas for [image: a] and [image: b]:
 	The estimated [image: y]-intercept is [image: \displaystyle{a}=\overline{y}-{b}\overline{{x}}]. 	Note: The sample means of the [image: x] values and the [image: y] values are [image: \displaystyle\overline{{x}}] and [image: \overline{{y}}]. 
 
 
 	The estimated slope is [image: b=r(\frac{{s}_{y}}{{s}_{x}})].  	Note: [image: s_y] represents the standard deviation of the [image: y] values (response variable), [image: s_x] represents the standard deviation of the [image: x] values (explanatory variable), and [image: r] is the correlation coefficient.
 	Different formula to find the estimated slope. [image: {b}=\dfrac{{\sum{({x}-\overline{{x}})}{({y}-\overline{{y}})}}}{{\sum{({x}-\overline{{x}})}^{{2}}}}].  The best-fit line always passes through the point [image: \left ({\overline x},{\overline y} \right )].
 

 
 
 
 Why are these formulas important?
 	They demonstrate that both the estimated slope and intercept are calculated directly from the data. If you change the data, you will almost certainly get a different line of best fit, slope, and intercept.
 	The good news is that we will be relying on software for all calculations involved in the line of best fit. However, you will need to use some common sense and appropriate units when providing interpretations.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Media Attributions
	6.2.L 
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		Line of Best Fit: Learn It 3

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit, and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  Crickets can tell us the outside temperature?!
 A famous study was conducted by Dr. Pierce in the 1940s on the relationship between the number of chirps made by a striped ground cricket (measured in number of wing vibrations per second) and the surrounding ground temperature (measured in degrees Fahrenheit)[1]. Dr. Pierce wanted to see if it seemed reasonable to predict the temperature based on the number of chirps.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now, let’s use our statistical tool to generate appropriate scatterplots, the line of best fit, and the correlation coefficient.
 We will use the data the scientist collected[2] to help him answer his research question:
 Can ground temperature (measured in degrees Fahrenheit) be predicted by the number of chirps the striped ground cricket makes per second measured in number of wing vibrations per second?
 Plot the data using the following steps: Step 1: Under Enter Data, select Enter Own.
 Step 2: Name the [image: x] (explanatory) and [image: y] (response) variables appropriately.
 Step 3: Copy and paste the data from the table (make sure the explanatory variable is in the first column and the response variable is in the second column).
 
 Dataset 
 	Chirps per second 	Temperature in degrees Fahrenheit 
 	20 	88.6 
 	16 	71.6 
 	19.8 	93.3 
 	18.4 	84.3 
 	17.1 	80.6 
 	15.5 	75.2 
 	14.7 	69.7 
 	17.1 	82 
 	15.4 	69.4 
 	16.2 	83.3 
 	15 	79.6 
 	17.2 	82.6 
 	16 	80.6 
 	17 	83.5 
 	14.4 	76.3 
  
 
 Step 4: Under Plot Options, select Regression Line and Submit Data.
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s quickly summarize the list of our data analysis tools for working with linear relationships between bivariate data:
 	Use a scatterplot and [image: r] to describe direction and strength of the linear relationship.
 	Find the equation of the least-squares regression line, [image: \hat{y} = a+bx], to summarize the relationship.
 
 
	Pierce, G. W. (1948). "The Song of Insects." Harvard University Press. ↵
	Pierce, G. W. (1948). "The Song of Insects." Harvard University Press. ↵
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		Line of Best Fit: Learn It 4

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit, and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  Understanding slope
 The slope of the line, [image: b], describes how changes in the variables are related.
 Interpretation of the slope: The slope of a line tells us how the dependent variable, [image: y], changes for every one-unit increase in the independent variable, [image: x], on average.
 It is important to interpret the slope of the line in the context of the situation represented by the data. The information gathered is meaningless if it does not have an interpretation in the context of the problem. You should be able to write a sentence interpreting the slope in plain English.
 Suggested template for the interpretation of the estimated slope: For every one [unit] increase in [explanatory variable units], we predict an average increase/decrease of ___ [response variable units] in [response variable].  Let’s look at the data set about the striped ground cricket chirps and temperature! Dataset 
 	Chirps per second 	Temperature in degrees Fahrenheit 
 	20 	88.6 
 	16 	71.6 
 	19.8 	93.3 
 	18.4 	84.3 
 	17.1 	80.6 
 	15.5 	75.2 
 	14.7 	69.7 
 	17.1 	82 
 	15.4 	69.4 
 	16.2 	83.3 
 	15 	79.6 
 	17.2 	82.6 
 	16 	80.6 
 	17 	83.5 
 	14.4 	76.3 
  
 
  https://lumen-learning.shinyapps.io/linear_regression/ [Trouble viewing? Click to open in a new tab.]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Line of Best Fit: Learn It 5

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit, and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  Prediction and extrapolation
 We can use the line of best fit to make predictions about the response variable. However, when calculating predicted values using a line of best fit, we should use it to calculate the predicted response for values of the explanatory variable within the range of values that are in the data set.
 Caution: Prediction for values of the explanatory variable that fall outside the range of the data is called extrapolation. These predictions are unreliable because we do not know if the pattern observed in the data continues outside the range of the data. Avoid making predictions outside the range of the data.
 Extrapolation was originally introduced when determining if it was reasonable to interpret the estimated [image: y]-intercept. We should avoid extrapolation in practice, since it is unreliable to assume the same line will best describe the relationship between the explanatory and response variables outside the range of our data.
 Let’s look at the data set about the striped ground cricket chirps and temperature!
 Dataset 
 	Chirps per second 	Temperature in degrees Fahrenheit 
 	20 	88.6 
 	16 	71.6 
 	19.8 	93.3 
 	18.4 	84.3 
 	17.1 	80.6 
 	15.5 	75.2 
 	14.7 	69.7 
 	17.1 	82 
 	15.4 	69.4 
 	16.2 	83.3 
 	15 	79.6 
 	17.2 	82.6 
 	16 	80.6 
 	17 	83.5 
 	14.4 	76.3 
  
 
 https://lumen-learning.shinyapps.io/linear_regression/ [Trouble viewing? Click to open in a new tab.] 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Line of Best Fit: Apply It 1

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit, and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  Midterm vs. Final Exam Score
 [image: Colleagues talking and pointing to a whiteboard with drawings of figures]Figure 1. After his midterm, George asks, “What can I expect on the final?” Here, he and his instructor look at past data to find the answer. George, a current student, got a [image: 36] out of [image: 50] on the first midterm (C-). He asked his instructor, “If I don’t change my study approach, how do you predict I will do on the final exam?”
 One way to answer this question is to look at the bivariate data of student scores from a previous class. In this case, we choose a random sample of past students who did not seek out additional tutoring and/or support between the midterm and the final.
 The following is a data set from a random sample of past students who did not seek out advice on study skills or additional tutoring between the midterm and the final exam. To protect their anonymity, only first names are shown.
 	Student First Name 	Midterm Score
 (out of [image: 50] points)
  	Final Exam Score
 (out of [image: 100] points)
  
 	Joe 	42 	64 
 	Barak 	52 	94 
 	Hillary 	44 	87 
 	Donald 	25 	46 
 	Cher 	41 	73 
 	Katy 	39 	73 
 	Taylor 	33 	53 
 	Miley 	40 	77 
 	Justin 	35 	60 
 	Snoop 	31 	62 
 	Bruno 	37 	71 
 	Kanye 	49 	95 
 	Leonardo 	38 	70 
 	Rosie 	45 	80 
 	Maya 	49 	80 
 	Tyra 	48 	82 
 	Selena 	50 	81 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 Steps to create the LSR: Step 1: Under Enter Data, select Enter Own.
 Step 2: Name the X (explanatory) and Y (response) variables appropriately.
 Step 3: Copy and paste the data set.
 
 Dataset (name removed) 
 	Midterm Score
 (out of [image: 50] points)
  	Final Exam Score
 (out of [image: 100] points)
  
 	42 	64 
 	52 	94 
 	44 	87 
 	25 	46 
 	41 	73 
 	39 	73 
 	33 	53 
 	40 	77 
 	35 	60 
 	31 	62 
 	37 	71 
 	49 	95 
 	38 	70 
 	45 	80 
 	49 	80 
 	48 	82 
 	50 	81 
  
 
 Step 4: Under Plot Options, select Regression Line, and click the Submit Data button.
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			CC licensed content, Shared previously
	Colleagues planning image. Authored by: Thirdman. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/colleagues-planning-a-business-5257576/. License: CC0: No Rights Reserved
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		Line of Best Fit: Apply It 2

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit, and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  Line of Best Fit and The Correlation Coefficient
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Steps: Under Enter Data, select From Textbook. Under Choose Dataset, select Fuel Efficiency and Speed.
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Line of Best Fit: Apply It 3

								

	
				 	Recognize when a linear regression model will fit a given data set.
 	Use technology to create scatterplots, find the line of best fit, and find the correlation coefficient.
 	Find the estimated slope and [image: y]-intercept for a linear regression model.
 	Use the line of best fit to predict values.
 
  We use a Least Squares Regression analysis to determine the equation of a line of best fit in order to make predictions based on an existing data set. 	The line of best is a line that best describes a scatterplot of the data by minimizing the total vertical distances (errors) from all the data points to the line.
 	The vertical error associated with each data point (the distance from the point to the line of best fit) is called the residual of that data point. It lets us know how far off the prediction made by the line of best fit is from the actual observation.
 	The correlation coefficient [image: r] describes the strength and direction of the linear relationship between the two quantitative variables in the data set.
 
   See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   The slope-intercept form of a linear equation is commonly expressed in statistics using [image: \hat{y}= a + bx], where [image: b] represents the constant rate of change and [image: a] represents the y-intercept.  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 [image: ] Choose Your Own Dataset
 For this problem, you'll find and interpret the equation for the line of best fit for a data set of your choosing. 
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Coefficient of Determination: Learn It 1

								

	
				 	Describe how the slope, shape of the data, and the coefficient of determination are connected.
 	Find [image: R^2] and describe how [image: R^2] describes the relationship in a data set.
 
  coefficient of determination
 The coefficient of determination, denoted [image: R^2] or [image: r^2] (pronounced “[image: R] squared”), is the proportion of the variation in the response variable that can be explained by its linear relationship with the explanatory variable.
  The following graphic shows a visualization of the coefficient of determination. [image: The appropriate alternative text can be seen in the description below.]Figure 1. A graphic that shows how much of the variation in house prices can be explained by house size. The left plot shows the total variation in price, while the right plot breaks it into the part explained by a linear relationship with size and the part that is not—helping visualize the concept of the coefficient of determination (r²). The scatterplots show the prices and sizes of six houses. The first scatterplot includes the data points, as well as a horizontal line whose [image: y]-intercept is the mean house price. The second scatterplot includes the data points and the line of best fit. The blue squares in the first scatterplot are a demonstration of the total variation in the price; as you may recall from your discussion of variance, this is related to the sum of the squared distance from the mean. When we find the line of best fit, the distance of each data point to the line is minimized. The green squares in the second scatterplot are a demonstration of the variation in price that is left over after fitting a line to the data; in other words, the green squares show the variation in price that is not explained by its linear relationship with size.
 When we compare the unexplained variation with the total variation, we can visually estimate that the unexplained variation comprises about one-fifth of the total variation. As a result, we estimate that about four-fifths (or about [image: 80\%]) of the variation is explained.
 When we use technology to compute [image: R^2] for this data set, we find that [image: R^2=0.82]. This is consistent with our visual estimations. In other words, [image: 82\%] of the variation in house price can be explained by the fact that houses differ in size and there is a linear relationship between price and size.
  The reason that we use the symbol [image: R^{2}] is that the coefficient of determination is equal to the square of the correlation coefficient [image: r]. Because of this, [image: R^2] is more sensitive to differences in the strength of the linear relationship between the two variables than [image: r] is. This increased sensitivity can be seen in the graphic below; the difference between [image: R^2] values is greater than the difference between corresponding [image: r] values.
 [image: From left to right, perfect positive correlation, strong positive correlation, weak positive correlation, no correlation, weak negative correlation, strong negative correlation, and perfect negative correlation. Under each example graph, an example r and R^2 value is listed.]Figure 2. Examples of scatterplots showing different types and strengths of correlation: from perfect and strong to weak positive or negative relationships, as well as no correlation. We will not go into more detail here about how [image: R^2] is calculated; instead, you will practice finding (using technology) and interpreting this value. If you are curious about how this quantity is computed, see this video on calculating [image: R^2].
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		Coefficient of Determination: Learn It 2

								

	
				 	Describe how the slope, shape of the data, and the coefficient of determination are connected.
 	Find [image: R^2] and describe how [image: R^2] describes the relationship in a data set.
 
  [image: R^{2}] and Scatterplot Shape
 The coefficient of determination, [image: R^2], is a measure of the proportion of the variation of a response variable in linearly related bivariate data that can be explained by its relationship with the explanatory variable. You should understand that:
 	[image: R^2] is equivalent to the square of the correlation coefficient [image: r] and will always be a positive number between [image: 0\%] and [image: 100\%].
 	[image: R^2] should be interpreted and written as a percentage.
 
 Consider what you already understand about the shape and spread of a scatterplot.
 	The strongest linear relationships appear in plots as data that is roughly linear in shape with data points that lie very close to some line.
 	Weaker relationships may be very roughly linear in shape and more spread out, with data points that lie further from some line.
 	Non-linear relationships have data points that either form other shapes or are randomly scattered across the plot.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Coefficient of Determination: Learn It 3

								

	
				 	Describe how the slope, shape of the data, and the coefficient of determination are connected.
 	Find [image: R^2] and describe how [image: R^2] describes the relationship in a data set.
 
  Now that you have developed some intuition about [image: R^2] and the shape of a plot, let’s explore how the spread of a plot affects the value of [image: R^2].
 Steps to explore the [image: R^2] value in the statistical tool: Step 1: From the drop-down menu, select Linear Relationship.
 Step 2: Select the boxes that will display [image: r] and [image: r^2].
 Step 3: Toggle back and forth between the different options for spread (small, medium, or large) and click the Refresh button, if needed. Make a note for yourself about how [image: r^2] changes as you change the spread from large to medium to small. As you do this, note that squaring [image: r] does, in fact, yield [image: r^2].
  https://lumen-learning.shinyapps.io/explorelinreg/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Possible values of [image: R^2]
 Depending on the tools you use, [image: R^{2}] may be expressed as a decimal or as a percentage. Even though the tool expresses [image: R^{2}] using a percentage, it is important to be able to read values of [image: R^{2}] in both decimal and percentage form.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Recall that [image: R^{2}] is the proportion of the variation in the response variable that can be explained by its linear relationship with the explanatory variable. It doesn’t make sense for this proportion to be negative. Can more than [image: 100\%] of the variation in the response variable be explained by its linear relationship with the explanatory variable? No, it can’t. For these reasons, the value of [image: R^{2}] will always be between [image: 0] and [image: 1] or, in percentage form, [image: 0\%] and [image: 100\%].
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Coefficient of Determination: Learn It 4

								

	
				 	Describe how the slope, shape of the data, and the coefficient of determination are connected.
 	Find [image: R^2] and describe how [image: R^2] describes the relationship in a data set.
 
  Interpreting [image: R^2] in context
 Let’s look at the Bad Drivers data set and use it to interpret the meaning of [image: R^2].
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Coefficient of Determination: Learn It 5

								

	
				 	Describe how the slope, shape of the data, and the coefficient of determination are connected.
 	Find [image: R^2] and describe how [image: R^2] describes the relationship in a data set.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Coefficient of Determination: Apply It 1

								

	
				 	Describe how the slope, shape of the data, and the coefficient of determination are connected.
 	Find [image: R^2] and describe how [image: R^2] describes the relationship in a data set.
 
  Thinking About Education
 Let’s approach this activity from the perspective of the secretary of education in your state. You noticed that many public school students in your state are not showing good results on their high school math exams. So, you would like to introduce a policy change that will lead to better results. Your first step should be to collect data about high school students to see what factors best predict their math performance.
 [image: Students and a teacher standing and smiling in front of a chalkboard that reads "Back to School"]Figure 1. Before introducing new education policies, it’s important to understand the students they’ll affect—collecting data from students can help identify what influences math success. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  By comparing [image: R^{2}], we can make some decisions regarding the data set because [image: R^{2}] represents the percent of variation in the dependent (predicted) variable [image: y] that can be explained by variation in the independent (explanatory) variable [image: x] using the regression (best-fit) line. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  “Correlation does not imply causation.”
 A common mistake people make when describing the relationship between two quantitative variables is that they confuse association and causation. This confusion often occurs when there is a strong relationship between the two quantitative variables.
 In the case of a linear relationship, people mistakenly interpret an [image: r]-value that is close to [image: 1] or [image: -1] or an [image: R^{2}] that is close to [image: 1] as evidence that the explanatory variable causes changes in the response variable. In this case, the correct interpretation is that there is a statistical relationship between the variables, not a causal link. In other words, the explanatory variable and the response variable vary together in a predictable way. There is an association between the variables. But this should not be interpreted as a cause-and-effect relationship.
  Media Attributions
	pexels-rodnae-productions-8500302-scaled-e1671830152172 



	

			CC licensed content, Shared previously
	Students posing with teacher image. Authored by: RODNAE Productions. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/group-of-people-standing-beside-chalkboard-8500302/. License: CC0: No Rights Reserved
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		Assessing the Fit of a Line: Learn It 1

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  Analyzing Residuals
 We have used scatterplots of data and constructed lines of best fit to describe the relationship in bivariate data. You have learned about the correlation coefficient [image: r] and the coefficient of determination [image: R^{2}], which are tools we have for determining whether the line of best fit is a useful model and how well the line fits the data.
 Another tool we have is the analysis of residuals. When we fit a line to the data, one thing we are interested in is how similar the linear model’s prediction is to the observed data. In other words, we want to know how closely the model matches the data.
 residuals
 The residual for a data point is the difference between the observed value of the response variable and the linear model’s prediction.
 Residual = observed value – predicted value
 Residual = [image: y-\hat y]
 Vocabulary: The word “residual” means “left over” or “remaining.” One way to relate the term “residual” to the concept above is to think of the residual as the quantity left over that can’t be explained by the linear relationship between the response variable and the explanatory variable.
  Predicted values: To calculate the predicted value, input a value of the explanatory variable, [image: x], to get a predicted value of the response variable, [image: \hat y]. For example, suppose you have the following equation: [image: \hat y=5+3.4x].
 You can calculate the predicted value of the response variable for a value of the explanatory variable [image: x=6] in the following way:
 [image: \hat y=5+3.4(6)=5+20.4=25.4]
 Thus, when [image: x=6], the predicted value of [image: \hat y] will be [image: 25.4].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Assessing the Fit of a Line: Learn It 2

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  Appropriateness of a Linear Model with Residuals
 Examining the residuals can give us useful information about whether a line of best fit is an appropriate choice for modeling the data in question.
 When a linear regression is “appropriate,” the value of the residual will be randomly scattered around [image: 0]. That is, some residuals will be positive (observed value above the line) and some will be negative (observed value below the line), but we do not want to see some systematic pattern (e.g., all above in order and then all below).
 In particular, we might worry about the appropriateness of the model if we notice the following:
 	The trend in the scatterplot is non-linear, indicating that the relationship between the explanatory variable and the response variable is not modeled very well by a line. The residuals tend to have a pattern. The observations are above and below the line systematically.
 	The observed values are further and further away from the line of best fit for a portion of the data. That is, the errors are not consistent for all values of the explanatory variable. We will often see that the size of the residuals tends to increase or decrease as the value of the explanatory variable increases. When this happens, it can be hard to get a handle on the accuracy of the model because the standard deviation of the residuals is not constant over the values of the independent variable.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Assessing the Fit of a Line: Learn It 3

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  Appropriateness of a Linear Model with [image: R^{2}]
 We also might worry about the appropriateness of the model if we notice an extreme observation that affects the value of the line. Recall from earlier activities that an outlier is an extreme observation that is far away from the rest of the data. In fitting a regression line, an outlier can also be an observation that does not fit the trend of the data as well. We call this type of outlier an influential point. This point drastically changes the equation of the line, consequently increasing the values of all of the residuals. An influential point appears to “pull” the line towards its value. We will also study how these points affect [image: R^{2}]. It is important to note that not all outliers affect the equation of the line.
 Select the Animal Longevity data set and let’s investigate this data set. Don’t forget to click on Regression Line box to see the line of best fit in the scatterplot. Make sure that gestation is the explanatory variable and longevity is the response variable.
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An influential point in statistical analysis is an observation that has a notable impact on the results of a model. This impact can arise when a data point has extreme values or significantly deviates from the overall pattern of the data. 
 Influential points can have a substantial impact on the estimated parameters of the model, such as the regression coefficients, and may also affect measures of model fit, like [image: R^2].
 [image: ] 
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		Assessing the Fit of a Line: Learn It 4

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  Residual Standard Error
 Using [image: r] and [image: R^2], we are able to determine whether the line of best fit is a useful model and how well the line fits the data. However, we’ve also seen how the line of best fit can be used to calculate predicted values. So, how can we make a general assessment of the accuracy of predictions from the line? To do so, we’ll look at the distribution of residuals, specifically focusing on the variability.
 residual standard error
 The residual standard error, [image: s_e], is a measure of the variability in the residuals. It is also known as the residual standard deviation. It is the typical error we expect in predictions using the line of best fit. It is a way to quantify the spread of the points around the line of best fit on the scatterplot.
 The formula for the residual standard error is: [image: s_e = \sqrt{\dfrac{1}{n-2}\left(y_i-\hat{y}_i\right)^{2}}]
  Explanation of the formula 
 Previously, we calculated the error in a single prediction by calculating: Residual = Observed value − Predicted value.
 [image: (y_i-\hat{y}_i)] is the residual/error at the [image: i^{th}]-point on the [image: x]-axis, that is, the difference between the true value of [image: y] ([image: y_i]) and the value predicted by the linear model ([image: \hat{y}_i]).
 Because some of the residuals/errors are positive and some are negative, these errors will cancel each other out. In order to remedy this situation, one solution is to take the square of these errors and then calculate the sum of these squared errors for all data points, and finally take the square root of this sum. Furthermore, instead of dividing by the sample size [image: n], we can divide by the degrees of freedom [image: n-2] to obtain an unbiased estimation of the standard deviation of the error term. 
 A large residual standard error indicates there is a lot of spread in the scatter of the points around the line of best fit and thus more variability in the residuals. If all the data points fit perfectly on the line, the line is a perfect fit for the data and the residual standard error will be zero. This scenario almost never occurs in practice, since there is rarely data with observations that fall in a perfect line.
 One thing to keep in mind is that the regression standard error has the same units as the response variable. Therefore, you want to keep the response variable, units, and context of the data in mind as you use the residual standard error to evaluate how well the line fits the data.
 Note: Most statistical software computes [image: r], [image: R^2], and [image: s_e]. Therefore, our focus is not on calculating but on understanding and interpreting.
 Select the Animal Longevity data set and let’s investigate this data set again.
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Assessing the Fit of a Line: Learn It 5

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Assessing the Fit of a Line: Apply It 1

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  Model Adequacy and Residuals
 [image: Freshly washed vegetables on a cutting board (tomatoes, carrots, and parsnips)]Figure 1. Addressing food insecurity means improving access to fresh, healthy foods and understanding the broader health and social impacts of hunger. Food insecurity
 In 2021, it was reported that [image: 10.2\%] of households were food insecure at least some time during the year. [1] “Food insecure” means that their access to adequate food for active, healthy living is limited by lack of money and other resources. Additionally, [image: 32.1\%] of households with incomes below the Federal poverty line were food insecure. Rates of food insecurity were substantially higher than the national average for single-parent households and for Black and Hispanic households.
 Feeding America stated: “Healthy bodies and minds require nutritious meals at every age. But when people don’t have enough food or have to choose inexpensive foods with low nutritional value, it can seriously impact their health. For example, for food-insecure adults living with diabetes, the choice between food and controlling the disease can even lead to complications like kidney disease, eye disease, and nerve damage. Family members in food-insecure households are also more likely to struggle with psychological and behavioral health issues. And kids struggling to get enough to eat are more likely to have problems in school and other social situations.”[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Select the data set Organic Foods in the statistical tool below.
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 The data set Organic Foods[3] consists of the number of organic foods offered at [image: 37] grocery stores in San Antonio, Texas, in 2019. The number of organic foods offered at each store is plotted against the average income of the ZIP code in which each store is located. All stores are from the same grocery company.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.ers.usda.gov/data-products/ag-and-food-statistics-charting-the-essentials/food-security-and-nutrition-assistance/ ↵
	https://www.feedingamerica.org/hunger-in-america/impact-of-hunger/hunger-and-nutrition ↵
	Dataset originally compiled by Linda Saucedo. Problems adapted from Skew The Script (skewthescript.org). ↵



	

			CC licensed content, Shared previously
	Vegetable image. Authored by: picjumbo. Provided by: Pexels. Retrieved from: https://www.pexels.com/photo/tomatoes-carrots-and-radish-on-the-top-of-the-table-196643/. License: CC0: No Rights Reserved
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		Assessing the Fit of a Line: Apply It 2

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  Residual Plots
 Residual plots emphasize the residual values in our model. The following scatterplot and corresponding residual plot show that our linear regression model is appropriate. The residual values appear to be randomly scattered across the x-values, with no clear patterns or changes in variability.
 [image: Example images of a scatterplot on the left and a residual plot on the right.]Figure 1. The scatterplot shows a clear linear trend, and the residual plot confirms the model is appropriate with no visible pattern in the residuals. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Assessing the Fit of a Line: Apply It 3

								

	
				 	Describe the connection between the residual and the position of a data point relative to the line of best fit.
 	Create and use a residual plot to identify influential points and determine the most appropriate regression model.
 	Determine the reliability of predictions from the line of best fit using the residuals and standard error of the residuals.
 
  Outliers
 The organic items data set contained in the course web app is actually a slightly altered version of the original data set. The original data set is visualized in the following scatterplot, along with an accompanying residual plot. This original data set is identical to the data set we saw earlier, except it contains one additional data point: An outlier. The outlier is circled in both the scatterplot and the residual plot.
 [image: An outlier in a scatterplot is circled in a scatter plot showing average income and number of organic items offered.]Figure 1. The scatterplot shows a positive relationship between average income and the number of organic items offered, with a regression line summarizing the trend. One point is circled as a potential outlier—it falls far below what the model predicts. [image: A residual plot of the average income in zip code is shown with an outlier circled.]Figure 2. The residual plot shows that most data points are scattered fairly evenly around zero, supporting a linear model. However, the circled point has a large negative residual, highlighting it as a potential outlier. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The Office of Disease Prevention and Health Promotion stated: “Food insecurity may be long-term or temporary. It may be influenced by a number of factors, including income, employment, race/ethnicity, and disability. The risk for food insecurity increases when money to buy food is limited or not available.
 Racial and ethnic disparities exist related to food insecurity. In 2020, Black non-Hispanic households were over [image: 2] times more likely to be food insecure than the national average ([image: 21.7] percent versus [image: 10.5] percent, respectively). Among Hispanic households, the prevalence of food insecurity was [image: 17.2] percent compared to the national average of [image: 10.5] percent. Potential factors influencing these disparities may include neighborhood conditions, physical access to food, and lack of transportation.
 Food assistance programs, such as the National School Lunch Program (NSLP); the Women, Infants, and Children (WIC) program; and the Supplemental Nutrition Assistance Program (SNAP), address barriers to accessing healthy food. Studies show these programs may reduce food insecurity. More research is needed to understand food insecurity and its influence on health outcomes and disparities. Future studies should consider characteristics of communities and households that influence food insecurity. This additional evidence will facilitate public health efforts to address food insecurity as a social determinant of health.” [1]
 
	https://health.gov/healthypeople/priority-areas/social-determinants-health/literature-summaries/food-insecurity ↵
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		Probability: Background You'll Need 1

								

	
				 	Convert fractions to decimals and percentages.
 
  Converting Between Fractions and Decimals
 Fractions to Decimals
 A fraction bar indicates division.
 [image: {\dfrac{7}{12}}] is equivalent to [image: 7\div 12]
 This means that we can convert a fraction to a decimal by treating it as a division problem.
 [image: \dfrac{7}{12} = 7 ÷ 12 = 0.58333\ldots]
 Sometimes we will need to round:
 	Tenths 	one decimal place 	[image: 0.6] 
 	Hundredths 	two decimal places 	[image: 0.58] 
 	Thousandths 	three decimal places 	[image: 0.583] 
  
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Decimals to Percentages
 To rewrite a decimal to a percentage, move the decimal over two places to the right and write it with the percent symbol ([image: \%]).
 This act is the exact same as multiplying by [image: 100].
 [image: 0.58333 = 58.333\%]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability: Background You'll Need 2

								

	
				 	Build contingency (two-way) tables.
 
  Contingency Tables
 We use a contingency table, sometimes called a two-way table, to organize data on two categorical variables at the same time.
 two-way table
 A two-way table, also known as a contingency table, is a table used in statistics to represent the relationship between two categorical variables.
  
 A contingency table provides a way of portraying data for two categorical variables that can help calculate probabilities. The table displays sample values in relation to two different variables that may be dependent or contingent on one another.
  Example
 This table shows the number of athletes who stretch before exercising and how many had injuries within the past year.
 	  	Injury in last year 	No injury in last year 	Total 
  	Stretch 	[image: 55] 	[image: 295] 	[image: 350] 
 	Does not stretch 	[image: 231] 	[image: 219] 	[image: 450] 
 	Total 	[image: 286] 	[image: 514] 	[image: 800] 
  
 	What proportion of athletes stretch before exercising?
 	What proportion of athletes had no injury in the last year?
 	Describe the cell with [image: 55] counts using a complete sentence.
 
 Show solution 
 	Proportion of athletes who stretch before exercising = [image: \displaystyle\frac{{350}}{{800}} = 0.4375]
 	Proportion of athletes that had no injury in the last year = [image: \displaystyle\frac{{514}}{{800}} = 0.6425]
 	[image: 55] athletes got injured AND stretched before exercising in the last year.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability: Learn It 1

								

	
				 	Calculate the probability of an event in a chance experiment.
 	Recognize the differences between theoretical and empirical probability.
 
  What is Probability?
 probability
 Probability is a measure that is associated with how certain we are of outcomes of a particular experiment or activity.
  An experiment is a planned operation carried out under controlled conditions. If the result is not predetermined, then the experiment is said to be a chance experiment. A chance experiment involves making observations in situations where there is uncertainty about which of two or more possible outcomes will result. Flipping one fair coin is an example of a chance experiment.
 An outcome of a chance experiment is a result that can happen when you do a chance experiment. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  sample space
 The sample space of a chance experiment is the collection of all possible outcomes for the experiment.
 The uppercase letter [image: S] is typically used to denote the sample space.
  Let’s see if we can simulate chance experiments to understand probability.
 Steps to simulate coin flips: Step 1: Select the Coin Flips tab.
 Step 2: On How many flips do you want to generate in one simulation?, enter [image: 1], [image: 10], [image: 100], [image: 1000], and [image: 10,000], one after another.
 Step 3: Select Generate.
  https://lumen-learning.shinyapps.io/randomnumbers/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The proportions you found above from flipping a fair coin in [image: 1], [image: 10], [image: 100], [image: 1,000], and [image: 10,000] simulations were empirical probabilities.
 empirical probabilities
 The probability estimated from a chance experiment is called an empirical probability.
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		Probability: Learn It 2

								

	
				 	Calculate the probability of an event in a chance experiment.
 	Recognize the differences between theoretical and empirical probability.
 
   Estimating Probabilities
 To estimate the probability of an outcome, you can carry out a chance experiment and analyze an outcome’s frequency.
 Recall the experiment of flipping a fair coin. We conducted [image: 1], [image: 10], [image: 100], [image: 1,000], and [image: 10,000] simulations. Through many simulations, we can compare the observed proportions of heads and tails. This comparison helps us understand how empirical probability converges to theoretical probability, based on observed outcomes and mathematical reasoning, respectively.
 The theoretical probability of an outcome is the proportion of times the outcome would occur in the long run. In the case of a fair coin, the more you flip the coin, the closer the empirical probability will get to the theoretical probability of [image: 50\%] for heads and [image: 50\%] for tails.
 theoretical probabilities
 Theoretical probability is the probability that an event will happen based on pure mathematics, not by carrying out an experiment.
  
 Notation: [image: P(\text{event})] indicates “probability of an event”.
  
 When the outcomes of the sample space are equally likely, the probability of an event is the number of outcomes in the event divided by the number of possible outcomes in the sample space.
  
 [image: P(\text{event}) = \dfrac{\text{number of outcomes in event}}{\text{number of all possible outcomes}}]
  Notice that a probability can be determined by thinking of it as two counting problems followed by the computation of a related fraction.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability: Learn It 3

								

	
				 	Calculate the probability of an event in a chance experiment.
 	Recognize the differences between theoretical and empirical probability.
 
  Probability Values
 The probability of an event is a numeric measure of how likely it is for the event to happen. Probability is always a value from [image: 0] to [image: 1], inclusive (which means that [image: 0] and [image: 1] are included). We can write probability as a fraction, a decimal, or a percentage from [image: 0\%] to [image: 100\%], inclusive.
 So, for event [image: A]:
 [image: 0 \le P(A) \le 1]
 or
 [image: 0\% \le P(A) \le 100\%]
 In the world of probabilities, numbers between [image: 0] and [image: 1] hold special significance. These numbers represent the likelihood or chance of an event occurring. It allows us to express how likely or unlikely an event is, offering a clear and intuitive framework for reasoning about uncertainty and making informed decisions based on the likelihood of various outcomes.
 Probability values range from 0 to 1, representing the likelihood of an event happening. Here’s how you can categorize these values: 	Probability Range 	0 	(0, 0.5) 	(0.5, 1) 	1 
 	Event Likelihood 	Impossible 	Improbable 	Probable 	Certain 
  
 	Impossible Event: This is when the probability of an event is 0. It means that there is no chance that the event will happen.
 	Improbable Event: This is when the probability of an event is greater than 0 but less than 0.5. These events are not expected to happen often, but they are not impossible.
 
 	Probable Event: This is when the probability of an event is greater than 0.5 but less than 1. These events are more likely to happen than not.
 
 	Certain Event: This is when the probability of an event is 1. This means that the event is guaranteed to happen.
 
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Calculate the following probabilities from flipping a fair coin (assuming that it cannot land on an edge) 	Find [image: P(\text{either getting a head or a tail})].
 Show solution The probability that you either get a head or a tail after flipping a fair coin is equal to [image: 1] because it is certain that you will get either a head or a tail. Thus, [image: P(\text{either getting a head or a tail}) = 1.]
 Also, note that getting either a head or a tail comprised the whole sample space.
 The sample space is [image: S=\{H, T\}].
 Therefore, [image: P(S) = 1].
 
 	 Find [image: P(\text{land on an edge})].
 Show solution The prompt states that it cannot land on an edge.
 Thus, [image: P(\text{land on an edge}) = 0.]
 
 
   	To put it simply, if an event is impossible, its probability is [image: 0].
 	Conversely, if an event is certain to happen, its probability is [image: 1].
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		Probability: Apply It 1

								

	
				 	Calculate the probability of an event in a chance experiment.
 	Recognize the differences between theoretical and empirical probability.
 
  What are the Chances?
 [image: ]Figure 1. Plastic Duck Pond Image by Ncpancy from Pixabay. Organizers of a school carnival created a duck pond game consisting of [image: 20] rubber ducks floating in a small, artificial pond. Six of the ducks are designated as winners with a large dot on the bottom of each winning duck. To play the duck pond game, participants choose a duck and turn it over to discover if they chose a winning duck and win a prize.
 Every carnival attendee is allowed to play the game once for free. Of the [image: 20] ducks in the pond, two ducks are [image: \$10] winners, four ducks are [image: \$5] winners, and the rest of the ducks are not winners ([image: \$0]).
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Media Attributions
	duck-pond-3395156_1920 (1) 
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		Probability: Apply It 2

								

	
				 	Calculate the probability of an event in a chance experiment.
 	Recognize the differences between theoretical and empirical probability.
 
  Law of Large Numbers
 Let’s do an experiment for the duck pond game using the random number generator.
 Steps to generate random numbers 
 Step 1: Choose Minimum: 1
 Step 2: Choose Maximum: 20
 Step 3: How many numbers would you like to generate? 1
 Step 4: Sample with Replacement? Yes. (We replace numbers here because we want to always pick from 20 possibilities.)
 Step 5: Select “Frequency Table”
 Step 6: Select “Generate”
 https://lumen-learning.shinyapps.io/randomnumbers/
  
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  What we are seeing here is referred to as the Law of Large Numbers.
 law of large numbers
 The Law of Large Numbers says that as we increase the number of times we repeat a chance experiment, the closer we can expect the empirical probability calculated from our chance experiment to be to the true probability.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability of Compound Events: Learn It 1

								

	
				 	Calculate and interpret probabilities of simple and compound events.
 	Describe the meaning of mutually exclusive and independence using probability.
 
  [image: P(\text{event}) = \dfrac{\text{number of outcomes in event}}{\text{number of all possible outcomes}}] Facts about probabilities: 
 	The probability of a certain event (an event that will happen) is equal to [image: 1].
 	The probability of an impossible event is equal to [image: 0]. This means that there are no possible outcomes for that event.
 	Probabilities range from [image: 0] to [image: 1], including [image: 0] and [image: 1]. So, for any event [image: \text{A}], [image: 0\leq P(\text{A})\leq1].
 	Probabilities can be expressed as decimals, fractions, or percentages.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The sample space of an experiment is the set of all possible outcomes. Because the sample space consists of all of the outcomes, [image: P(\text{sample space}) = 1 = 100\%]. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Complement of an Event
 The complement of event [image: A] is denoted [image: A'] (read “[image: A] prime”) or [image: A^c] (read “[image: A] complement”). The complement of the event [image: A] consists of all outcomes that are NOT in [image: A].
 More generally, for any event [image: A], we can think of the probability of complements as having the following relationship:
 [image: P]([image: A]) + [image: P](not [image: A]) = [image: 1]
 or
 [image: P]([image: A]) + [image: P]([image: A']) = [image: 1]
 The equation can also be rewritten as follows: [image: P](not [image: A]) = [image: 1] – [image: P]([image: A])
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability of Compound Events: Learn It 2

								

	
				 	Calculate and interpret probabilities of simple and compound events.
 	Understand the concept of mutually exclusive and independent events.
 
  AND ([image: \cap]) vs. OR ([image: \cup])
 There are times when you want to combine two events by using the word AND or the word OR. In statistics, specifically in probability, there is an important distinction between the words AND and OR. 
 “AND” events
 AND ([image: \cap]) means that both events must happen.
 [image: P(A \text{ and }B)= P(A \cap B)=] the relative frequency of events [image: A] and [image: B] must happen in the same outcome.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  “OR” events
 An outcome is in the event [image: A] <span id="MathJax-Element-54-Frame" class="mjx-chtml MathJax_CHTML" style="font-family: proxima-nova, sans-serif; padding: 1px 0px; margin: 0px; font-size: 17.44px; vertical-align: baseline; background: #ffffff; border: 0px; line-height: 0; text-indent: 0px; text-align: left; text-transform: none; font-style: normal; font-weight: 400; letter-spacing: normal; float: none; direction: ltr; max-width: none; max-height: none; min-width: 0px; min-height: 0px; color: #373d3f;" role="presentation" data-mathml="
 [image: A] 
 “>OR [image: B] if the outcome is in [image: A] or is in [image: B] or is in both [image: A] and [image: B].
 [image: P(A \text{ or }B)= P(A \cup B)=] the relative frequency of either event [image: A] or [image: B] (or both) must happen in the outcome.
  To find the probability of event [image: A] OR event [image: B] in a two-way table, add all frequencies of event [image: A] and event [image: B] and divide it by the total.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In the example, the number of students who like Oatmeal cookies is [image: 39] and the number of students who like Chocolate Chip cookies is [image: 45] but the number of students who prefer Oatmeal OR Chocolate Chip is not [image: 39+45=84] because this would include the [image: 36] students who like both twice. 
 Do not double count the frequency when both events [image: A] and [image: B] occur.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability of Compound Events: Learn It 3

								

	
				 	Calculate and interpret probabilities of simple and compound events.
 	Understand the concept of mutually exclusive events.
 
  Choose Your Own Dataset
 For this problem, you'll determine probabilities from your choice of tables.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  Mutually Exclusive Events
 When both events [image: A] and [image: B] do not occur or happen at the same time, we can say that event [image: A] and event [image: B] are mutually exclusive or disjoint.
 To find the probability of event [image: A] OR event [image: B], add the probability of event [image: A] and the probability of event [image: B], as long as both events are mutually exclusive.
 mutually exclusive
 If event [image: A] and event [image: B] are mutually exclusive, then
 [image: P(A \text{ or } B) = P(A \cup B) = P(A)+P(B)]
  Klaus is trying to choose where to go on vacation. His two choices are New Zealand and Alaska. Klaus can only afford one vacation.  [image: P(\text{New Zealand}) = 0.60] and [image: P(\text{Alaska}) = 0.35.] (a) What is the probability that Klaus will go on vacation to New Zealand OR Alaska?
 Show answer Because New Zealand and Alaska are mutually exclusive:[image: P(\text{New Zealand } \text{or} \text{ Alaska}) = P(\text{New Zealand})+P(\text{Alaska}) = 0.60+0.35 = 0.95].
 (b) What is the probability that Klaus will not go to New Zealand or Alaska for vacation?
 Show answer If [image: P(\text{New Zealand } \text{or} \text{ Alaska}) = 0.95], then [image: P(\text{not }(\text{New Zealand } \text{or} \text{ Alaska})) = 1-0.95 =0.05].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   Independent Events
 Sometimes, there are pairs of events for which one event has no effect on the probability of another event occurring. When this is the case, we say the events are independent.
 independent events
 Two events are independent if the outcome of the first event does not influence the probability of the second event. We can test for independence using the rule:
 [image: P(A \text{ and } B)=P(A) \times P(B)]
  A researcher conducts a survey of 120 randomly selected college students to try to answer the questions: If someone has a laptop, are they likely to own a desktop computer? If someone has a desktop computer, are they likely to own a laptop?
 The results of the survey are displayed in the following contingency table. 	  	Owns a laptop 	Does not own a laptop 	Total 
 	Owns a desktop 	20 	20 	40 
 	Does not own a desktop 	60 	20 	80 
 	Total 	80 	40 	120 
  
 
 Is owning a desktop independent of whether the student owns a laptop? Or is there a relationship between these two events?
 Show answer 
 To answer this question, we want to test if [image: P(\text{Owns a laptop})\times P(\text{Owns a desktop})=P(\text{Owns a laptop AND a desktop})], then we can conclude that owning a desktop is independent of owning a laptop. If the probabilities are different, then we say the variables are dependent.
 [image: P(\text{Owns a desktop}) \times P(\text{Owns a laptop}) = P(\text{Owns a desktop} \text{ and } \text{Owns a laptop})].
 [image: \frac{40}{120} \times \frac{80}{120} ? \frac{20}{120}]
 [image: \frac{3200}{14400} ? \frac{20}{120}]
 [image: \frac{2}{9} \ne \frac{1}{6}]
 We have found that owning a desktop and owning a laptop are dependent.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability of Compound Events: Apply It 1

								

	
				 	Calculate and interpret probabilities of simple and compound events.
 	Describe the meaning of mutually exclusive and independence using probability
 
  Would You Take It?
 [image: Image of a healthcare worker putting a bandage on a child]Figure 1. A healthcare worker prepares a COVID-19 vaccine—an important tool in protecting people from severe illness during the pandemic. The COVID-19 pandemic has brought many changes to our lives since 2020. The World Health Organization stated: “The COVID-19 pandemic has led to a dramatic loss of human life worldwide and presents an unprecedented challenge to public health, food systems, and the world of work. The economic and social disruption caused by the pandemic is devastating: tens of millions of people are at risk of falling into extreme poverty, while the number of undernourished people, currently estimated at nearly [image: 690] million, could increase by up to [image: 132] million by the end of the year.”[1]
 COVID-19 vaccines were introduced to the U.S. population at the start of 2021. COVID-19 vaccination helps protect you by creating an antibody response without you having to experience potentially severe illness or post-COVID conditions.[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.who.int/news/item/13-10-2020-impact-of-covid-19-on-people's-livelihoods-their-health-and-our-food-systems ↵
	https://www.cdc.gov/coronavirus/2019-ncov/vaccines/index.html ↵
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		Probability of Compound Events: Apply It 2

								

	
				 	Calculate and interpret probabilities of simple and compound events.
 	Describe the meaning of mutually exclusive and independence using probability
 
  Probability Properties
 If it is not known whether [image: A] and [image: B] are mutually exclusive, assume they are not until you can show otherwise.
 You can always use the following formula to find the probability: [image: P(A \text{ or } B) = P(A) + P(B) - P(A \text{ and } B)]
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  probability properties
 	For any two events, [image: A] and [image: B]: [image: P(A \text{ or } B) = P(A) + P(B) - P(A \text{ and } B)]
 	Two events are mutually exclusive if the probability that they both happen at the same time is zero. That is, if events [image: A] and [image: B] are mutually exclusive, then [image: P(A \ \mathrm{and} \ B) = 0].
 
 Therefore, [image: P(A \text{ or } B) = P(A) + P(B) - P(A \text{ and } B) = P(A) + P(B) - 0 = P(A) + P(B)]
 	Two events are independent if [image: P(A \text{ and } B )= P(A)\times P(B)]
 
   The availability of a safe and effective vaccine for COVID-19 is a well-recognized additional tool contributing to the control of the COVID-19 pandemic. At the same time, the challenges and efforts needed to rapidly develop, evaluate, and produce this at scale are enormous.[1] Based on all of the research done so far, COVID-19 vaccines can offer added protection to people who had COVID-19, including protection against being hospitalized from a new infection, especially as variants continue to emerge. Now is the time for global solidarity and support, because only together can we overcome the intertwined health, social, and economic impacts of the pandemic. Only then can we protect the health, livelihoods, food security, and nutrition of all people, and ensure that our ‘new normal’ is a better one.[2]
 
	https://www.who.int/emergencies/diseases/novel-coronavirus-2019/global-research-on-novel-coronavirus-2019-ncov/accelerating-a-safe-and-effective-covid-19-vaccine ↵
	https://www.who.int/news/item/13-10-2020-impact-of-covid-19-on-people's-livelihoods-their-health-and-our-food-systems ↵
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		Conditional Probabilities: Learn It 1

								

	
				 	Describe and find conditional probabilities.
 	Understand the concept of independent events.
 
  When the outcomes of the sample space are equally likely, the probability of an event is the number of outcomes in the event divided by the number of possible outcomes in the sample space. [image: P(\text{event}) = \dfrac{\text{number of outcomes in event}}{\text{number of all possible outcomes}}]
 [image: A woman playing with blocks with a group of children.]Figure 1. Childcare support plays a vital role in the lives of families. Survey data helps policymakers understand public opinion on funding for services like these. The General Social Survey (GSS) is a project of the independent research organization, National Opinion Research Center (NORC), at the University of Chicago, with principal funding from the National Science Foundation. [1]
 In 2018, the GSS asked survey respondents whether the United States’ spending on alternative energy was too little, about right, or too much. Similarly, respondents were also asked whether the United States’ spending on childcare was too little, about right, or too much.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  So, what is conditional probability?
 What we mean by conditional is that a condition might be provided that can reduce the sample space. Let’s explore conditional probability on the next page. 
 
	About GSS Data Explorer. (n.d.). GSS Data Explorer. Retrieved from gssdataexplorer.norc.org ↵
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		Conditional Probabilities: Learn It 2

								

	
				 	Describe and find conditional probabilities.
 	Understand the concept of independent events.
 
  Conditional Probability
 A conditional probability is calculated based on the assumption that one event has already occurred. Conditional probabilities restrict the total. The new total is indicated after the word “given” in the question.
 conditional probability
 The conditional probability of [image: A] given [image: B] is written [image: P(A\text{ given }B)] or [image: P(A|B)].
  
 [image: P(A\text{ given }B)] is the probability that event [image: A] <span id="MathJax-Element-109-Frame" class="mjx-chtml MathJax_CHTML" style="font-family: proxima-nova, sans-serif; padding: 1px 0px; margin: 0px; font-size: 17.44px; vertical-align: baseline; background: #ffffff; border: 0px; line-height: 0; text-indent: 0px; text-align: left; text-transform: none; font-style: normal; font-weight: 400; letter-spacing: normal; float: none; direction: ltr; max-width: none; max-height: none; min-width: 0px; min-height: 0px; color: #373d3f;" role="presentation" data-mathml="
 [image: A] 
 “>will occur given that the event [image: B] has already occurred.
  
 [image: P(A|B)=\frac{P(A \text{ and }B)}{P(B)}]
 
 To calculate any probabilities, a contingency table is typically used to provide a way of portraying data that can facilitate in calculating probabilities. The table helps in determining conditional probabilities quite easily as well. A researcher conducts a survey of 120 randomly selected college students to try to answer the questions: If someone has a laptop, are they likely to own a desktop computer? If someone has a desktop computer, are they likely to own a laptop? The results of the survey are displayed in the following contingency table.
 	  	Owns laptop 	Does not own laptop 	Total 
 	Owns desktop 	20 	20 	40 
 	Does not own a desktop 	60 	20 	80 
 	Total 	80 	40 	120 
  
 
 If someone does not own a desktop, what is the probability that they don’t own a laptop computer either?
 [image: Appropriate alternative text can be found in the description above.]Figure 1. This two-way table displays computer ownership among 120 people, showing how many own a laptop, a desktop, both, or neither. Show answer We are given that someone does not own a desktop. This means that our sample space has been reduced to 80 college students, as seen highlighted below.
 [image: P(\text{Does not own laptop} \text{ GIVEN }\text{Does not own desktop}) = \dfrac{20}{80}]
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Conditional Probabilities: Learn It 3

								

	
				 	Describe and find conditional probabilities.
 	Understand the concept of independent events.
 
  We use a contingency table, sometimes called a two-way table, to organize data on two categorical variables at the same time. A contingency table provides a way of portraying data that can facilitate calculating probabilities. The table displays sample values in relation to two different variables that may be dependent or contingent on one another. Conditional probability is defined as the likelihood of an event occurring based on the occurrence of a given event.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Choose Your Own Dataset
 Fill out the contingency table and find the probabilities.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Conditional Probabilities: Learn It 4

								

	
				 	Describe and find conditional probabilities.
 	Understand the concept of independent events.
 
  Independent Events
 Conditional probabilities provide another way to determine if two events are independent. Remember, independent events are those where the outcome of the first event does not impact the probability of the second event.
 Independence using conditional probability
 Two events [image: A] and [image: B] are independent if 
 	[image: P(A|B)=P(A)]
 	[image: P(B|A)=P(B)]
 
 
  The other way we identify independent events using probability is by determining if [image: P(A \text{ and } B)=P(A)\cdot P(B)]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Conditional Probabilities: Learn It 5

								

	
				 	Describe and find conditional probabilities.
 	Understand the concept of independent events.
 
  Independent and Mutually Exclusive Events
 	For two events to be independent, the outcome of one event does not impact the outcome of a successive event. Tossing a fair coin or rolling a fair die are often considered independent events. Just because you rolled a [image: 1] does not change the probability the next roll will be a [image: 1]. 	Sampling with replacement is associated with independent events.
 	Sampling without replacement is associated with dependent events.
 
 
 	If two events are mutually exclusive, that means they cannot happen at the same time with a single outcome. Two events are mutually exclusive if the probability of both events happening at the same time is zero. For example, consider flipping a coin. It can land heads up or heads down, but it cannot be both heads up and heads down simultaneously. Thus, heads and tails are mutually-exclusive events.
 
  Mutually exclusive events are NOT independent events.
 Mutually exclusive events are events that cannot happen together, while independent events are events where the occurrence of one does not affect the other.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Event [image: A] and event [image: B] are independent and mutually exclusive events if only if [image: P(A) = 0] and/or [image: P(B) = 0]. This is because mutually exclusive means [image: P(A \text{ and } B)=0] and independent events means [image: P(A \text{ and } B) = P(A) \times P(B)].
 Therefore, [image: 0 = P(A) \times P(B)] and this is only true if [image: P(A) = 0] and/or [image: P(B) = 0].
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		Conditional Probabilities: Apply It 1

								

	
				 	Describe and find conditional probabilities.
 	Understand the concept of independent events.
 
  Is This Trustworthy?
 [image: Viruses]Figure 1. Understanding how COVID-19 spreads makes it even more important for medical tests to be accurate, helping avoid false positives and false negatives. Medical tests designed to detect diseases are not always perfect. Sometimes, people who get tested may be told they have a disease when they do not actually have the disease. Other times, people who get tested may be told they are free of a disease when in fact they have the disease. The goal is for medical tests to be correct as often as possible so that these types of errors are rare.
 COVID-19 Test Reliability
 Coronavirus disease (COVID-19) is an infectious disease caused by the SARS-CoV-2 virus.[1] Most people infected with the virus will experience mild to moderate respiratory illness and recover without requiring special treatment. However, some will become seriously ill and require medical attention. Older people and those with underlying medical conditions like cardiovascular disease, diabetes, chronic respiratory disease, or cancer are more likely to develop serious illness. Anyone can get sick with COVID-19 and become seriously ill or die at any age. 
 The World Health Organization recommended that “Anyone with symptoms should be tested, wherever possible. People who do not have symptoms but have had close contact with someone who is, or may be, infected may also consider testing.”[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	https://www.who.int/health-topics/coronavirus#tab=tab_1 ↵
	https://www.who.int/news-room/questions-and-answers/item/coronavirus-disease-covid-19 ↵
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		Conditional Probabilities: Apply It 2

								

	
				 	Describe and find conditional probabilities.
 	Understand the concept of independent events.
 
  How Accurate are Pregnancy Tests?
 Planned Parenthood stated that “The pregnancy tests you get at the drugstore work 99 out of 100 times. They’re just as accurate as a urine pregnancy test that you’d get at a doctor’s office. Pregnancy tests work by checking your urine (pee) for a hormone called human chorionic gonadotropin (HCG). Your body only makes this hormone if you’re pregnant.”[1]
 We can calculate conditional probability as [image: P(A|B)=\frac{P(A \text{ and }B)}{P(B)}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.plannedparenthood.org/learn/pregnancy/pregnancy-tests#:~:text=The%20pregnancy%20tests%20you%20get,hormone%20if%20you're%20pregnant. ↵
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		Module 7: Background You'll Need 1

								

	
				 	Label the means and standard deviations of histograms.
 
  Labeling Histograms: Big Mac Index
 In 1986, The Economist invented the Big Mac index[1], an informal guide to understanding whether global currencies are overvalued or undervalued. The index is based on the idea that identical goods, such as the Big Mac, should cost the same amount in any two countries. Note that the Big Mac index was never meant to be completely accurate, but was created as a tool to more easily understand currency exchange rates.
 The following table lists Big Mac prices (in U.S. dollars) of 6 different countries in January 2021.[2]
 	Country 	Cost of a Big Mac 
 	Argentina 	$3.75 
 	Australia 	$4.98 
 	South Korea 	$4.10 
 	Egypt 	$2.72 
 	Mexico 	$2.68 
 	United States 	$5.66 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
 When doing statistical analysis, we are often interested in seeing what values fall within one, two, or three standard deviations of the mean.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	The Big Mac index. (2021, July 21). The Economist. https://www.economist.com/big-mac-index ↵
	Big-mac-data. (2021, January). GitHub. https://github.com/theeconomist/big-mac data/releases/tag/2021-01 ↵
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		Module 7: Background You'll Need 2

								

	
				 	Describe the position of a data value in a normal distribution
 
  Normal Distributions
 A data set is said to be normally distributed when the data are approximately bell-shaped and symmetrical. Normal distributions are typically described by the average/mean (the center of the distribution) and the standard deviation (the spread of the data set). The values to the right of the mean are higher than average, and the values to the left of the mean are lower than average.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 7: Background You'll Need 3

								

	
				 	Use the Empirical Rule to calculate percentages and probabilities.
 
  The Empirical Rule
 You may remember that the Empirical Rule helps us identify which values in a large data set are usual or unusual. The range of usual values can be calculated with just the mean and standard deviation, but the distribution of values is often represented using a graph. The Empirical Rule is appropriate when the data set is normally distributed. The normal distribution is a bell-shaped curve that is symmetrical and gradually approaches the [image: x]-axis in both directions. The area under the curve represents the percentage of values that fall in that range.
 The Empirical Rule states that, in a bell-shaped, unimodal distribution, almost all the observed data values, [image: x], lie within three standard deviations, [image: \sigma], to either side of the mean, [image: \mu]. Specifically, [image: 68]% of the observations lie within one standard deviation of the mean [image: \left(\mu\pm\sigma\right)]
 [image: 95]% of the observations lie within two standard deviations of the mean [image: \left(\mu\pm2\sigma\right)]
 [image: 99.7]% of the observations lie within three standard deviations of the mean [image: \left(\mu\pm3\sigma\right)]
 For this reason, the Empirical Rule is sometimes called the [image: 68-95-99.7] rule.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Recall that [image: z]-scores represent distance from the mean. [image: z]-scores can also be represented on the normal curve.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability Distributions: Learn It 1

								

	
				 	Understand the concept of a probability distribution and its role in describing the behavior of a random variable.
 	Describe the characteristics of probability distributions.
 
  Probability Model/Distribution
 probability model/distribution
 A probability model includes all possible outcomes of a chance experiment and the probabilities associated with those outcomes.
  
 A probability model is also known as a probability distribution.
  Notice the following important facts about probability distributions:
 	The outcomes are random events. 
 	All outcomes are assigned a probability.
 	The probabilities are numbers between [image: 0] and [image: 1]. This makes sense because each probability is a relative frequency.
 	The sum of all of the probabilities is [image: 1]. This makes sense because we have listed all the outcomes. Since each probability is a relative frequency, these outcomes make up 100% of the observations.
 
 Imagine a fair spinner with three equally-sized sections: One section is red, one section is blue, and one section is yellow. If we spin the spinner, all three outcomes are equally likely, so the probability of each outcome is one-third. The following table and graph display the probability model.
 	Outcome 	Probability
  
 	Red 	[image: \dfrac{1}{3}] 
 	Yellow 	[image: \dfrac{1}{3}] 
 	Blue 	[image: \dfrac{1}{3}] 
  
 [image: A bar graph showing the percentage of time the spinner landed on each color. The bar graph represents the data above.]
 In this case, we can call this probability distribution a uniform probability distribution.
 
  In a uniform probability model, each possible outcome has equal probability.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability Distributions: Learn It 2

								

	
				 	Understand the concept of a probability distribution and its role in describing the behavior of a random variable.
 	Describe the characteristics of probability distributions.
 
  Probability Distribution for Boreal Owl Eggs [image: Boreal owl]
 Boreal owls are common in Canada and Alaska. They are fairly small, averaging [image: 10] inches in length and weighing from [image: 4] to [image: 6] oz. They often make their nests in woodpecker holes. The number of eggs in a boreal owl nest generally ranges from [image: 4] to [image: 6] eggs. Using relative frequencies from large field observations, we can estimate the probability of a nest containing a certain number of eggs.
 The variable is the number of Boreal owl eggs in a nest.
 This is a quantitative variable with values [image: 0, 1, 2, 3, 4, 5,] or [image: 6] eggs.
 The probability distribution gives the probability that a nest will have from [image: 0] to [image: 6] eggs.
 	Number of Eggs 	Probability 
 	[image: 0] 	[image: 0.2] 
 	[image: 1] 	[image: 0.1] 
 	[image: 2] 	[image: 0.1] 
 	[image: 3] 	[image: 0.25] 
 	[image: 4] 	[image: 0.25] 
 	[image: 5] 	[image: 0.05] 
 	[image: 6] 	[image: 0.05] 
  
 
 [image: A bar graph of the percentage of boreal owl eggs in a nest. The percentages match the probabilities in the above table.]
 This table and bar graph are an example of a probability distribution. Each variable value is assigned a probability.
 Note: The sum of all of the probabilities is [image: 1]. This is always true for a probability distribution.
 We can use the probability distribution to answer probability questions:
 Question: Which is more likely: (1) To find a boreal owl nest with [image: 3] eggs, or (2) To find a boreal owl nest with [image: 4] eggs.
 Show answer Answer: Both of these events are equally likely. [image: P(3 eggs) = P(4 eggs) = 0.25]. There is a [image: 25]% chance that if you find a boreal owl nest, it will have [image: 3] eggs. You are equally likely to find a boreal owl nest with [image: 4] eggs.
 Question: Do the data points in the probability distribution follow a specific pattern or distribution shape, such as uniform, symmetric, or skewed? What can you say about the mean and median values of the probability distribution? How does this balance between the mean and median affect our understanding of the distribution’s central tendencies and symmetry?
 Show answer The probability distribution is not uniform or symmetric. It is skewed left.
 In a left-skewed probability distribution, we find that the mean is less than the median. The mean is sensitive to outliers and tends to be pulled in the direction of the skew, while the median is resistant to extreme values.
 The relationship between the mean and median in a left-skewed distribution informs us about the distribution’s central tendencies, emphasizing the impact of extreme values on the mean and the median’s resistance to such outliers. It also highlights the distribution’s lack of symmetry, which is essential for understanding the data’s shape and characteristics.
   The variable “Number of eggs” above is classified as a discrete variable because it takes a fixed set of possible numerical values, and it is not possible to get any value in between.  A discrete probability distribution is a type of probability distribution that shows all possible values of a discrete random variable (countable or finite outcomes) along with the probabilities associated with those outcomes.  
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		Probability Distributions: Learn It 3

								

	
				 	Understand the concept of a probability distribution and its role in describing the behavior of a random variable.
 	Describe the characteristics of probability distributions.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Sometimes we carry out a chance experiment multiple times and count the number of “successes.” To describe this scenario, we could use a probability distribution, which lists all possible values of a random variable and the probabilities associated with those values.
 Suppose we flip a coin twice. The following is a complete list of possible values: 	Heads on the first flip and heads on the second flip
 	Heads on the first flip and tails on the second flip
 	Tails on the first flip and heads on the second flip
 	Tails on the first flip and tails on the second flip
 
 You may have to define “success” in different scenarios. For example, you may define “success” and create the probability distribution for the number of heads or tails that would occur in [image: 2] coin flips.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
    See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability Distributions: Apply It 1

								

	
				 	Understand the concept of a probability distribution and its role in describing the behavior of a random variable.
 	Describe the characteristics of probability distributions.
 
  Developing Probability Distributions
 [image: A family playing a board game.]
 Board games are tabletop games that typically use pieces. These pieces are moved or placed on a pre-marked board (playing surface) and often include elements of table, card, role-playing, and miniatures games as well. Many board games feature a competition between two or more players.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://en.wikipedia.org/wiki/Board_game ↵
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		Probability Distributions: Apply It 2

								

	
				 	Understand the concept of a probability distribution and its role in describing the behavior of a random variable.
 	Describe the characteristics of probability distributions.
 
  Probability Distributions
 Notice the following important facts about probability distributions: 	The outcomes are random events.
 	All outcomes are assigned a probability.
 	The probabilities are numbers between [image: 0] and [image: 1]. This makes sense because each probability is a relative frequency.
 	The sum of all of the probabilities is [image: 1]. This makes sense because we have listed all the outcomes. Since each probability is a relative frequency, these outcomes make up [image: 100\%] of the observations.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  It’s difficult to judge whether or not the spinner is fair based on only [image: 5] spins.
 The Law of Large Numbers says that as we increase the number of times we repeat a chance experiment, the closer we can expect the empirical probability calculated from our chance experiment to be to the true probability. The Law of Large Numbers tells us that as the number of trials gets really large, the simulated probability based on the chance experiment and the true probability of the chance experiment will approach the same value.
 The law of large numbers does not mean that a given sample will always reflect the true characteristics, especially for small samples. Therefore, for our example, we cannot judge whether or not the spinner is fair based on only [image: 5] spins.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability Distributions: Apply It 3

								

	
				 	Understand the concept of a probability distribution and its role in describing the behavior of a random variable.
 	Describe the characteristics of probability distributions.
 
  Continuous Probability Distributions
 So far, we have been using a discrete probability distribution that gives the probabilities for a fixed set of values. The spinner can land on purple [image: 2] or [image: 3] times, but [image: 2.5] is impossible. It is not in the set of possible values.
 However, some variables are continuous, which means the range of values includes an infinite number of possible values. Consider a person’s height. Although we often measure heights to the nearest inch, a person does not grow in one-inch spurts but instead moves through the range of heights via immeasurably small increments. It is not possible to count all the possible heights that a person can be because even between [image: 64] inches and [image: 65] inches, there are infinitely many possible heights.
 When we are using a discrete probability distribution, we calculate the probability for a range of values by adding up the probability of each outcome in the range. However, when we are using a continuous probability distribution, probabilities are represented as the area under a density curve. The total area under the curve is equal to [image: 1].
 continuous probability distribution
 A continuous probability distribution is a probability distribution for a continuous random variable (an infinite and uncountable random variable).
  
 The probabilities of a continuous probability distribution are represented as the area under a density curve. The total area under the curve is equal to [image: 1].
  
 [image: A chi-squared distribution with df=3.][image: The graph of a normal distribution with a mean of 0 and a standard deviation of 1.]
  Suppose the following graph shows the distribution of heights (in inches) for women in a particular country. To find the probability that a randomly selected woman is between 60 and 66 inches tall, we would shade the area under the curve between these two values.[image: A graph of women's height in inches. 76.06% of the heights are between 60 and 66 inches.] In some situations, we may use a continuous probability distribution as an approximation even when the variable is technically discrete.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution: Learn It 1

								

	
				 	Understand the properties, characteristics, and importance of a normal distribution in statistical analysis.
 	Explain how changing the mean and standard deviation will change the characteristics of a normal curve.
 
  Continuous Random Variables
 Previously, we studied discrete (listable) random variables and their distributions. In this section, we will explore continuous (decimal-valued) random variables that can take on values anywhere in an interval. For example, a person’s exact weight without rounding is a continuous random variable. If rounded to the nearest pound, weight is a discrete random variable. Decimal-valued numbers appear frequently in real life, often in measuring things such as weight or length. To best study real-life data, we need to build a solid foundation in continuous probability distributions.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Probability Density Curve
 In a continuous probability distribution, probabilities are represented as areas under a curve.
 You can see below a histogram of the sodium content in milligrams (mg) of [image: 20] different cereals modeled by a curve. Note that models are not perfect representations of the data.[image: A histogram of the sodium content in milligrams (mg) of 20 different cereals, with a normal curve overlayed over the histogram.]
 The figure above has a similar shape as the histogram, with a few differences. The y-axis is now labeled “density”.
 To understand density, let’s focus on the area in the first bar that represents the cereals with sodium contents between [image: 0] and [image: 50] mg. The percentage of cereals that have less than [image: 50] mg of sodium is [image: \dfrac{1}{20}], or [image: 0.05 (5\%)]. Thus, the shaded area of the density plot that is less than [image: 50] mg of sodium is [image: 50*0.001 = 0.05], where [image: 0.001] is the height of the rectangle and [image: 50] is the width.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  For all continuous random variables, the probability distribution can be approximated by a smooth curve called a probability density curve. 
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		Normal Distribution: Learn It 2

								

	
				 	Understand the properties, characteristics, and importance of a normal distribution in statistical analysis.
 	Explain how changing the mean and standard deviation will change the characteristics of a normal curve.
 
  Normal Distribution
 Normal distribution is one of the most common types of continuous distributions used in statistics. The model we saw about the sodium content in milligrams (mg) of [image: 20] different cereals is a normal distribution.
 normal distribution
 A normal distribution is a mathematical model with a smooth bell-shaped curve to describe the bell-shaped data distributions.
 A normal distribution has the following characteristics:
 	[image: x] is a continuous random variable.
 	Symmetrical around the mean, [image: \mu] (pronounced “mu”), the left side is a mirror image of the right side centered at the mean.
 	There is one peak at the mean of bell-shaped distributions.
 
 The following graph displays a normal distribution.
 [image: A normal distribution curve with a mean of 0 and a standard deviation of 1.]
  Recall the Empirical Rule we learned earlier. We know that [image: 99.7\%] of the data fall within three standard deviations of the mean, so for normal distributions, we will be generally concerned with looking at values within [image: \pm3] standard deviations ([image: \sigma]) of the mean ([image: \mu]). If we know that data is normally distributed and we know the mean and standard deviation, we can draw the graph for the normal distribution.
 The normal distribution is centered at the mean ([image: \mu]). Sometimes the mean is called the “location parameter.”
  The value of the mean gives the location of the distribution on the [image: x]-axis. Looking at the following graphs, the mean of the red graph (on the left) is [image: 0], the mean of the blue graph (in the middle) is [image: 5], and the mean of the green graph (on the right) is [image: 10]. As the mean increases, the graphs shift to the right on the [image: x]-axis.
 [image: Three normal curve comparisons, showing a mean of 0, 5, and 10.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution: Learn It 3

								

	
				 	Understand the properties, characteristics, and importance of a normal distribution in statistical analysis.
 	Explain how changing the mean and standard deviation will change the characteristics of a normal curve.
 
  Normal Curve
 There are many normal curves. Even though all normal curves have the same bell shape, they vary in their center and spread.
 The shape of a normal curve will depend on the standard deviation. The standard deviation, [image: \sigma] (pronounced “sigma”), is often referred to as the scale parameter.
  The shape of a normal curve will still be bell-shaped and unimodal, but the standard deviation will change how spread out or flat the curve appears.
 In the following figure, all three curves have different heights and widths, but they are all still normal distributions with the same mean. As the standard deviation increases, the curve gets flatter. The standard deviation of the red curve (the tall curve) is [image: 1], the standard deviation of the blue curve (the middle curve) is [image: 2], and the standard deviation of the purple curve (the shorter curve) is [image: 3].[image: Three curves that get increasingly flatter as the standard deviation increases.] Let’s explore the normal curve by changing its mean ([image: \mu]) and its standard deviation ([image: \sigma]).
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution: Learn It 4

								

	
				 	Understand the properties, characteristics, and importance of a normal distribution in statistical analysis.
 	Explain how changing the mean and standard deviation will change the characteristics of a normal curve.
 
  Standard Normal Distribution ([image: z] Distribution)
 [image: z] distribution
 A normal distribution with a mean ([image: \mu]) = 0 and a standard deviation ([image: \sigma]) = 1 is called the standard normal distribution.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s Summarize
 	A continuous random variable is not limited to distinct values. We cannot display the probability distribution for a continuous random variable with a table or histogram. We use a density curve to assign probabilities to intervals of [image: x]-values. We use the area under the density curve to find probabilities.
 	We use a normal density curve to model the probability distribution for many variables, such as weight, shoe sizes, foot lengths, and other human physical characteristics. Normal curves are mathematical models. We use [image: \mu] to represent the mean of a normal curve and [image: \sigma] to represent the standard deviation of a normal curve. We use Greek letters to remind us that the normal curve is not a distribution of real data. It is a mathematical model based on a mathematical equation. We use this mathematical model to represent the perfect bell-shaped distribution.
 	Recall: For a normal curve, the empirical rule for normal curves tells us that [image: 68\%] of the observations fall within [image: 1] standard deviation of the mean, [image: 95\%] within [image: 2] standard deviations of the mean, and [image: 99.7\%] within [image: 3] standard deviations of the mean.
 	To compare [image: x]-values from different distributions, we can standardize the values into a standard normal distribution. If we convert the [image: x]-values into [image: z]-scores, the distribution of [image: z]-scores is also a normal density curve with a mean of [image: 0] and a standard deviation of [image: 1]. This curve is called the standard normal distribution. We can then use the standard normal curve to find probabilities for any normal distribution.
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		Normal Distribution: Apply It 1

								

	
				 	Understand the properties, characteristics, and importance of a normal distribution in statistical analysis.
 	Explain how changing the mean and standard deviation will change the characteristics of a normal curve.
 
  A Continuous Distribution – The Normal Distribution
 [image: Two scientists at a computer looking at data.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A person gets 50% of their DNA from one biological parent and 50% from the other biological parent. However, that 50% will be different for each sibling. Below is a visual representation for further explanation.
 [image: A Venn Diagram of DNA inherited from a father showing the DNA shared between you, a sibling, and a father.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution: Apply It 2

								

	
				 	Understand the properties, characteristics, and importance of a normal distribution in statistical analysis.
 	Explain how changing the mean and standard deviation will change the characteristics of a normal curve.
 
  [image: a) A diagram of DNA shown as a double helix (a twisted ladder). The outside of the ladder is a blue ribbon labeled]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We can use technology to calculate the percentage or probability under the normal curve.
 Steps on how to calculate probability Step 1: Click on the Find Probability tab at the top.
 Step 2: Type in the Mean [image: \mu] and Standard Deviation [image: \sigma] given in the question.
 Step 3: Choose the correct Type of Probability to match your question.
 Step 4: Type in the Value of [image: x].
  https://lumen-learning.shinyapps.io/normaldist/
  
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution: Apply It 3

								

	
				 	Understand the properties, characteristics, and importance of a normal distribution in statistical analysis.
 	Explain how changing the mean and standard deviation will change the characteristics of a normal curve.
 
  [image: A diagram of a family tree, starting a great grandparent. It then branches into grandparent and great aunt or uncle. From the grandparent box, it goes into parent and aunt or uncle. From parent it goes to you, and aunt or uncle it goes to 1st cousin. After great aunt or uncle, it goes to 1st cousin once removed. Following that is a second cousin.][1]
 We can also inverse the problem. What if we are given the probability and are asked to find the corresponding value?
 Steps on how to find the corresponding value (percentile): Step 1: Click on the Find Percentile/Quartile tab at the top.
 Step 2: Type in the Mean [image: \mu] and Standard Deviation [image: \sigma] given in the question.
 Step 3: Choose Lower Tail if we are looking for the bottom percent. Choose Upper Tail if we are looking for the top percent.
 Step 4: Type in the Probability in lower tail/upper tail in [image: \%] form.
 Step 5: The corresponding value can be found in the [image: x]-axis of the graph of under Percentile in the table.
  https://lumen-learning.shinyapps.io/normaldist/
  
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.rd.com/article/second-cousin-once-removed/ ↵
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		Normal Distribution (continued): Learn It 1

								

	
				 	Understand the properties and characteristics of the standard normal distribution.
 	Calculate probabilities and percentiles using normal distribution and [image: z]-scores with technology.
 
  Standard Normal Distribution
 In order to calculate probabilities for normally-distributed variables, we need to understand that every value of a variable with a normal distribution has a corresponding [image: z]-score for the standard normal distribution.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Normal Distribution & Empirical Rule
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution (continued): Learn It 2

								

	
				 	Understand the properties and characteristics of the standard normal distribution.
 	Calculate probabilities and percentiles using normal distribution and [image: z]-scores with technology.
 
  https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution (continued): Learn It 3

								

	
				 	Understand the properties and characteristics of the standard normal distribution.
 	Calculate probabilities and percentiles using normal distribution and [image: z]-scores with technology.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 [image: ] Normal Distribution
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Normal Distribution (continued): Apply It 1

								

	
				 	Understand the properties and characteristics of the standard normal distribution.
 	Calculate probabilities and percentiles using normal distribution and [image: z]-scores with technology.
 
  The Normal Distribution
 [image: A stethoscope, weights, tennis shoes, a prescription pad, fruits and vegetables in a bowl, and a glass of water.]
 Cholesterol and triglycerides are classified lipids or fats. These fats are important for cell health, but they can be harmful when they build up in the blood. Sometimes they can lead to clogged, inflamed arteries, a condition called atherosclerosis. This may keep your heart from working normally if the arteries of your heart muscle are affected.[1]
 The amount of cholesterol in a person’s blood plays an important role in the health of their heart and blood vessels. Most adults have their cholesterol levels checked at least every five years. To help guide treatment, medical organizations have established guidelines that define which cholesterol levels are considered healthy.[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Cholesterol levels for adults in the United States are normally distributed, so normal distribution is a useful tool in evaluating cholesterol levels. According to the Centers for Disease Control and Prevention (CDC), the mean cholesterol level for U.S. adults is [image: 191] milligrams of cholesterol per deciliter of blood (mg/dL), with a standard deviation (SD) of [image: 40.7].[3] There are [image: 3] ranges used by doctors as a general guidelines for total cholesterol in adults: Normal (Less than [image: 200] mg/dL), Borderline high ([image: 200] to [image: 239] mg/dL), and High (At or above [image: 240] mg/dL).
 Let’s use the CDC data to calculate some probabilities.
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.hopkinsmedicine.org/health/treatment-tests-and-therapies/lipid-panel#:~:text=Here%20are%20the%20ranges%20for,or%20above%20240%20mg%2FdL ↵
	National Heart, Lung, and Blood Institute. (2021, January 4). Blood cholesterol. https://www.nhlbi.nih.gov/health-topics/blood-cholesterol ↵
	Centers for Disease Control and Prevention. (2021, March 1). Cholesterol. https://www.cdc.gov/nchs/fastats/cholesterol.htm ↵
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		Normal Distribution (continued): Apply It 2

								

	
				 	Understand the properties and characteristics of the standard normal distribution.
 	Calculate probabilities and percentiles using normal distribution and [image: z]-scores with technology.
 
  [image: A blood pressure cuff with a tube in the shape of a heart.][1]
 Blood pressure is another important indicator of heart health. Blood pressure is the pressure exerted by blood on the walls of a blood vessel that helps to push blood through the body. Like cholesterol, blood pressure levels for adults in the United States are normally distributed. However, an individual’s blood pressure also varies in a normally distributed pattern throughout the day based on factors such as position, activity level, anxiety, stress, and nutritional factors. High blood pressure can increase the risk of heart attacks and strokes. Blood pressure is reported as the systolic pressure (when the heart is pumping) over the diastolic pressure (when the heart is relaxing).
 Systolic blood pressure values below [image: 120] millimeters of mercury (mm Hg) are considered healthy, while values over [image: 140] mm Hg are classified as high. Values between [image: 120] and [image: 140] mm Hg are borderline.[2] The values of the standard deviation (SD) also vary depending on the assumed mean value of the systolic blood pressure. It is reported that the SD for individual blood pressure is [image: 9.9\%] of the mean systolic blood pressure.
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Children’s blood pressures vary with age and size, so guidelines have to account for that variation. Instead of providing simple numeric ranges (like we see with adults), the guidelines are based on where a child’s blood pressure falls in the normal distribution of all measurements for children of the same age and height.[3][4]
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.forbes.com/sites/enriquedans/2019/08/25/blood-pressure-one-of-the-keys-to-preventive-healthcare/?sh=2f1c04ab4459 ↵
	National Heart, Lung, and Blood Institute. (2020, May 8). High blood pressure. https://www.nhlbi.nih.gov/health-topics/high-blood-pressure ↵
	Flynn, J. T., Kaelber, D. C., Baker-Smith, C. M., Blowey, D., Carroll, A. E., Daniels, S. R., de Ferranti, S. D., Dionne, J. M., Falkner, B., Flinn, S. K., Gidding, S. S., Goodwin, C., Leu, M. G., Powers, M. E., Rea, C., Samuels, J., Simasek, M., Thaker, V. V., & Urbina, E. M. (2017, September). Clinical practice guideline for screening and management of high blood pressure in children and adolescents. Pediatrics, 140(3), e20171904. https://doi.org/10.1542/peds.2017-1904 ↵
	U.S. Department of Health & Human Services, Chemical Hazards Emergency Medical Management. (2021, March 8). Pediatric basic and advanced life support. https://chemm.nlm.nih.gov/pals.htm ↵
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		Module 8 - Introduction to Sampling Distributions
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		Module 8: Background You'll Need 1

								

	
				 	Distinguish a sample from a population.
 
  Populations, Samples, and Proportions
 population and sample
 Population: The population refers to the entire group or collection of individuals, objects, or events that we are interested in learning or making inferences about.
  
 Sample: A sample refers to a subset of individuals, objects, or events that are selected from a larger population to provide information and make inferences about the entire population.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 8: Background You'll Need 2

								

	
				 	Calculate mean and standard deviation using technology.
 
  Means and Standard Deviations
 Let’s explore the School_Diversity data set.
 The spreadsheet contains school diversity data from [image: 28] school districts in Nebraska. The data make up a subset of the larger data set about school diversity.
 Variables in the data set 
 The [image: 11] variables in the data set are defined as:
 	State: NE
 	Location Type: Type of school district location: “town-distant,” “city-small,” “town-fringe,” “suburban-large,” or “city-large”
 	School Year
 	AIAN: American Indian and Alaska native proportion of student population
 	Asian: Asian proportion of student population
 	Black: Black proportion of student population
 	Hispanic: Hispanic proportion of student population
 	White: White proportion of student population
 	Multi: Multi-ethnic proportion of student population
 	Total: Total student body count
 	Diverse: Diversity rating (diverse, undiverse, or extremely undiverse)

 https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 8: Background You'll Need 3

								

	
				 	Calculate sample proportions.
 
  Proportions
 Let’s explore the School_Diversity data set.
 The spreadsheet contains school diversity data from [image: 28] school districts in Nebraska. The data make up a subset of the larger data set about school diversity.
 Variables in the data set 
 The [image: 11] variables in the data set are defined as:
 	State: NE
 	Location Type: Type of school district location: “town-distant,” “city-small,” “town-fringe,” “suburban-large,” or “city-large”
 	School Year
 	AIAN: American Indian and Alaska Native proportion of student population
 	Asian: Asian proportion of student population
 	Black: Black proportion of student population
 	Hispanic: Hispanic proportion of student population
 	White: White proportion of student population
 	Multi: Multi-ethnic proportion of student population
 	Total: Total student body count
 	Diverse: Diversity rating (diverse, undiverse, or extremely undiverse)

 Proportion is a ratio between the number of times an event of interest occurred divided by the total. Proportion in statistics is mostly known as the relative frequency of an event.
 Proportion can be written in fractions, decimals, or percentages.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 8: Background You'll Need 4

								

	
				 	Solve equations involving square roots and fractions.
 
  Solving Equations Containing Square Roots and Fractions
 When solving equations containing square roots or fractions, use the following properties: 	[image: (\sqrt{a})^{2} = a] for any real number where [image: a \geq 0]
 	[image: b \times \frac{c}{b} = c] for any real number where [image: b \neq 0]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 8: Background You'll Need 5

								

	
				 	Find probabilities and percentiles using the Normal Curve.
 
  Empirical Rule
 When a variable has a normal distribution, the Empirical Rule will apply: 	About [image: 68\%] of the values will fall within one standard deviation from the mean.
 	About [image: 95\%] of the values will fall within two standard deviations from the mean.
 	About [image: 99.7\%] of the values will fall within three standard deviations from the mean.
 
 [image: A diagram detailing the Empirical Rule.]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 8: Background You'll Need 6

								

	
				 	Use z-scores to analyze values.
 
  Normal Percentiles
 A distribution’s percentile is an indication of how much of the distribution falls under a given value. Typically, a percentile is reported as an integer. For example, the [image: 95^{th}] percentile of ACT scores would be the score at which [image: 95\%] of students score below.
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Inference Basics: Learn It 1

								

	
				 	Describe a population and sample of interest.
 	Use technology to find sample statistics from a sampling distribution.
 
  [image: A classroom setting with students engaged in a discussion. In the foreground, a young woman with long dark hair gestures expressively with her hands as she speaks, wearing a pink top. To her left, a young man with curly hair, wearing a grey shirt, rests his chin on his hand, looking attentively towards her. In the background, two more students are visible, one of whom is slightly out of focus.]
 Parameters vs. Statistics
 parameters & statistics
 In statistics, when we want to describe the characteristics of a sample, we call those values statistics. However, when we want to describe the characteristics of a population, we call those values parameters. 
  
 Remember:
 	A statistic describes a characteristic of a sample.
 	A parameter describes a characteristic of a population.
 
  In 2021, Northern Arizona University (NAU) achieved a federal designation of Hispanic-Serving Institution (HSI), when Hispanic student enrollment exceeded [image: 25] percent in the university.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  [2]For Fall 2022, Northern Arizona University reported the following enrollment data:
 	IPEDS Ethnicity/Race (unduplicated; one value per student) 	Full-time 	Part-time 	Total 
 	American Indian/Alaska Native (3%) 	639 	202 	841 
 	Asian (3%) 	505 	320 	825 
 	Black/African American (3%) 	607 	226 	833 
 	Hispanic/Latino (25%) 	5,668 	1,292 	6,960 
 	Native Hawaiian/Other Pacific Island (<1%) 	58 	10 	68 
 	Non-resident Alien (International) (3%) 	904 	40 	944 
 	Not Specified (3%) 	329 	434 	763 
 	Two or more (5%) 	1,280 	225 	1,505 
 	White (55%) 	12,745 	2,606 	15,351 
 	Total 	22,735 	5,355 	28,090 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://nau.edu/impact/hispanic-serving-institution/ ↵
	https://in.nau.edu/institutional-research/quick-facts/ ↵
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		Inference Basics: Learn It 2

								

	
				 	Describe a population and sample of interest.
 	Use technology to find sample statistics from a sampling distribution.
 
  Inferential Statistics
 One of the goals of statistical inference is to draw a conclusion about a population on the basis of a random sample from the population. We need to understand how much random samples vary and how they relate to the population. Our ultimate goal is to create a probability model that describes the long-term behavior of sample measurements. We use this model to make inferences about the population.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Sampling Distribution of a Statistic
 Let’s use this new vocabulary to rephrase what we already know at this point:
 	When we make inferences, a parameter is typically not known because it is impossible or impractical to gather data from everyone in the population. (Note: In order to investigate how statistics relate to parameters, we used a known parameter in our example. This is the first step in creating a probability model. However, when we make inferences in real life, we use a statistic to draw a conclusion about an unknown parameter.)
 	We make an inference about the population parameter on the basis of a sample statistic.
 	Statistics from samples vary.
 
 sampling distribution of a statistic
 The sampling distribution of a statistic is a probability distribution that describes the long-term behavior of the statistic.
  An approximate sampling distribution can be constructed from a large number of samples of size [image: n] from a given population. So, to create a probability model that describes the long-term behavior of the statistic, we can collect a few random samples to make a distribution of the sample statistic, and we can use technology to help us create such a distribution.
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		Inference Basics: Learn It 3

								

	
				 	Describe a population and sample of interest.
 	Use technology to find sample statistics from a sampling distribution.
 
  Let’s sample Northern Arizona University’s student demographics using technology.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Steps to draw one or more samples: Step 1: Select the box titled Enter Numerical Values for [image: n] and [image: p].
 Step 2: Enter the value for [image: p] according to the question.
 Step 3: Select how many samples you want to simulate.
 Step 4: Select Draw Sample(s).
 Note: The sample proportion, [image: \hat{p}], will be displayed in the graph labeled Data Distribution (Bar Graph from last generated sample).
  https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  [1]As a Hispanic Serving Institution (HSI), Northern Arizona University has access to grant money and other resources to build and reinforce support systems for our valued and diverse Latine community. Although the HSI designation does not automatically result in any additional funding, the opportunity to competitively apply for federal funding earmarked to support HSIs is available. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://nau.edu/impact/hispanic-serving-institution/ ↵
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		Inference Basics: Apply It 1

								

	
				 	Describe a population and sample of interest.
 	Use technology to find sample statistics from a sampling distribution.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  See it solved in the video below.
  
  One or more interactive elements has been excluded from this version of the text. You can view them online here: https://printed.lumenlearning.com/stats/?p=252#oembed-1 
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		Inference Basics: Apply It 2

								

	
				 	Describe a population and sample of interest.
 	Use technology to find sample statistics from a sampling distribution.
 
  Population: The population refers to the entire group or collection of individuals, objects, or events that we are interested in learning or making inferences about. Sample: A sample refers to a subset of individuals, objects, or events that are selected from a larger population to provide information and make inferences about the entire population.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/sampdist_prop [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Proportion: Learn It 1

								

	
				 	Use technology to create a sampling distribution of a sample proportion given [image: n] and [image: p].
 	Calculate the mean and standard deviation for a sampling distribution of a sample proportion.
 	Recognize the difference between the standard deviation and the standard error of a sample proportion.
 
  Sampling Variability in Unemployment Rates
 [image: A sample graph of unemployment.]
 Each month, the U.S. Bureau of Labor Statistics releases a report on the employment situation in the United States.
 Included in the report is an estimate of the nationwide unemployment rate: The number of unemployed people as a percentage of the labor force. This is defined as the total number of employed individuals plus unemployed individuals who are actively looking for work.[1]
 Definition of unemployment 
 In the Current Population Survey[2], people are classified as unemployed if they meet all of the following criteria:
 	They were not employed during the survey reference week.
 	They were available for work during the survey reference week, except for temporary illness.
 	They made at least one specific, active effort to find a job during the 4-week period ending with the survey reference week (see active job search methods) OR they were temporarily laid off and expecting to be recalled to their job.
 
 People waiting to start a new job must have actively looked for a job within the last 4 weeks in order to be classified as unemployed. Otherwise, they are classified as not in the labor force.
  For example: The U.S. Bureau of Labor Statistics stated that at the start of the COVID-19 pandemic in the United States, the unemployment rate jumped from [image: 3.5\%] in February 2020 to [image: 14.8\%] in April 2020.[3]
 Note: Though the BLS presents unemployment rates as if they are a known parameter, these rates are actually estimated through two labor force surveys: the Current Population Survey (CPS) and the Current Employment Statistics Survey (CES), for a total sample size of about [image: 60,000] households from the CPS and [image: 400,000] individual employees from the CES.[4]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s use the Sampling Distribution of the Sample Proportion tool to explore sampling variability of sample proportions.
 https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	U.S. Bureau of Labor Statistics. (n.d.). Concepts and definitions. https://www.bls.gov/cps/definitions.htm ↵
	U.S. Bureau of Labor Statistics. (n.d.). Concepts and definitions. https://www.bls.gov/cps/definitions.htm ↵
	U.S. Bureau of Labor Statistics. (n.d.). Graphics for economic news releases. https://www.bls.gov/charts/employment-situation/civilian-unemployment-rate.htm ↵
	Lumen Learning. (n.d.). Measuring unemployment. https://courses.lumenlearning.com/boundless-economics/chapter/measuring-unemployment/ ↵
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		Sampling Distribution of a Sample Proportion: Learn It 2

								

	
				 	Use technology to create a sampling distribution of a sample proportion given [image: n] and [image: p].
 	Calculate the mean and standard deviation for a sampling distribution of a sample proportion.
 	Recognize the difference between the standard deviation and the standard error of a sample proportion.
 
  Sampling Distribution of a Sample Proportion
 In order to get a sense of the pattern of variation in sample proportions, we need to generate more than five samples.
 The distribution showing how sample proportions vary from sample to sample is called a sampling distribution of the sample proportion. In statistics, we often talk about distributions. A sampling distribution is just a distribution of sample statistics as they vary from sample to sample. An illustration of the distinction between the population distribution of the variable, a single sample distribution of the variable, and the sampling distribution of sample proportions is shown below using unemployment data.
 [image: ]
 https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Proportion: Learn It 3

								

	
				 	Use technology to create a sampling distribution of a sample proportion given [image: n] and [image: p].
 	Calculate the mean and standard deviation for a sampling distribution of a sample proportion.
 	Recognize the difference between the standard deviation and the standard error of a sample proportion.
 
  The Mean and Standard Deviation of a Sampling Distribution of a Sample Proportion
 When dealing with a population, it is often not practical or feasible to examine every single individual in the population to gather data. Instead, we typically work with a smaller subset of the population known as a sample. However, if we were to take every possible sample from the population, we could create what is called an exact sampling distribution.
 An exact sampling distribution would show all the possible sample proportions that could be obtained from every possible sample of a given size. This distribution would give us a comprehensive understanding of how sample proportions vary and provide precise information about their behavior.
 Unfortunately, in most cases, sampling every possible sample is simply not feasible due to time, cost, and logistical constraints, especially when dealing with large populations. This is where mathematical theory comes to the rescue!
 The theoretical expressions for the mean and standard deviation of the sampling distribution are derived based on the characteristics of the population and the sample size.
 The mean and standard deviation of the sampling distribution of a sample proportion
 When taking many random samples of size [image: n] from a population distribution with population proportion [image: p]:
 	The mean of the distribution of sample proportions is [image: \mu_\hat{p}=p].
 	The standard deviation of the distribution of sample proportions is [image: \sigma_\hat{p}=\sqrt{\frac{p(1-p)}{n}}].
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  After diving into the mean and standard deviation of the sampling distribution of a sample proportion, it’s crucial to highlight the importance of sample size. In our example, the normality requirement may not have been satisfied due to a relatively small sample size. As we proceed, keep in mind that a sufficiently large sample size is key for the sampling distribution to approximate a normal distribution, allowing us to leverage powerful statistical tools confidently in our analyses. 
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		Sampling Distribution of a Sample Proportion: Learn It 4

								

	
				 	Use technology to create a sampling distribution of a sample proportion given [image: n] and [image: p].
 	Calculate the mean and standard deviation for a sampling distribution of a sample proportion.
 	Recognize the difference between the standard deviation and the standard error of a sample proportion.
 
  Standard Deviation vs. Standard Error
 The previous exercise assumed that we knew the value of the population proportion and could either calculate the mean and standard deviation of the sample proportion by formulas, or estimate the mean and standard deviation by simulation. In practice, we do not typically know the population proportion, nor do we have the luxury of taking thousands of random samples. Instead, we observe a single random sample. In this case, we need to estimate the mean and standard deviation of the sample proportion.
 The estimated mean and standard deviation of the sampling distribution of a sample proportion
 	The estimated mean of the distribution of sample proportions is [image: \hat{p}].
 	To distinguish it from the true standard deviation of sample proportions, we call the estimated standard deviation of sample proportions the standard error of [image: \hat{p}]:
 
 Standard Error: [image: SE = \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]
  Simulation provides one way to estimate the standard deviation of the sample proportion, and this formula gives another way.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Proportion: Apply It 1

								

	
				 	Use technology to create a sampling distribution of a sample proportion given [image: n] and [image: p].
 	Calculate the mean and standard deviation for a sampling distribution of a sample proportion.
 	Recognize the difference between the standard deviation and the standard error of a sample proportion.
 
  https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 Choose Your Own Dataset
 For this problem, you'll simulate a sampling distribution of sample proportions and calculate mean and standard deviation using a data set of your choosing.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Variability: Learn It 1

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  The center, spread, and shape of a sampling distribution of a sample proportion vary depending on the sample size, [image: n], and the population proportion, [image: p].
 Let’s use the statistical tool to simulate sample proportions from samples of varying sizes, [image: n], from populations with varying proportions, [image: p].
 Make sure to: 	Leave the default values for the population proportion ([image: p]) and the sample size ([image: n]).
 	Select [image: 1,000] and click Draw Samples to generate sample proportions from [image: 1,000] random samples.
 	Check the Show Normal Approximation option box. This will overlay a normal distribution on the distribution of sample proportions, which will allow you to compare how closely the simulated distribution follows a normal distribution.
 
 The bottom plot in the tool, Sampling Distribution of Sample Proportion, now displays a plot of the distribution of these randomly generated sample proportions.
  https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Variability: Learn It 2

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  The Normal Condition for a Sampling Distribution of Sample Proportions
 Central Limit Theorem
 The Central Limit Theorem states that, as the sample size gets larger, the distribution of the sample proportion will become closer to a normal distribution.
  In order to estimate probabilities from our sampling distribution, we need the distribution to be approximately normal. 
 The Normal Condition for Proportions
 Given a population proportion, [image: p] and a sample size [image: n], if [image: np\ge10] and [image: n(1-p)\ge10] then we assume that the sampling distribution of the sample proportion is approximately normal.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  	Proportions from random samples approximate the population proportion, [image: p], so sample proportions average out to the population proportion.
 	Larger random samples better approximate the population proportion, so large samples have sample proportions closer to [image: p]. In other words, a sampling distribution for large samples has less variability.
 	The distribution of sample proportions appears normal when the sample size is sufficiently large
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		Sampling Variability: Learn It 3

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  Calculating Probabilities for the Sampling Distribution of the Sample Proportion
 Sampling Distribution of the Sample Proportion
 When taking many random samples of size [image: n] from a population distribution with proportion [image: p]:
 	The mean of the distribution of sample proportions is [image: p].
 	The standard deviation of the distribution of sample proportions is [image: \sqrt{\frac{p(1-p)}{n}}].
 	The normal condition states that if [image: np\ge10] and [image: n(1-p)\ge10] then the sampling distribution is approximately normal by the Central Limit Theorem. 
 
  https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When the sample size is large enough, we can use [image: \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}] in place of[image: \sqrt{\frac{p(1-p)}{n}}].  This is called the standard error, which is the estimated standard deviation of sample proportions.  
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		Sampling Variability: Learn It 4

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  Calculate the Sample Size [image: n]
 Recall that the standard deviation of the sampling distribution for a sample proportion can be calculated as [image: \sigma_{\hat{p}}=\sqrt{\frac{p(1-p)}{n}}]. If the researchers want to limit their standard deviation, or variability, then they can use this formula to find the sample size instead.
 [image: \begin{array}{l l} \sigma_{\hat{p}} = \sqrt{\frac{p(1-p)}{n}} &\quad& \text{Start with the standard deviation formula. } \\ (\sigma_{\hat{p}})^2 = \frac{p(1-p)}{n} && \text{Square both sides to eliminate the square root.} &&\\ n \cdot (\sigma_{\hat{p}})^2 = p(1-p) && \text{Multiply both sides by } n \text{ to isolate } p(1-p) \text{ on one side.} \\ n = \frac{p(1-p)}{(\sigma_{\hat{p}})^2} && \text{Divide both sides by } (\sigma_{\hat{p}})^2 \text{ to solve for } n. \end{array}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  See the Example Question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Variability: Apply It 1

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  Obesity Rates
 [image: An image of feet standing on a scale with a rolled up tape measure in front.]
 In 2017–2018, the National Health and Nutrition Examination Survey estimated that [image: 42.4\%] of American adults fit the medical definition of obese.[1] Overweight and obesity are defined as abnormal or excessive fat accumulation that presents a health risk.[2] Body mass index (BMI) was calculated as weight in kilograms divided by height in meters squared, rounded to one decimal place. A body mass index (BMI) over [image: 25] is considered overweight, over [image: 30] is obese, and severe obesity has a BMI of greater than or equal to 40.
 National Center for Health Statistics[3] stated that obesity is associated with serious health risks. Severe obesity further increases the risk of obesity-related complications, such as coronary heart disease and end-stage renal disease.
 A large medical clinic instituted a wellness and nutrition program for its patients, where patients could opt in to receive text messages with nutrition and exercise tips or use an app to monitor their diets and activity levels. This clinic would like to determine if, after a year of the program, the proportion of its patients who are obese is less than the national average.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s explore the sampling distribution of sample proportions for varying values of the population proportion and sample size.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Hales, C. M., Carroll, M. D., Fryar, C. D., & Ogden, C. L. (2020, February). Prevalence of obesity and severe obesity among adults: United States, 2017–2018. National Center for Health Statistics Data Brief No. 360. https://www.cdc.gov/nchs/products/databriefs/db360.htm ↵
	https://www.who.int/health-topics/obesity#tab=tab_1 ↵
	Hales, C. M., Carroll, M. D., Fryar, C. D., & Ogden, C. L. (2020, February). Prevalence of obesity and severe obesity among adults: United States, 2017–2018. National Center for Health Statistics Data Brief No. 360. https://www.cdc.gov/nchs/products/databriefs/db360.htm ↵
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		Sampling Variability: Apply It 2

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  Let’s use the statistical tool below to simulate samples of different sizes from the American adult population, where the sample proportion who are obese is calculated for each sample.
 Let’s conduct a study to decide if there is evidence that the rate of obesity among the clinic’s patients is less than [image: 42.4\%].You will need to check the Enter Numerical Values for [image: n] and [image: p] box to enter the value [image: n] and [image: p].Observe the center, spread, and shape of the sampling distribution as the sample size increases as instructed below. 	Set the sample size to [image: n=1]. Then draw [image: 1,000] random samples of size [image: 1] from the population.
 	Set the sample size to [image: n=5] and click Reset. Draw [image: 1,000] random samples of size [image: 5] from the population.
 	Set the sample size to [image: n=25] and click Reset. Draw [image: 1,000] random samples of size [image: 25] from the population.
 	Set the sample size to [image: n=100] and click Reset. Draw [image: 1,000] random samples of size [image: 100] from the population.
 
  https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In the question above, you witnessed the Central Limit Theorem at work.
 The Central Limit Theorem states that, as the sample size gets larger, the distribution of the sample proportion will become closer to a normal distribution. Sampling Distribution of the Sample Proportion
 When taking many random samples of size [image: n] from a population distribution with proportion [image: p]:
 	The mean of the distribution of sample proportions is [image: p].
 	The standard deviation of the distribution of sample proportions is [image: \sqrt{\frac{p(1-p)}{n}}].
 	If [image: np\geq 10] and [image: n(1-p) \geq 10], then the Central Limit Theorem states that the distribution of the sample proportions follows an approximate normal distribution with mean p and standard deviation [image: \sqrt{\frac{p(1-p)}{n}}]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Variability: Apply It 3

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  Probabilities of Sampling Distribution of a Sample Proportion
 If a normal model is a good fit for a sampling distribution, we can apply the empirical rule and use [image: z]-scores to determine probabilities. We can also use the statistical tool below to help us find probabilities.
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Variability: Apply It 4

								

	
				 	Check the conditions for normal approximation of a sampling distribution of a sample proportion.
 	Use the normal distribution to calculate probabilities and percentiles from a sampling distribution.
 	Find the sample size needed for a sampling distribution to have a desired standard deviation.
 
  Statistical Inference of Sampling Distribution of a Sample Proportion
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 9 - Confidence Intervals for Population Proportions
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		Module 9: Background You'll Need 1

								

	
				 	Represent intervals on a number line and using plus/minus notation.
 
  Intervals
 Interval notation is a way of describing sets that include all real numbers between a lower bound and an upper bound. These bounds may or may not be included in the set. The endpoint values are listed between brackets or parentheses. A square bracket indicates inclusion in the set, and a parenthesis indicates exclusion from the set.
 	Inequality 	Words 	Interval Notation 
 	[image: {a}\lt{x}\lt{ b}] 	All real numbers between a and b 	[image: \left(a,b\right)] 
  
  Suppose you want to buy a pair of jeans. At department stores, the average cost of jeans may be $30. Suppose at some stores the cost may be up to $5 over that cost, while at other stores the cost may be up to $5 lower than that cost. We can write this using [image: \pm] notation as $30 [image: \pm] $5. If we subtract 5 from 30, we get $25 [image: (30 – 5 = 25)], and if we add 5 to 30, we get $35 [image: (30 + 5 = 35)]. This makes our cost range for department store jeans $25 to $35. In interval notation, this can be represented as [image: ($25, $35)].
 $25 is the lower bound of the cost interval, and $35 is the upper bound of the cost interval.
 This can also be represented on a number line by putting a dot in the center at 30 and drawing a line that extends 5 in both directions.
 [image: A number line with 25 marked as the lower bound and 35 marked as the upper bound. 30 is marked as the midpoint.]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 9: Background You'll Need 2

								

	
				 	Distinguish between a statistic and a parameter.
 
  A population is an entire group of people, animals, items, etc. that we are interested in drawing conclusions about. (Often from a research study). We rely on population samples to make inferences because it is often challenging or impossible to collect data on every item in a population. 	A parameter is a number that describes a population.
 	[image: p] represents the parameter, a population proportion.
 
 A sample is a specific subgroup of a population. We use samples to make inferences or judgments about a population.
 	A statistic is a number that we calculate from a sample.
 	[image: \hat{p}] is the notation for a sample proportion, a statistic.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 9: Background You'll Need 3

								

	
				 	Calculate the mean and standard error for a sample proportion.
 
  Previously, we learned about the connections between a population and the sampling distribution of a sample proportion from that population. That is, when taking many random samples of size [image: n] from a population distribution with proportion [image: p], the mean of the distribution of sample proportions is [image: p] and the standard deviation of the distribution of sample proportions is [image: \sqrt{\frac{p(1-p)}{n}}].
 However, we rarely (if ever) know the true value of the population proportion. So instead, we can estimate the mean and standard deviation of the sampling distribution.
 The estimated mean and standard deviation of the sampling distribution of sample proportions
 	Estimate for the mean of sample proportions = [image: \hat{p}] = sample proportion
 	Estimate for the standard deviation of sample proportions (a.k.a., standard error) = [image: SE = \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 9: Background You'll Need 4

								

	
				 	Convert between fractions, decimals, and percentages.
 
  Parts of the Whole
 In many types of research, we work with data that can be expressed with simple “yes” or “no” answers. Do you support the new law proposed in Congress? Does that patient have diabetes? Do cars come equipped with automatic braking? When we report the number of “yes” responses as a portion of the population or sample, we use a proportion.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Here’s how to convert decimals and fractions to percentages: 	Write the decimal as a fraction.
 	If the denominator of the fraction is not [image: 100], rewrite it as an equivalent fraction with a denominator of [image: 100].
 	Write this new ratio as a percent, since anything over [image: 100] is that percent.
 
 Example: [image: 0.8 = \dfrac{8}{10}=\dfrac{4}{5}=\dfrac{80}{100}=80\%]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 9: Background You'll Need 5

								

	
				 	Describe how a change in the numerator or denominator of a fraction changes the size of the number.
 
  Proportion of Successes and Failures
 In research, when using proportions, we can never have a result higher than [image: \hat{p} = 1].
 Consider our dairy farm example. If 100 people are surveyed, there is no way we can get more than 100 “yes” answers.
 This allows us to determine the proportion of failures for any given value of [image: \hat{p}] (the proportion of successes in the sample) using the formula [image: 1 - \hat{p}].
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  It is also important to understand how changing the numerator or denominator of a fraction or proportion changes the overall value.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		210

		Confidence Interval for Proportions: Learn It 1

								

	
				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  During an election year, we might hear some news that state confidence intervals in terms of proportions or percentages.
 For example, a survey of more than 1,300 adults and about 1,200 registered voters was conducted after President Biden’s February 2023 State of the Union address. As shown below, President Biden saw his highest overall approval ratings since March 2022 at [image: 46\%].[1][image: A graph showing the approval rates for Biden from April 2021 to January 2023. There is a line for Democrats, overall consensus, Independents, and Republicans.]
 Did you notice the fine print?
 [image: 46\%] is not the true population proportion, but it is a point estimate. This is the reason why they also reported the margin of error for the overall sample. Often, we will not know the true population parameter, so we will need to estimate it. The sample proportion is used as a point estimate of the population proportion.
 point estimate
 A point estimate is a single value based on representative sample data that is a plausible estimate of the population parameter.
  
 In terms of proportion, the best estimate for the population proportion, [image: p], is the sample proportion.
  
 We refer to the point estimate for proportions as [image: \hat{p}].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.npr.org/2023/02/22/1158538798/poll-bidens-standing-improves-while-trump-slumps-with-republican-voters ↵
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		Confidence Interval for Proportions: Learn It 2

								

	
				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  Sampling a distribution of the sample proportion When taking random samples of size [image: n] from a population distribution with proportion [image: p]:
 	The mean of the distribution of sample proportions is [image: p].
 	The standard deviation of the distribution of sample proportions is[image: \sqrt{\frac{p(1-p)}{n}}].
 	If [image: np \geq 10] and [image: n(1-p) \geq 10], then the Central Limit Theorem (CLT) states that the distribution of the sample proportions follows an approximate normal distribution with mean [image: p] and standard deviation [image: \sqrt{\frac{p(1-p)}{n}}].
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Standard error
 When the sample size is large enough, we can use [image: \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}] in place of[image: \sqrt{\frac{p(1-p)}{n}}]. This is called the standard error, the estimated standard deviation of sample proportions. It is the measure of sample-to-sample variability. We will use the standard error to help us convey information about the accuracy of our point estimate.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for Proportions: Learn It 3

								

	
				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  Confidence Interval for a Population Proportion
 A confidence interval for a population proportion is a reasonable range of values in which we expect the population proportion to fall, given a chosen degree of confidence.
  We create confidence intervals because, as previously seen, sample proportions vary from sample to sample.
 A sample proportion will most likely not be equal to the true population parameter. Thus, we will use a range of values to estimate our parameter instead of simply using a single value or point estimate. Confidence intervals take sampling variability into account and convey information on estimate accuracy.
 A confidence interval is calculated using the point estimate and the margin of error.
 The margin of error (ME) is what determines the width of the interval. A confidence interval will have a width of twice the margin of error.
 The following is a visualization of a confidence interval.
 [image: A visualization of a confidence interval. There is a horizontal line with arrows at either end. In the middle, there is a dot labeled “point estimate.” One either side of it, there is a portion of the line labeled “margin of error (E).” The combination of both margins of error is labeled “Confidence interval: has width 2E.”]
 The margin of error is calculated using the standard error and the [image: z] critical value for the confidence level. This means that the width of our interval is determined by how much our sample data varies and how confident we want to be in our method.
 confidence level
 The confidence level, [image: C], tells us how much confidence we have in the method used to construct the interval. It corresponds to the percentage of all intervals we would expect to contain the true population parameter.
  For example, if we have a [image: 95\%] confidence level and we took a very large number of different samples and created confidence intervals for each one, we would expect about [image: 95\%] of them to contain the population parameter.
 For proportions, each confidence level has a corresponding [image: z] critical value ([image: z^{*}]).
 In the Empirical Rule, approximately [image: 95\%] of the data falls within [image: 2] standard deviation of the mean, which indicates [image: z^{*}= 2] and its negative counterpart, [image: -2].
 If we look at the normal curve, as you can see below, the values of [image: 2] separate the middle [image: 95.45\%] from the most extreme [image: 4.55\%] areas. Note that the most extreme area is split evenly in each tail.
 [image: Appropriate alternative text can be found in the description above.]
 In practice, we are usually interested in [image: 90\%], [image: 95\%], and [image: 99\%] confidence intervals. Below is the standard normal distribution displaying the [image: z] critical value, [image: z^{*}], for a [image: 95\%] confidence level. As you can see, [image: 95\%] of the curve is shaded in and the remaining [image: 5\%] of the curve is unshaded in the tails. The values that separate the middle [image: 95\%] from the most extreme [image: 5\%] are what we will use for our confidence interval.
 the [image: z] critical value: [image: z^{*}]
 This is the point on the standard normal distribution such that the proportion of area under the curve between [image: -z^{*}] and [image: +z^{*}] is [image: C], the confidence level.
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				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  The [image: z] critical value, [image: z^{*}]
 Let’s find [image: z^{*}] value using the Normal Distribution Statistical Tool.
 Find the [image: z] critical value for a [image: 95\%] confidence level. On the statistical tool below: 	Select the Find Percentile/Quantile tab.
 	The tool defaults to a standard normal distribution with mean [image: \mu = 0]and standard deviation [image: \sigma = 1].
 	Select Two-tailed and enter [image: 95] for Central Probability, since we want the middle [image: 95\%].
 
 The [image: z] critical value, [image: z^{*}], for a [image: 95\%] confidence level is [image: 1.96].
 Note the tool presents both the [image: z] critical value and its negative counterpart, [image: -1.96].
  https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Margin of error
 Now that we have the standard error and [image: z] critical value, we can calculate the margin of error that we can use to find the confidence interval for a population proportion.
 margin of error, [image: ME]
 Margin of error is the width of the confidence interval.
 [image: ME = z^{*} \cdot (\text{standard error})]
 where:
 	standard error = [image: \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]
 	[image: z^{*}] is the point on the standard normal distribution such that the proportion of area under the curve between [image: −z^{*}] and [image: +z^{*}] is [image: C], the confidence level.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  Confidence Interval for a Population Proportion
 
  One or more interactive elements has been excluded from this version of the text. You can view them online here: https://printed.lumenlearning.com/stats/?p=279#oembed-1 
 
  
  To obtain the confidence interval for a proportion, you need:
 	Point estimate of a proportion, [image: \hat{p}]
 	Margin of error, [image: ME = z^{*} \cdot (\text{standard error})] 	standard error = [image: \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]
 	[image: z^{*}] is the point on the standard normal distribution such that the proportion of area under the curve between [image: −z^{*}] and [image: +z^{*}] is [image: C], the confidence level.
 
 
 
 confidence interval for a population proportion
 In general, the end points of a confidence interval are:
 point estimate ± margin of error
  
 The confidence interval for a population proportion is:
 [image: \hat{p} \pm z^{*} \cdot\sqrt{\frac{\hat{p}(1-\hat{p})}{n}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  All-nighters
 [image: A woman studying on her computer in the dark while a baby sleeps behind her.]
 College students lacking sleep is often no surprise, but it is quickly becoming an epidemic. From studying to partying, a lack of sleep seems like an inevitable part of the college experience. But, how common is it really? What are the stats?
 Sleep is one of those basic things we need to survive. Lack of sleep adversely affects your mood, appetite, recall, concentration, and even reaction time. College students risk losing sleep in an attempt to make grades. Good sleep and good academic performance are intertwined. Adequate sleep is crucial for students to be healthy and successful. Sleep deprivation can affect memory, academic performance, physical health, and mental health.[1] College students often lack sleep, and some occasionally resort to pulling all-nighters.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 Conditions for normal distribution In order to create a confidence interval for proportions, we need to verify that the sampling distribution of the sample proportions is approximately normal. The following conditions must be satisfied:
 	Random samples: The observations represent a random sample of the population.
 	The sample is less than [image: 10\%] of the population.
 	Sample size: The sample is large enough that [image: n\hat{p}\geq 10] and [image: n(1 − \hat{p}) \geq 10].
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Bullock, L. (2021, March 19). College student sleep statistics. Mattress Advisor. https://www.mattressadvisor.com/college-sleep-statistics/ ↵
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				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  Confidence interval for proportions
 Rather than using a simple point estimate, let’s calculate confidence intervals for a population proportion using our statistical tool.
 Step 1: Change the Enter Data box to Number of Successes. Step 2: Input the sample size ([image: n]) and the number of successes ([image: x]). Step 3: Specify appropriate labels for success/failure by checking the appropriate boxes and typing in labels. Step 4: Slide the confidence level to the desired level. The default is [image: 95\%]. Step 5: View the [image: z] critical value by selecting the box Show [image: z]-score for Margin of Error.
 Step 6: The confidence interval will appear to the right along with the point estimate, standard error, margin of error, and [image: z] critical value (labeled as [image: z]-score).
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Check the conditions for creating a confidence interval for population proportion.
 	Describe the connection between the confidence level and the confidence interval.
 	Calculate a confidence interval for a population proportion.
 
  Confidence interval for proportions (continued)
 https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Calculate a confidence interval and explain what it means.
 	Recognize common misinterpretations of confidence intervals.
 
  Did you take a nap?
 Let’s explore data from a national survey of college students conducted by the American College Health Association.
 One of the questions posed to the participants was, “On how many of the last 7 days did you take a nap?” Out of the [image: 38,440] participants, [image: 13,888] stated they had not taken a nap in the last 7 days.
 Let’s use the statistical tool below to construct a confidence interval for the scenario above. Step 1: Change the Enter Data box to Number of Successes.
 Step 2: Input the sample size ([image: n]) and the number of successes ([image: x]), which in this case is the number of students who stated they had not taken a nap in the last [image: 7] days.
 Step 3: (Optional) Specify appropriate labels for success/failure by checking the appropriate boxes and typing in labels.
 Step 4: Leave the confidence level at the default [image: 95\%].
 Step 5: View the [image: z] critical value by selecting the box Show z-score for Margin of Error.
 Step 6: The confidence interval will appear to the right along with the point estimate, standard error, margin of error, and [image: z] critical value (labeled as [image: z]-score).
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Accurately interpreting a confidence interval is just as important as ensuring our calculations are correct. One common but incorrect interpretation is that the confidence level is the probability (expressed as a percentage) that the population proportion is contained within the bounds of our confidence interval.
 For example, using the confidence interval calculated previously, a student might incorrectly state: “There is a [image: 95\%] chance that the population proportion of college students who have not had a nap in the last [image: 7] days is between [image: 0.3565] and [image: 0.3661], or [image: 35.65\%] and [image: 36.61\%].”
 Rather than measuring the likelihood that a single confidence interval contains the population proportion, the confidence level instead tells us the percentage of all confidence intervals that we’d expect to contain the population proportion, if we were to repeatedly take random samples and construct confidence intervals around our point estimates.
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				 	Calculate a confidence interval and explain what it means.
 	Recognize common misinterpretations of confidence intervals.
 
  Simulation of finding confidence intervals
 Let’s continue exploring the data from a national survey of college students conducted by the American College Health Association. One of the questions posed to the participants was, “On how many of the last 7 days did you take a nap?”
 Suppose we knew that the population proportion of college students who did not take a nap in the last week was [image: 0.40], or [image: 40\%]. Of course, in reality, we wouldn’t know the population proportion, but let’s assume that we did.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  If we wanted to, we could simulate taking an even larger number of samples from this population and constructing a confidence interval for each one. Feel free to explore this further using the tool below:
 https://lumen-learning.shinyapps.io/explorecoverage/
 [Trouble viewing? Click to open in a new tab.]
 If we were to continue to repeatedly take more and more samples from the population and construct a confidence interval for each one, we would expect the proportion of confidence intervals containing the population proportion to be equal to the chosen confidence level.
 Put another way, if we were constructing [image: 95\%] confidence intervals, then in the long run, we would expect [image: 95\%] of the intervals to contain the population proportion.
 An important takeaway is that the chosen confidence level is associated with the method used to create the interval and not the likelihood that an individual interval contains the population proportion.
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				 	Calculate a confidence interval and explain what it means.
 	Recognize common misinterpretations of confidence intervals.
 
  Interpretation of a confidence interval
 As we simulated finding confidence intervals, we learned that a chosen level of confidence is associated with the method used to create the interval and not the likelihood that an individual interval contains the population proportion.
 This means that any time we provide a statement to interpret a confidence interval’s meaning, we should state that the confidence level is a measure of our confidence in the method.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The interpretation of a confidence interval depends on the confidence level. For example, using a [image: 95\%] confidence level, the interpretation would be:
 We can be [image: 95\%] confident that the interval from ___ to ___ captures the true population proportion of _______. 
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				 	Calculate a confidence interval and explain what it means.
 	Recognize common misinterpretations of confidence intervals.
 
  Wear Sunscreen!
 [image: Image of a yellow umbrella blocking the sun.]
 According to the Centers for Disease Control and Prevention (CDC), when you are outdoors, you may be exposed to the sun’s harmful ultraviolet (UV) rays. You are at the highest risk for UV exposure when you are traveling near the equator, during summer months, at high elevations, or between [image: 10]AM to [image: 4]PM. You can also be exposed to UV rays on cloudy days and during the winter. UV rays reflect on the snow, sand, and water.
 Without protection from the sun’s ultraviolet (UV) rays, damage can be done to your skin in as little as [image: 15] minutes. Over time, this damage can increase the risk of developing skin cancer; thus, it is important to always practice “sun safety,” such as wearing sunscreen and sunglasses and taking breaks in the shade.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Conditions for confidence intervals for proportions  When constructing confidence intervals for a proportion, remember that it is important to first confirm that the following conditions are met:
 	Random sampling is used.
 	The sample is less than [image: 10\%] of the population. (Although it is not specified, we can typically assume that the sample is less than [image: 10\%] of the population.)
 	The sample is large enough that [image: n\hat{p} \geq 10] and [image: n(1 − \hat{p}) \geq 10].
 
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Centers for Disease Control and Prevention. (2018, December 13). Sun exposure. https://wwwnc.cdc.gov/travel/page/sun-exposure ↵
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				 	Calculate a confidence interval and explain what it means.
 	Recognize common misinterpretations of confidence intervals.
 
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Exposure to UV radiation from the sun damages your skin, and increases your risk of developing skin cancer, wrinkles and age spots. Children are especially vulnerable because they tend to spend more time outdoors and can burn easily. Here are four ways you can protect yourself and your family from UV radiation damage:
 	Avoid sun exposure in the middle of the day — between [image: 10]AM and [image: 4]PM — when the UV rays are strongest.
 	Use a broad-spectrum sunscreen with a sun protection factor, or SPF, of at least [image: 30], even on cloudy days.
 	Wear sunglasses that block both types of UV radiation — UVA and UVB rays.
 	Sunscreens don’t provide complete protection from UV rays. You also should protect your skin with dark, tightly woven clothing that covers your arms and legs, and a broad-brimmed hat that provides more protection than a baseball cap or visor. [1]
 
 Choose Your Own Dataset
 For this problem, you'll calculate a confidence interval and interpret it.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  
	https://newsnetwork.mayoclinic.org/discussion/consumer-health-the-importance-of-sunscreen-sunglasses-and-protective-clothing-for-adults-and-children/#:~:text=Too%20much%20UV%20light%20can,is%20also%20called%20snow%20blindness. ↵
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		Sample Size for Proportions: Learn It 1

								

	
				 	Find the required sample size for a desired margin of error and population’s confidence interval.
 
  How many samples are sufficient?
 We would like to understand how sample size affects the margin of error. We also want to know how to determine the sample size needed to achieve a desired margin of error.
 https://lumen-learning.shinyapps.io/sampdist_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sample Size for Proportions: Learn It 2

								

	
				 	Find the required sample size for a desired margin of error and population’s confidence interval.
 
  The equation for margin of error ([image: ME]) is [image: ME = z^{*} \cdot (\text{standard error})] The equation for standard error for a proportion is [image: \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}], where [image: \hat{p}] is the sample proportion and [image: n] is the sample size.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s explore how sample size affects the margin of error.
 https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sample Size for Proportions: Learn It 3

								

	
				 	Find the required sample size for a desired margin of error and population’s confidence interval.
 
  It is important to note that the formula [image: ME = z^{*} \cdot (\text{standard error})] is valid only if certain conditions are met: 	Random sampling is used.
 	The sample is less than 10% of the population.
 	The sample is large enough that [image: n\hat{p} \geq 10] and [image: n(1-\hat{p}) \geq 10].
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sample Size for Proportions: Learn It 4

								

	
				 	Find the required sample size for a desired margin of error and population’s confidence interval.
 
  Sample Size Needed for Proportions
 Researchers can use the margin of error formula, [image: ME = z^{*} \cdot \sqrt{\frac{\hat{p}(1-\hat{p})}{n}}], to determine the minimum sample size needed to produce a given margin of error by solving for [image: n].
 The rearranged formula to find the sample size needed for proportion:
 [image: n = \hat{p}(1-\hat{p})(\frac{z^{*}}{ME})^{2}]
 Notice that this formula requires the researcher to know the value of [image: \hat{p}], which is unknown. However, researchers often have preliminary data or prior research that can be used to estimate [image: \hat{p}].
 If there is no way to estimate [image: \hat{p}], researchers will find the largest possible n by setting [image: \hat{p}] to [image: 0.5]. (Try it! The largest value you can get for [image: \hat{p}(1-\hat{p})]) is [image: 0.25] when you set [image: \hat{p}] to [image: 0.5].) We can also use our statistical tool to help us calculate the sample size.
 https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Using the conservative [image: \hat{p} = 0.5] approach always yields a larger than necessary sample size. 
	

			
			


		
	
		
			
	
		227

		Sample Size for Proportions: Apply It 1

								

	
				 	Find the required sample size for a desired margin of error and population’s confidence interval.
 
  Is my sample big enough?
 We encounter a variety of statistics on a daily basis. Journalists report polling data on upcoming elections, advertisers tell us how many people prefer their products over competitors, and healthcare researchers tell us the prevalence of a given disease across the country. Responsible researchers remind us that these reported statistics fall within a margin of error, but the size of that margin can vary greatly from study to study.
 [image: A woman at her desk looking at graphs of data and taking notes.]
 Recall that we can calculate the minimum sample size necessary for a study if we know the desired confidence level, the acceptable margin of error, and the population proportion. (Alternately, we can take a conservative approach and use [image: 0.5] for the proportion.)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Intervals for the Difference in Population Proportions: Learn It 1

								

	
				 	Calculate a confidence interval for the difference in proportions of two groups.
 	Make conclusions based on a confidence interval.
 
  Who gets more job callbacks?
 Do job callbacks differ based on the perceived gender of the applicant?
 To examine this question, we will analyze data from an experiment[1] that assessed the impact of gender and race on a job applicant receiving a callback, the opportunity to progress to the next part of the applicant process based on their application.
 Note: The researchers randomly assigned names that are commonly associated with particular races and genders.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Though we have an estimate, or a “best guess,” for the difference in proportions of applicants who received callbacks between the two groups, we expect there is some variability. In other words, if we calculated the difference in the proportions of applicants who received callbacks from two other random samples of [image: 3,746] applicants who were perceived as female and [image: 1,124] applicants who were perceived as male, we would expect to get a different (yet probably close) value of [image: \hat{p}_F - \hat{p}_M] compared to what we did in the previous exercise.
 
	Bertrand, M. & Mullainathan, S. (2004). Are Emily and Greg more employable than Lakisha and Jamal? A field experiment on labor market discrimination. American Economic Review 94(4), 991–1013. DOI: 10.1257/0002828042002561. http://www.nber.org/papers/w9873 ↵
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		Confidence Intervals for the Difference in Population Proportions: Learn It 2

								

	
				 	Calculate a confidence interval for the difference in proportions of two groups.
 
  Independent and dependent samples
 Similar to a single proportion, we can calculate a confidence interval to obtain a plausible range of values the true difference in proportions takes, assuming certain conditions hold.
 There are two different methods for calculating confidence intervals for the difference in proportions. The method you use depends on whether the two groups are independent or dependent (paired).
 If the two groups are independent, the sample for one group is drawn independently of the other group. Knowing the observations of one group does not provide useful information about the other sample. Additionally, the groups can be different sizes.  If the two groups are dependent (also known as paired), the samples for the two groups are not drawn independently of one another. Knowing the observations of one group does provide useful information about the other sample. Additionally, both groups must be the same size. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In addition to samples’ independence, three more conditions need to be satisfied when calculating confidence intervals for the difference between two proportions.
 conditions when calculating confidence intervals
 The three conditions when calculating confidence intervals for the difference between two proportions are:
 	Random samples: The observations represent a random sample of the population.
 	Independence: The individual observations within each population are independent. That means, when sampling without replacement, the sample size is less than [image: 10%] of the population.
 	Sample size: [image: n_{1}\hat{p}_{1} \geq 10], [image: n_{1}(1-\hat{p}_{1})\ge 10] and [image: n_{2}\hat{p}_{2} \geq 10], [image: n_{2}(1-\hat{p}_{2}) \ge 10] 
 
  For the job callback example, the researchers randomly assigned names that are commonly associated with particular races and genders. Thus, our sample also satisfied the first condition.
 For the third condition, let’s show that we have the necessary sample size. 	[image: n_{1}\hat{p}_{1} = 309 \geq 10] since [image: 309] applications with female-perceived names received callbacks
 	[image: n_{2}\hat{p}_{2} = 83 \geq 10] since [image: 83] applications with male-perceived names received callbacks
 
 We also check that the number of applications that did not receive callbacks meets the condition:
 	[image: n_{1}(1-\hat{p}_{1}) = 3746-309 = 3437 \geq 10]
 	[image: n_{2}(1-\hat{p}_{2}) = 1124-83 = 1024 \geq 10]
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		Confidence Intervals for the Difference in Population Proportions: Learn It 3

								

	
				 	Calculate a confidence interval for the difference in proportions of two groups.
 	Make conclusions based on a confidence interval.
 
  Difference in Proportions
 Our primary goal is to use the data to examine whether there’s a difference in the proportion of callbacks for applications the researchers identified as being perceived as female and the proportion of callbacks for applications the researchers identified as being perceived as male.
 It is not feasible to simulate every possible sample to derive an exact sampling distribution in this scenario. Instead, we can use mathematical theory to derive expressions for the mean and standard deviation of the sampling distribution for the difference in proportions.
 Sampling Distribution for the Difference in Proportions
 When certain conditions apply, the sampling distribution tells us three things about the distribution of [image: \hat{p}_{1} - \hat{p}_{2}]:
 	For large samples, the distribution is normal.
 	The distribution has a mean of [image: \hat{p}_{1} - \hat{p}_{2}].
 	The distribution has a standard deviation of
 
 [image: \sqrt{\frac{p_{1}(1-p_{1})}{n_{1}} + \frac{p_{2}(1-p_{2})}{n_{2}}}].
 Similar to previous calculations, we will replace [image: p_{1}] and [image: p_{2}] in the formula with the respective sample proportions [image: \hat{p}_{1}] and [image: \hat{p}_{2}]. The estimate is called the standard error. This is the estimate of the sample-to-sample variability, the random variability we expect in [image: \hat{p}_{1} - \hat{p}_{2}] if we take random samples of the same size repeatedly.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now that we have our estimate of the difference in proportions and the standard error, let’s calculate the confidence interval.
 Estimate [image: \pm] Margin of Error
 [image: (\hat{p}_1 - \hat{p}_2) \pm z^{*} \times \sqrt{\frac{\hat{p}_1(1-\hat{p}_1)}{n_{1}} + \frac{\hat{p}_2(1-\hat{p}_2)}{n_{2}}}]
 [image: 0.00864 \pm 1.96^{*} \times 0.009]
 [image: 0.00864 \pm 0.01764]
 [image: 0.00864 - 0.01764 = -0.009] and [image: 0.00864 + 0.01764 = .026]
 This gives us a confidence interval of [image: (-0.009,.026)] for the true difference in the proportion of applicants with a female-perceived name and a male-perceived name. Notice how [image: 0] is in the interval? This tells us that there is reasonably no significant difference in the true proportions.
  The [image: z]* critical value for [image: 90%], [image: 95%], and [image: 99%] are [image: 1.645], [image: 1.96], and [image: 2.576] respectively.
  Confidence Interval for Difference in Proportions
 Estimate [image: \pm] Margin of Error
 [image: (\hat{p}_1 - \hat{p}_2) \pm z^{*} \times \sqrt{\frac{\hat{p}_1(1-\hat{p}_1)}{n_{1}} + \frac{\hat{p}_2(1-\hat{p}_2)}{n_{2}}}]
 	The estimate is the difference in the sample proportions.
 	The margin of error is the width of the confidence interval and is comprised to two parts: 	[image: z^{*}]: The z critical value; this is the point on the standard normal distribution such that the proportion of area under the curve between [image: -z^{*}] and [image: +z^{*}] is [image: C], the confidence level.
 	Standard error: A measure of the sample-to-sample variability.
 
 
 
  In practice, we can either use the formula or use technology to calculate the confidence interval. Let’s use technology to calculate the confidence interval.
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		Confidence Intervals for the Difference in Population Proportions: Learn It 4

								

	
				 	Calculate a confidence interval for the difference in proportions of two groups.
 	Make conclusions based on a confidence interval.
 
  Confidence interval for the difference in proportions
 To estimate a difference between two population proportions (or the size of a treatment effect), we select two independent random samples and use the difference in sample proportions as an estimate. Of course, random samples vary, so we want to include a statement about the amount of error that may be present. Because the differences in sample proportions vary in a predictable way, we can also make a probability statement about how confident we are in the process that we used to estimate the difference between the population proportions. This describes a confidence interval.
 Let’s focus on using technology to calculate the confidence interval for the difference between two population proportions for independent groups.
 Steps to calculate the confidence interval: Step 1: To enter the summary data at the beginning of this preview assignment, select Number of Successes under Enter Data on the left-hand side.
 Step 2: Since we are interested in calculating the confidence interval for [image: \hat{p}_{group1} - \hat{p}_{group2}], assign the correct variable to Group 1 and Group 2.
 Step 3: Enter the number of successes and sample sizes for each group in the tool. You can add informative group labels by clicking Provide Labels for: Groups.
 Step 4: Change the confidence interval using the slider on the left-hand side accordingly.
  https://lumen-learning.shinyapps.io/2sample_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Intervals for the Difference in Population Proportions: Apply It 1

								

	
				 	Calculate a confidence interval for the difference in proportions of two groups.
 	Make conclusions based on a confidence interval.
 
  Analyzing voting behavior
 [image: Image of a person voting at a voting booth.]
 One of the most important rights of American citizens is the franchise—the right to vote.[1] The American electoral system is called a two-party system. That means that two parties dominate the political field. They are the Republican Party and the Democratic Party.[2]
 Let’s investigate if there are differences in voting behaviors between eligible voters who affiliate with one of the two major political parties in the United States (Democrats and Republicans) and those who do not. Specifically, we will look at the difference in the proportions of “regular voters” between the two groups. In these data, a “regular voter” is a person who indicated that they voted in “all or all-but-one of the elections they were eligible for” in the survey.
 The authors in the FiveThirtyEight article “Why Many Americans Don’t Vote”[3] limited their analysis to only include survey responses from voters who were eligible for at least four election cycles. For this activity, we will also limit our data to this group.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The data come from the data journalism website FiveThirtyEight. The data were originally collected as part of an online survey conducted by Ipsos, where respondents answered demographic questions along with questions about political party affiliation and voting behavior.
 The data contain information for [image: 3,594] respondents who said they identify with a major party (Republican or Democrat) and [image: 2,242] respondents who said they do not have a major party affiliation. All the respondents had been eligible to vote for at least four election cycles at the time of the survey. The primary variables of interest are:
 	party_id: Republican, Democrat, or Other
 	major_party: Yes if the respondent identified as Republican or Democrat; no otherwise
 	regular_voter: Yes if the respondent voted in all or all-but-one of the elections they were eligible for; no otherwise
 
 Of the [image: 3,594] respondents with a major party affiliation, [image: 1,255] were regular voters. Of the [image: 2,242] respondents with no major party affiliation, [image: 556] were regular voters.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.whitehouse.gov/about-the-white-house/our-government/elections-and-voting/ ↵
	https://en.wikipedia.org/wiki/Political_parties_in_the_United_States ↵
	Thomson-DeVeaux, A., Mithani, J., & Bronner, L. (2020, October 26). Why many Americans don’t vote. FiveThirtyEight. https://projects.fivethirtyeight.com/non-voters-poll-2020-election/ ↵
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		Confidence Intervals for the Difference in Population Proportions: Apply It 2

								

	
				 	Calculate a confidence interval for the difference in proportions of two groups.
 	Make conclusions based on a confidence interval.
 
  Confidence intervals for the difference in proportions
 Our primary goal is to use the data to examine whether there’s a difference in the proportions of regular voters between eligible voters who said they affiliate with a major political party ([image: p_{1}]) and those who said they don’t ([image: p_{2}]).
 Ideally, we would have complete data about the two populations of interest (eligible voters with and without a major party affiliation) so we could calculate [image: p_{1} - p_{2}] directly. However, we don’t have complete data on each population, so we’ll use our samples to draw conclusions about the differences between these two groups.
 Let’s analyze this data set using our statistical tool.
 https://lumen-learning.shinyapps.io/2sample_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Though we have a “best guess” for the difference in proportions of regular voters between the two groups, we expect there is some variability associated with that guess. In other words, if we calculated the difference in proportions of regular voters from two other random samples of [image: 3,594] eligible voters with a major party affiliation and [image: 2,242] eligible voters without an affiliation, we would expect to get a different (yet probably close) value of [image: \hat{p}_{1} - \hat{p}_{2}] than we did in the previous question.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Intervals for the Difference in Population Proportions: Apply It 3

								

	
				 	Calculate a confidence interval for the difference in proportions of two groups.
 	Make conclusions based on a confidence interval.
 
  Conditions for the Confidence Intervals for the Difference in Proportions
 Similar to when we use a confidence interval to draw conclusions about a single proportion, we need to check a set of conditions to ensure the interval is appropriate for the data.
 The three conditions when calculating confidence intervals for the difference between two proportions are: 	Random samples: The observations represent a random sample of the population.
 	Independence: The samples are independently selected.
 	Sample size: [image: n_{1}\hat{p}_{1} \geq 10] and [image: n_{2}\hat{p}_{2} \geq 10]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Making Inferences
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 10 - Hypothesis Testing for Population Proportions
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		Module 10: Background You'll Need 1

								

	
				 	Identify population, parameter, sample, and statistic in a given study.
 
  Surprising Water Samples
 The Flint water crisis is a public health crisis that started in 2014 after the drinking water for the city was contaminated with lead.[1] During that event, the city of Flint switched water sources, and the residents began to suspect that their water was contaminated with lead. The Michigan Department of Environmental Quality (DEQ) claimed that the water was compliant with federal regulations and that there was not a contamination problem. The federal guidelines for water safety state that a city is compliant if at least [image: 90\%] of water samples obtained from residences have lead in the water under [image: 15] parts per billion (ppb). A water sample is “contaminated” if it contains lead at [image: 15] ppb or above. In other words, under [image: 10\%] of residences would need to be contaminated in order for the city to be compliant.
 The residents of Flint suspected that more than [image: 10\%] of the homes in the city had contaminated water, so they took their own sample of residences with support from scientists at Virginia Tech. They tested the water from [image: 271] homes as part of the Flint Water Study (FWS), and they recorded the proportion of homes that had contaminated water.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  	A parameter is a number that describes a population.
 	A statistic is a number that we calculate from a sample.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Barry-Jester, A. M. (2016, January 26). What went wrong in Flint. FiveThirtyEight. https://fivethirtyeight.com/features/what-went-wrong-in-flint-water-crisis-michigan/ ↵
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		Module 10: Background You'll Need 2

								

	
				 	Recognize statistically unlikely outcomes.
 
  Surprising Water Samples
 The Flint water crisis is a public health crisis that started in 2014 after the drinking water for the city was contaminated with lead.[1] During that event, the city of Flint switched water sources, and the residents began to suspect that their water was contaminated with lead. The Michigan Department of Environmental Quality (DEQ) claimed that the water was compliant with federal regulations and that there was not a contamination problem. The federal guidelines for water safety state that a city is compliant if at least [image: 90%] of water samples obtained from residences have lead in the water under [image: 10%] parts per billion (ppb). A water sample is “contaminated” if it contains lead at [image: 15]ppb or above. In other words, under [image: 10%] of residences would need to be contaminated in order for the city to be compliant.
 In the Flint water crisis context, the baseline assumption was that the DEQ was correct and the city of Flint was compliant with federal water safety regulations, so the proportion of residences with contaminated water was not over [image: 10\%]. It was the Flint Water Study (FWS)’s responsibility to provide evidence that the city was really not compliant and that there was actually a higher proportion of homes with contaminated water.
 The question we want to ask here is, “If Flint was compliant with federal water safety regulations, was the FWS sample result surprising?”
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An event is considered statistically unlikely if it has a low probability of occuring by chance alone. Researchers will set the threshold of what they consider unlikely, but a common standard is less than [image: 5%].
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 10: Background You'll Need 3

								

	
				 	Calculate and interpret [image: z]-scores.
 
  standardized scores ([image: z]-score)
 A standardized score describes how far a data value is from the mean in terms of the standard deviation. To compute standardized scores, subtract the mean and then divide by the standard deviation.
 [image: \text{standardized score} = z = \frac{\text{data value }-\text{ mean}}{\text{standard deviation}}]
  For example, a standardized score of [image: -2] means that the data value is [image: 2] standard deviations below the mean.
 Standardized scores are useful for deciding whether a value is unusual relative to its distribution. They are also useful for comparing values that are on different scales.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 10: Background You'll Need 4

								

	
				 	Use a normal distribution to describe sampling variability.
 
  sampling distribution of a sample proportion
 A normal distribution can be used to describe the sampling distribution of a sample proportion as long as the sample size is large enough:
 [image: np \geq 10] and [image: n(1-p) \geq 10]
 The center of the sampling distribution will be equal to the value of the population proportion, [image: p].
 The standard error can be used to describe the spread of the sampling distribution. When the population proportion is known, the standard error calculated using the following formula is the standard deviation of the sampling distribution.
 [image: SE = \sqrt{\frac{p(1-p)}{n}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 10: Background You'll Need 5

								

	
				 	Compare and order decimals.
 
  Percent means “out of one hundred.” Percentages may be written as fractions or as decimals. Depending upon the use, one form may be preferred over the other, but they are equivalent.mTo convert a percentage into a probability, you divide the percentage by [image: 100], which is the same as moving the decimal point two places to the left. [image: The number 123.4567 is in green, with the base of 10 each number is in the position of listed in black.]
 To compare decimals that are between [image: 0] and [image: 1], always start in the tenths place. The decimal with the larger value in the tenths place is bigger. If they are the same, move on to the hundredths place and compare. If these values are the same, keep moving to the right and repeat the process until you find one that is bigger or you find out the decimals are equal.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 10: Background You'll Need 6

								

	
				 	Identify and interpret the difference between sample proportions.
 
  Proportions
 A Pew Research Center survey conducted in January 2021 about American adults’ perceptions of the financial impact of the COVID-19 pandemic.[1] Note: The survey was conducted in January 2021; the COVID-19 pandemic began in March 2020.
 The survey randomly selected [image: 10,334] U.S. adult respondents. The graphic below shows the percentages of respondents saying that, compared with one year earlier, their financial situations (and that of their families) were better, worse, or about the same.
 [image: xThe figure shows three columns and 5 rows. The first row is a header row and it labels each column “Better”, “Worse”, and “About the same”, respectively. The second row, representing the responses of all adults, shows 30 “better” responses, 21 “worse” responses, and 49 “about the same” responses. The third row, representing the responses of lower income adults, shows 22 “better” responses, 31 “worse” responses, and 46 “about the same” responses. The fourth row, representing the responses of middle income adults, shows 32 “better” responses, 18 “worse” responses, and 49 “about the same” responses. The fifth row, representing the responses of upper income adults, shows 39 “better” responses, 11 “worse” responses, and 50 “about the same” responses.]
 Note: Some rows do not add to [image: 100\%] because the shares of respondents who didn’t offer answers are not shown.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An inequality is a mathematical statement that compares two expressions using the ideas of greater than or less than. Special symbols are used in these statements. When you read an inequality, read it from left to right—just like reading text on a page.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Horowitz, J. M., Brown, A., & Minkin, R. (2021, March 5). A year into the pandemic, long-term financial impact weighs heavily on many Americans. Pew Research Center. https://www.pewresearch.org/social-trends/2021/03/05/a-year-into-the-pandemic-long-term-financial-impact-weighs-heavily-on-many-americans/ ↵
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		Null and Alternative Hypotheses: Learn It 1

								

	
				 	Write a null and alternative hypothesis for a hypothesis test.
 	Decide if a sample statistic provides enough evidence to reject the null hypothesis.
 
  
  One or more interactive elements has been excluded from this version of the text. You can view them online here: https://printed.lumenlearning.com/stats/?p=313#oembed-1 
 
  Is it fair?
 Suppose that you are playing a game with your friend that involves flipping a coin. What if you wanted to investigate whether the coin you and your friend are using in your game is fair?
 When you are playing a game with your friend that involves flipping a coin, you have a baseline assumption when you start playing the game with your friend: the coin is fair. This assumption is called the null hypothesis.
 Suppose in one round of play, your friend gets [image: 8] heads out of the [image: 10] total flips. Would you be surprised? Results like this may suggest that the coin is, in fact, not fair and tends to favor heads. This is what we call an alternative hypothesis. 
 In reality, the probability of flipping a coin and getting heads more than 8 times out of 10 is [image: 5.24\%]. Do you think the coin is fair?
  null hypothesis
 The null hypothesis, [image: H_{0}], is what we assume to be true to begin with. It is often a statement of no change from the previous value or from what is expected (e.g., we expect a coin to be fair).
 	The null hypothesis, [image: H_{0}], is always given in the form: [image: \text{parameter} = \text{null value}].
 	For proportion, our parameter is population proportion, denoted [image: p], therefore our null hypothesis is [image: H_0: p = \text{null value}]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  alternative hypothesis
 The alternative hypothesis, [image: H_{A}], is what we consider to be plausible if the null hypothesis is false. It usually represents a change or difference from what the null hypothesis states, and we want to test if that difference is supported by evidence from a sample. The alternative hypothesis answers the question, “Do we think the actual parameter is larger than, smaller than, or just different from the null value, where the null value is the value specified in the null hypothesis?”
 	The alternative hypothesis, [image: H_{A}], is always given as an inequality: 	[image: \text{parameter}>\text{null value}],
 	[image: \text{parameter}<\text{null value}], or
 	[image: \text{parameter} \neq \text{null value}].
 
 
 	For a proportion, the alternative hypothesis can be: 	[image: H_{A}: p>\text{null value}],
 	[image: H_{A}: p<\text{null value}], or
 	[image: H_{A}: p \neq \text{null value}].
 
 
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypotheses: Learn It 2

								

	
				 	Write a null and alternative hypothesis for a hypothesis test.
 	Decide if a sample statistic provides enough evidence to reject the null hypothesis.
 
  Is it fair?
 Recall the scenario: Suppose that you are playing a game with your friend that involves flipping a coin. Each round consists of flipping the coin [image: 10] times. In one round of play, your friend gets [image: 8] heads out of the [image: 10] total flips.
 If you wanted to claim that your friend was indeed cheating, you would need to produce evidence in order to prove that their coin was not fair. Statistics is a very useful tool in this scenario and can be used to test these kinds of hypotheses.
 hypothesis test
 In a statistical hypothesis test:
 	The null hypothesis, [image: H_{0}], is what we assume to be true to begin with. It is often a statement of no change from the previous value or from what is expected.
 
 [image: H_0: p = \text{null value}]
 	The alternative hypothesis, [image: H_{A}], is what we consider to be plausible if the null hypothesis is false.
 
 [image: H_{A}: p>\text{null value}]
 [image: H_{A}: p<\text{null value}]
 [image: H_{A}: p \neq \text{null value}]
 	The evidence used is probability. The statistical evidence that we gather is always evidence in support of the alternative hypothesis and against the null hypothesis. We ask ourselves the question, “Do we have enough evidence to reject the null hypothesis?”
 	The outcomes of the hypothesis test are either: 	We reject the null hypothesis (we have gathered enough evidence).
 	We fail to reject the null hypothesis (we have not gathered sufficient evidence, so we cannot reject the starting assumption).
 
 
 
  Before we can conduct a hypothesis test and calculate the probability, we need to check if the conditions for the hypothesis test have been met.
  The Central Limit Theorem states that, as the sample size gets larger, the distribution of the sample proportion will become closer to a normal distribution. If [image: np\geq 10] and [image: n(1-p) \geq 10], then the Central Limit Theorem states that the distribution of the sample proportions follows an approximate normal distribution with mean [image: p] and standard deviation [image: \sqrt{\frac{p(1-p)}{n}}] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypotheses: Learn It 3

								

	
				 	Write a null and alternative hypothesis for a hypothesis test.
 	Decide if a sample statistic provides enough evidence to reject the null hypothesis.
 
  Is it fair?
 Recall the scenario: Suppose that you are playing a game with your friend that involves flipping a coin. Each round consists of flipping the coin [image: 10] times. In one round of play, your friend gets [image: 8] heads out of the [image: 10] total flips.
 Your friend claims the coin is fair, but you aren’t convinced. You can’t prove for certain that your friend’s coin is weighted unfairly (without special equipment, of course), but you can test your hypotheses with a sample of coin flips.
 The statistical evidence, often represented by the P-value, is used to determine the strength of the evidence against the null hypothesis. The P-value represents the probability of obtaining the observed data, or more extreme data, under the assumption that the null hypothesis is true. 	The smaller the probability, the more unlikely it is to observe the sample data given that the null hypothesis is true.
 	The larger the probability, the more likely it is to observe the sample data.
 
  If the proportion of heads in your sample is high enough, it provides strong evidence that your friend’s coin is weighted in their favor. In other words, a high enough proportion of heads would be sufficient evidence for you to reject the assumption that your friend’s coin is fair.
 Let’s suppose that you flip the coin [image: 20] times for your sample.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypotheses: Learn It 4

								

	
				 	Write a null and alternative hypothesis for a hypothesis test.
 	Decide if a sample statistic provides enough evidence to reject the null hypothesis.
 
  Is it fair?
 In your experiment of [image: 20] coin flips, you assumed your friend’s coin is fair, and that assumption was used to calculate the probability of obtaining [image: 17] or more heads. The probability of [image: 0.0013] given in the previous question is the probability of obtaining [image: 17] or more heads out of [image: 20] flips if the coin is fair, and this low probability is evidence that the coin is not fair.
 Note that no matter what probability you obtain, even if it is a high probability, it is not evidence that the coin is fair. This is because fairness was already the given assumption, and the probability was computed using the assumption that the coin is fair. If we assume something is true, we can’t use that assumption to prove that it’s true (that would be using circular logic). From our sample of coin flips, we either get enough evidence to say the coin is weighted or we don’t.
 Outcomes of the hypothesis test In hypothesis-testing language, we either get enough evidence to reject the null hypothesis or we don’t.
 	When we don’t get enough evidence to reject the null hypothesis, we fail to reject the null hypothesis.
 	NEVER accept the null hypothesis! This is because that was already our assumption to begin with.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypotheses: Apply It 1

								

	
				 	Write a null and alternative hypothesis for a hypothesis test.
 	Decide if a sample statistic provides enough evidence to reject the null hypothesis.
 
  Statistics is an important tool that helps us make inferences about a population when we are only able to consider a sample. Hypothesis testing can be used to explore whether there has been a change in a particular population parameter or whether a parameter is actually different than what had previously been assumed.
 Testing the Waters
 [image: An overhead archway sign reading 'FLINT VEHICLE CITY' against a cloudy sky, with the silhouette of a building in the background.]
 In 2014, residents of Flint, Michigan began to suspect their water was contaminated with lead after the city switched its water source. The Michigan Department of Environmental Quality (DEQ) conducted an investigation and found Flint’s water to be compliant with federal water safety regulations, which require that under [image: 10\%] of homes yield water samples that have lead levels of [image: 15] parts per billion (ppb) or above. However, the residents of the city were not convinced, and they took their own sample of residences as part of the Flint Water Study (FWS).[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	Barry-Jester, A. M. (2016, January 26). What went wrong in Flint. FiveThirtyEight. https://fivethirtyeight.com/features/what-went-wrong-in-flint-water-crisis-michigan/ ↵



	

			
			


		
	
		
			
	
		246

		Null and Alternative Hypotheses: Apply It 2

								

	
				 	Write a null and alternative hypothesis for a hypothesis test.
 	Decide if a sample statistic provides enough evidence to reject the null hypothesis.
 
  The federal guidelines for water safety state that a city is compliant if at least [image: 90\%] of water samples obtained from residences have lead in the water under [image: 15] parts per billion (ppb). A water sample is “contaminated” if it contains lead at [image: 15] ppb or above. In other words, under [image: 10\%] of residences would need to be contaminated in order for the city to be compliant.
 The residents of Flint suspected that more than [image: 10\%] of the homes in the city had contaminated water, so they took their own sample of residences as part of the Flint Water Study (FWS) with support from scientists at Virginia Tech.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  How likely would it have been for the FWS to obtain a sample with a proportion of contaminated residences as high as [image: 20\% = 0.20] if the city was actually compliant? We can use the sampling distribution of the sample proportion and the normal distribution to determine this probability.
 Since the normal distribution is continuous, it does not make sense to consider the probability of obtaining a sample with exactly [image: 20\%] of the residences contaminated (which would be [image: 0]). So, since we’re interested in the fact that the sample proportion was that high, we consider how likely we are to get a proportion that high or higher. In other words, how likely are we to have a sample proportion fall in that high range of [image: 20\%] or more if the true population proportion is only [image: 10\%]?
 In this case, if the actual proportion of contaminated residences was only [image: 10\%], the probability of obtaining a sample with [image: 20\%] or more of residences yielding contaminated samples would be:
 [image: P(\hat{p}\geq 0.2) = 0.000002]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypotheses: Apply It 3

								

	
				 	Write a null and alternative hypothesis for a hypothesis test.
 	Decide if a sample statistic provides enough evidence to reject the null hypothesis.
 
  The Flint Water Study (FWS) tested the water from [image: 271] homes and found contaminated water samples in [image: 20\%] of their sample.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Notice that in conducting this hypothesis test, we began by assuming the null hypothesis was true (i.e., it was already the assumption that Flint was compliant with federal regulations). The Flint Water Study (FWS) then collected evidence in support of the alternative—that Flint was not compliant. The possibilities are then that the FWS obtained enough evidence to reject the null hypothesis or that it did not obtain enough evidence to reject the null hypothesis.
 The only possible conclusions of a hypothesis test are to reject the null hypothesis or to fail to reject the null hypothesis. There is never a conclusion to a hypothesis test in which one “accepts” the null hypothesis. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Based on the results of the Flint Water Study, as well as a study done by a pediatrician on the blood lead levels of children in Flint, the city switched the water supply back to the previous source, and the governor declared a state of emergency a few months later.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Read more about Flint water infrastructure:
 	Lead testing results for water sampled by residents. (2015, September). Flint Water Study Updates. Retrieved from http://flintwaterstudy.org/information-for-flint-residents/results-for-citizen-testing-for-lead-300-kits/
 	Barry-Jester, A. M. (2016, February 23). When will Flint’s water be safe to drink? FiveThirtyEight. https://fivethirtyeight.com/features/when-will-flints-water-be-safe-to-drink/
 	https://www.epa.gov/flint
 	https://en.wikipedia.org/wiki/Flint_water_crisis
 
 
	Barry-Jester, A. M. (2016, January 26). What went wrong in Flint. FiveThirtyEight. https://fivethirtyeight.com/features/what-went-wrong-in-flint-water-crisis-michigan/ ↵
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		One-Sample Hypothesis Test for Proportions: Learn It 1

								

	
				 	Complete a one-sample [image: z]-test for proportions from hypotheses to conclusions.
 	Use a P-value to explain the conclusions of a completed [image: z]-test for proportions.
 
  One-Sample Hypothesis Test ([image: z]-test) for Proportions
  Hypothesis testing is part of inference. In inference, we use a sample to draw a conclusion about a population. So, the purpose of a hypothesis test is to use sample data to test a claim about a population parameter.
 From the claim, we state an assumption about the value of the population parameter. Could the data have come from this population? Or is the sample proportion too far off? It depends on how much random samples from this population vary. We make a judgment about whether the sample proportion is likely or unlikely to occur based on a sampling distribution for the parameter. If the data supports our claim and is unlikely, then we doubt our assumption about the population proportion.
 Let’s conduct a hypothesis test!
 In a hypothesis test, the first step is to clearly state the null hypothesis ([image: H_{0}]) and the alternative hypothesis ([image: H_{A}]).
 The null hypothesis, [image: H_{0}], is what we assume to be true to begin with. This can often be considered the status quo, and as a result, if you cannot accept the null, it requires some action. 	For proportion, our parameter is population proportion, denoted [image: p], therefore our null hypothesis is [image: H_0: p = \text{null value}]
 
 The alternative hypothesis, [image: H_{A}], is what we consider to be plausible if the null hypothesis is false. This is usually what the researcher is trying to prove.
 	The alternative hypothesis can be: 	[image: H_{A}: p>\text{null value}],
 	[image: H_{A}: p<\text{null value}], or
 	[image: H_{A}: p \neq \text{null value}].
 
 
 
  The second step in a hypothesis test is to check whether the conditions or assumptions for the test have been met.  Conditions for the hypothesis test. For testing a one-sample [image: z]-test for proportions, we require: 	Large counts: Check that [image: np\ge10] and [image: n(1-p)\ge10].
 	Random samples/assignment: Check that the sample is a random sample.
 	10% population size: Check that the sample size, [image: n], is less than 10% of the population size, [image: N]: [image: n<0.10(N)]
 
  Internet Access
 [image: A young child using a computer to browse the Internet]
 The coronavirus outbreak has driven many commercial and social activities online, and for some, the internet has become an ever more crucial link to those they love and the things they need. As Americans turn to the internet for critical purposes, there are rekindled debates about how the digital divide – that is, the gap between those who do or do not have access to technology – may hinder people’s ability to complete everyday tasks or even schoolwork.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   
	https://www.pewresearch.org/internet/2020/04/30/53-of-americans-say-the-internet-has-been-essential-during-the-covid-19-outbreak/ ↵
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		One-Sample Hypothesis Test for Proportions: Learn It 2

								

	
				 	Complete a one-sample [image: z]-test for proportions from hypotheses to conclusions.
 	Use a P-value to explain the conclusions of a completed [image: z]-test for proportions.
 
  Test Statistic
 To draw a conclusion using data, first we have to calculate a test statistic. A test statistic is used in a hypothesis test to decide whether the data support or reject the null hypothesis.
 test statistic ([image: z]-statistic)
 A test statistic measures the distance between the sample statistic and the null hypothesis value in terms of the hypothesized standard deviation of the null hypothesis value.
  
 [image: \text{test statistic}:  z = \dfrac{\text{sample statistic }-\text{ null hypothesis value}}{\text{standard deviation of the null hypothesis value}}]
 [image: \text{test statistic}:  z = \dfrac{\stackrel{ˆ}{p}-p_0}{\sqrt{\frac{p_0(1-p_0)}{n}}}]
 where [image: \stackrel{ˆ}{p}] is the sample statistics and [image: p_0] is the null hypothesis value.
  
 When the sample statistic is a proportion, the test statistic is also called a [image: z]-statistic.
  z-score formula A standardized value, or [image: z]-score, is the number of standard deviations an observation is away from the mean.
 [image: z=\dfrac{\text{Observed Value}-\text{mean}}{\text{standard deviation}} = \dfrac{x-\mu}{\sigma}]
 For the sampling distribution of a sample proportion, the mean is [image: p] and the standard deviation is [image: \sqrt{\frac{p(1-p)}{n}}].
 Thus, the [image: \text{test statistic}:  z = \dfrac{\stackrel{ˆ}{p}-p}{\sqrt{\frac{p(1-p)}{n}}}]
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The [image: z]-score (the test statistic) tells us how far the sample proportion is from the null hypothesis. The test statistic assesses how consistent the sample data collected are with the null hypothesis in a hypothesis test. We can use this statistic to find the probability of how likely it is that the data would have occurred by random chance.
 Assuming the sample size is large enough ([image: np \geq 10, n(1-p) \geq 10]), we can then use the normal distribution to calculate such probability, which we can use to make an inference to draw conclusions about the population parameter.
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		One-Sample Hypothesis Test for Proportions: Learn It 3

								

	
				 	Complete a one-sample [image: z]-test for proportions from hypotheses to conclusions.
 	Use a P-value to explain the conclusions of a completed [image: z]-test for proportions.
 
  P-value
 At what point in data collection and testing does the test statistic seem unusual? How do we measure “unusual?” In a statistical hypothesis test, the evidence used is probability.
 P-value
 We define the P-value as the probability of obtaining a test statistic at least as extreme (in the direction of the alternative hypothesis) as the one that is actually seen if the null hypothesis is true.
  The statistical evidence that we gather is always evidence in support of the alternative hypothesis and against the null hypothesis. We ask ourselves the question, “Do we have enough evidence to reject the null hypothesis?” The P-value answers the question: “How unlikely is the sample data given that the null hypothesis is true?”
 Consider a hypothesis test with a test statistic of [image: z=1]. The P-value is the area under the curve of the standard normal distribution in the direction of the alternative hypothesis:
 	If [image: H_a: p \lt z^*] 	If [image: H_a: p> z^*] 	If [image: H_a: p\ne z^*] 
 	[image: A normal distribution curve labeled where z = 1 with the left side shaded. The probability is shown as 84.13%.] 	[image: A standard normal distribution with z = 1 labeled and shaded to the right. The probability is listed as 15.87%.] 	[image: A standard normal distribution with z = -1 and z = 1 labeled. The graph is shaded to the left of z = -1 and to the right of z = 1. The percentage is shown as 31.73%.] 
 	P-value = [image: .8413] 	P-value = [image: .1587] 	P-value = [image: .3173] 
  
 The P-value is the probability of the shaded area, typically written as a decimal to the nearest thousandth.
  It is important to remember that a P-value is a probability, which means that it is a number between [image: 0] and [image: 1].
 	The smaller the P-value is, the more unlikely it is to observe the sample data given that the null hypothesis is true. Thus, the evidence against the null hypothesis is stronger and is in favor of the alternative hypothesis.
 	The larger the P-value is, the more likely it is to observe the sample data. Thus, the evidence against the null hypothesis is weaker.
 
  Important note:
 A hypothesis test can be one-sided or two-sided. The example about internet access was a one-sided hypothesis test. The P-value was the area of the right (upper) tail because we want to test if the percentage has increased since 2020.
 If the inequality in the alternative hypothesis is [image: <] or [image: >], the test is one-sided. 	If the inequality in the alternative hypothesis is [image: <], you have a lower-tailed test.
 	If the inequality in the alternative hypothesis is [image: >], you have an upper-tailed test.
 
 If the inequality is [image: ≠], the test is two-sided, or two-tailed. The P-value for a two-tailed test is [image: 2*P(|z|>z^*)] or double the corresponding one-tailed test.
  Let’s calculate our P-value. Use the statistical tool to answer the next question.
 https://lumen-learning.shinyapps.io/normaldist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		One-Sample Hypothesis Test for Proportions: Learn It 4

								

	
				 	Complete a one-sample [image: z]-test for proportions from hypotheses to conclusions.
 	Use a P-value to explain the conclusions of a completed [image: z]-test for proportions.
 
  Making a Decision Based on P-value and Significance Level
 A P-value can assist us in determining whether or not we have evidence to reject the null hypothesis. Once a P-value is calculated, we compare it to the significance level in order to decide whether we have enough evidence to reject the null hypothesis in favor of the alternative hypothesis.
 In statistics, we establish a “cut-off” value. There is no absolute cut-off value, but typically we use [image: 5\%]. This [image: 5\%] represents the extreme areas under the curve, which means they represent unusual values. We compare the P-value to [image: \alpha], which is the significance level of the test.
 significance level
 The significance level, [image: \alpha], is the cut-off for P-values at which we have enough evidence to reject the null hypothesis.
 Typically, small significance levels such as [image: 1\%], [image: 5\%], or [image: 10\%] are used in hypothesis testing.
  
 In order to make a claim about the null hypothesis, we write [image: \alpha] as a decimal and compare it to the P-value, as follows:
 	If P-value [image: \leq \alpha], we have enough evidence to reject the null hypothesis, and we have convincing evidence to support the alternative hypothesis.
 	Otherwise, we fail to reject the null hypothesis or do not reject the null hypothesis, and we do NOT have convincing evidence to support the alternative hypothesis. 	When we fail to reject a null hypothesis, it does not mean there is support in favor of the null hypothesis. Instead, this means that we just did not see enough evidence to be convinced that the null hypothesis is not true.
 
 
 
  Once we decide whether we have enough evidence to reject a null hypothesis, we write a statement in the context of the original question asked in order to describe the outcome of the hypothesis test. It is important to remember that we never prove that a null hypothesis is true; we only conclude that the sample data collected either do or do not support the alternative hypothesis. If we are rejecting the null hypothesis, we can write, “Since our P-value is less than __%, there is enough evidence to suggest that [rephrase the alternative hypothesis]”. If we are failing to reject the null hypothesis, we can write, “Since our P-value is more than __%, there is insufficient evidence to suggest that [rephrase the alternative hypothesis].”
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A note on P-values: Though P-values are widely used, there are some limitations on their use and significant debate as to their reliability. Recall that a P-value is calculated based on one sample of data collected, and, as a result, it may be difficult to obtain a similar P-value upon replication of an experiment. Additionally, P-values can be manipulated by increased sample size. In some studies, instead of using a P-value to answer the binary question (“Is there or is there not statistical significance?”), it may be better to consider the effect size, which answers the question “How strong is the effect in the sample?” For example, in reporting the effect size, a researcher explains by how much a treatment works rather than just if it works. Additionally, in using effect sizes, quantitative comparisons between the results of different studies can be made. 
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		One-Sample Hypothesis Test for Proportions: Learn It 5

								

	
				 	Complete a one-sample [image: z]-test for proportions from hypotheses to conclusions.
 	Use a P-value to explain the conclusions of a completed [image: z]-test for proportions.
 
  one-sample [image: z]-test of proportions
 	Write out the null and alternative hypotheses.
 	Check the conditions for the hypothesis test. For testing a one-sample [image: z]-test for proportions, we require: 	Large counts: Check that [image: np\ge10] and [image: n(1-p)\ge10].
 	Random samples/assignment: Check that the sample is a random sample.
 	10% population size: Check that the sample size, [image: n], is less than 10% of the population size, [image: N]: [image: n<0.10(N)]
 
 
 	Calculate a test statistic. 	[image: \text{test statistic}:  z = \dfrac{\stackrel{ˆ}{p}-p}{\sqrt{\frac{p(1-p)}{n}}}] where [image: \stackrel{ˆ}{p}] is the sample statistic and [image: p] is the null hypothesis value.
 
 
 
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Decision 	Conclusion 
 	If P-value [image: \le\alpha], there is enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data provide convincing evidence in support of the alternative hypothesis. 
 	If P-value [image: \gt\alpha], there is not enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data do not provide convincing evidence in support of the alternative hypothesis. 
  
 
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  Instead of calculating the test statistic by hand, like we did in the previous example about Internet Access, we can also use statistical software to compute the test statistics and the P-value.  Step 1: Under Enter Data select Number of Successes.
 Step 2: Enter the Sample Size and the # of Successes accordingly.
 Step 3: Change the Type of Inference to Significance Test.
 Step 4: Enter the Null value and change the Alternative accordingly.  https://lumen-learning.shinyapps.io/inference_prop/ [Trouble viewing? Click to open in a new tab.]
 Try it out with the example below.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		One-Sample Hypothesis Test for Proportions: Apply It 1

								

	
				 	Complete a one-sample [image: z]-test for proportions from hypotheses to conclusions.
 	Use a P-value to explain the conclusions of a completed [image: z]-test for proportions.
 
  Drinking Water
 [image: A glass of water.]
 From 2014 to early 2019, Flint, Michigan was in the news because of contaminated water.
 	To get a better idea of what has occurred in Flint, Michigan, visit https://www.nrdc.org/stories/flint-water-crisis-everything-you-need-know.
 	To understand the problems that have occurred because of lead-contaminated water here, visit: https://www.nrdc.org/stories/flint-water-crisis-everything-you-need-know#sec-whyis.
 
 According to the U.S. Environmental Protection Agency (EPA), if more than [image: 10\%] of homes in a city record over [image: 15] parts per billion (ppb) of lead in their drinking water, the city exceeds Federal standards for lead in drinking water.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		One-Sample Hypothesis Test for Proportions: Apply It 2

								

	
				 	Complete a one-sample [image: z]-test for proportions from hypotheses to conclusions.
 	Use a P-value to explain the conclusions of a completed [image: z]-test for proportions.
 
  https://lumen-learning.shinyapps.io/inference_prop/
 [Trouble viewing? Click to open in a new tab.]
 Choose Your Own Dataset
 Conduct a one-sample test for proportions.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Errors in Hypothesis Testing: Learn It 1

								

	
				 	Recognize Type I and Type II errors and their consequences.
 
  Errors
 Errors sometimes arise in hypothesis testing. This is because we are reaching a conclusion about the entire population based on a sample. We cannot eliminate hypothesis testing errors entirely.
 Sometimes, due to chance, the result of the hypothesis test does not align with reality.
 errors in hypothesis testing
 If we reject a correct null hypothesis, we are committing a type I error. If we do not reject a null hypothesis that is actually incorrect, we are committing a type II error.
 	  	Reject the null hypothesis 	Do not reject the null hypothesis 
 	Null hypothesis is correct 	Type I error 	No error 
 	Null hypothesis is incorrect 	No error 	Type II error 
  
 	[image: α] = probability of a Type I error = P(Type I error) = probability of rejecting the null hypothesis when the null hypothesis is true.
 [image: α] is also known as the significance level of the hypothesis test.
 	[image: β] = probability of a Type II error = P(Type II error) = probability of not rejecting the null hypothesis when the null hypothesis is false.
 
  The video below will walk you through how to solve the following problem. Choose your favorite instructor and follow along.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Errors in Hypothesis Testing: Learn It 2

								

	
				 	Recognize Type I and Type II errors and their consequences.
 
  How might a type I error arise?
 There are several ways in which a Type I error might arise. For example:
 	Setting a higher significance level increases the chance of rejecting the null hypothesis, making it more likely to commit a Type I error.
 	When conducting multiple hypothesis tests simultaneously, the likelihood of making at least one Type I error across all the tests increases
 	Outliers or extreme data points can disproportionately influence the results and lead to an erroneous rejection of the null hypothesis.
 
 How might a type II error arise?
 As a researcher, there are two main reasons that you are not able to come to the correct conclusion:
 	It is too hard to gather enough evidence to reject the null hypothesis. This is typically caused by a small sample size.
 	It could be a case where the researcher simply had an “unlucky” sample that resulted in a large P-value.
 	Poorly designed experiments with insufficient control groups can lead to a higher chance of Type II errors.
 	If the assumptions underlying the statistical test are not met, the test may not perform optimally, leading to an increased risk of Type II errors.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Errors in Hypothesis Testing: Learn It 3

								

	
				 	Recognize Type I and Type II errors and their consequences.
 
  Statistical Significance
 A hypothesis test involves collecting data from a sample and evaluating the data. The actual test begins by considering two hypotheses called the null hypothesis and the alternative hypothesis. These hypotheses contain opposing viewpoints. The statistician then decides if there is sufficient evidence to reject the null hypothesis using the P-value and analyses of the data. However, when you perform the hypothesis test, there are possibilities of making errors depending on the actual truth (or falseness) of the null hypothesis and the data we collect and analyze.
 Let’s explore the significance of our conclusions based on the data collected.
 https://lumen-learning.shinyapps.io/inference_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  statistical significance
 If a hypothesis test results in rejecting the null hypothesis because the P-value is less than the significance level, we say we have statistical significance. This means there is enough evidence against the null hypothesis to reject the null hypothesis.
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Errors in Hypothesis Testing: Learn It 4

								

	
				 	Recognize Type I and Type II errors and their consequences.
 
  Practical Significance
 Statistical significance does not necessarily mean the result is interesting or important.
 practical significance
 If the results are meaningful, we say that the results have practical significance. Having practical significance usually means the results show a significant improvement!
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/inference_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Errors in Hypothesis Testing: Apply It 1

								

	
				 	Recognize Type I and Type II errors and their consequences.
 
  [image: Young man holding a vape pen and blowing smoke in front of his face.]
 Addiction is a serious problem among adolescents in the United States. The National Institute on Drug Abuse (NIDA), part of the National Institutes of Health, funds studies that investigate sources and changes in addiction and substances among teens.
 See the full article at https://www.drugabuse.gov/news-events/news-releases/2021/06/adolescent-marijuana-alcohol-use-held-steady-during-covid-19-pandemic.
 A study conducted by the University of Michigan challenges the idea that reducing adolescent drug use can be achieved solely by limiting the supply of the drugs. The data for the University of Michigan study came from the annual Monitoring the Future (MTF) survey[1] of substance use behaviors and related attitudes among adolescents in the United States.
 The data presented in this activity are based on the findings but are changed slightly for educational purposes.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/inference_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 Media Attributions
	pexels-ruslan-alekso-1005486 



	National Institute on Drug Abuse. (2021, May 20). Monitoring the future. https://www.drugabuse.gov/drug-topics/trends-statistics/monitoring-future ↵
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		Errors in Hypothesis Testing: Apply It 2

								

	
				 	Recognize Type I and Type II errors and their consequences.
 
  Type I error
 A Type I error occurs when a true null hypothesis is rejected. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  Let’s explore the sampling distribution of sample proportions under the null hypothesis.
 [image: A normal distribution curve with a mean of 0.24 and a standard deviation of 0.0177. The 95% confidence interval is marked as being between 0.205 and 0.275.]
 The figure illustrates our hypothesis test decision rule. If the actual sample proportion is greater than [image: 0.275] or less than [image: 0.205], we would reject the null hypothesis and conclude that there was a change in vaping rates.
 But, what if the vaping rates did NOT change and you happened to select a sample proportion in the tails portion (shaded light blue) of the distribution? In other words, you selected a “lucky” sample that was simply unusual given that the null hypothesis of no change was true ([image: 0.24]), which resulted in a small enough P-value to reject the null hypothesis. In this case, you would have committed a type I error.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Errors in Hypothesis Testing: Apply It 3

								

	
				 	Recognize Type I and Type II errors and their consequences.
 
  Type II error
 A Type II error occurs when a false null hypothesis is not rejected. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Two-Sample Test for Proportions: Learn It 1

								

	
				 	Recognize when a one-sample [image: z]-test or a two-sample [image: z]-test is needed to answer a research question.
 	Complete a two-sample [image: z]-test for proportions from hypotheses to conclusions.
 
  A one-sample test of proportions is used to test a claim about a population proportion based on data from a single sample. However, in some situations, we may have two independent samples, and we need to compare the proportions between the two groups.
 A two-sample test of proportions is employed to test a claim about two population proportions, whether there is a significant difference in proportions between the two distinct groups or populations. Note that when testing a claim that compares two populations, you must also check that the two populations are independent.
  Let’s see if we can distinguish between situations where a one-sample test would be appropriate and where a two-sample test would be appropriate.
 Will I get a callback?
 [image: An example poster of a job posting. It reads "join our team WE ARE HIRING". In the bottom left corner, there is text reading "SEND US YOUR CV YOURWEBSITE.COM".]
 In 2004, two University of Chicago economists (Marianne Bertrand and Sendhil Mullainathan) decided to conduct an experiment[1] to test for labor market discrimination.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   
	Bertrand, M. & Mullainathan, S. (2003, July). Are Emily and Greg more employable than Lakisha and Jamal? A field experiment on labor market discrimination. National Bureau of Economic Research. https://www.nber.org/papers/w9873 ↵
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		Two-Sample Test for Proportions: Learn It 2

								

	
				 	Recognize when a one-sample [image: z]-test or a two-sample [image: z]-test is needed to answer a research question.
 	Complete a two-sample [image: z]-test for proportions from hypotheses to conclusions.
 
  Will I get a callback?
 Scenario:
 In 2004, two University of Chicago economists (Marianne Bertrand and Sendhil Mullainathan) decided to conduct an experiment[1] to test for labor market discrimination.
 The investigators created [image: 4,890] mock identical resumés, which were sent to job placement ads in Chicago and Boston. To gauge market racial discrimination, each resumé was randomly assigned either a commonly-white or commonly-black name. The experimenters then measured the proportion of resumés from each group (white and black) that received callbacks.[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The steps and the logic of the hypothesis test for comparing two population proportions are the same as we are conducting a hypothesis test for a population proportion. We will need to: Write the null and alternative hypotheses, collect the data and check its conditions, assess the evidence (calculate its test statistics, find the p-value, compare p-value with the significance level), and state its conclusion.
  
	Bertrand, M. & Mullainathan, S. (2003, July). Are Emily and Greg more employable than Lakisha and Jamal? A field experiment on labor market discrimination. National Bureau of Economic Research. https://www.nber.org/papers/w9873 ↵
	Lesson adapted from Skew The Script. https://skewthescript.org/7-8 ↵
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		Two-Sample Test for Proportions: Learn It 3

								

	
				 	Recognize when a one-sample [image: z]-test or a two-sample [image: z]-test is needed to answer a research question.
 	Complete a two-sample [image: z]-test for proportions from hypotheses to conclusions.
 
  Hypotheses
 Like any other hypothesis test, the first step for a two-sample [image: z]-test for proportions is to clearly state the null hypothesis ([image: H_{0}]) and the alternative hypothesis ([image: H_{A}]).
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  hypotheses for a two-sample [image: z]-test for proportions
 	Null hypothesis: There is no difference between the proportions of the two groups.
 
 [image: H_0: p_1=p_2] or [image: H_0: p_1-p_2=0]
  
 	Alternative hypothesis: There are three choices between a two-tailed or one-tailed test, depending on the specific research question and the direction of the expected difference in proportions between the two groups.
 
 [image: H_A: p_1\lt p_2] or [image: H_A: p_1-p_2\lt 0]
 [image: H_A: p_1>p_2] or [image: H_A: p_1-p_2>0]
 [image: H_A: p_1\ne p_2] or [image: H_A: p_1-p_2\ne0]
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		Two-Sample Test for Proportions: Learn It 4

								

	
				 	Recognize when a one-sample [image: z]-test or a two-sample [image: z]-test is needed to answer a research question.
 	Complete a two-sample [image: z]-test for proportions from hypotheses to conclusions.
 
  Conditions needed for a two-sample [image: z]-test for proportions
 When testing a claim that compares two populations, you must ensure that the two populations are independent. This is one of the conditions for a two-sample [image: z]-test for proportions. How about sample size? What are the necessary sample sizes?
 Recall that the Central Limit Theorem states that, as the sample size gets larger, the distribution of the sample proportion will become closer to a normal distribution.
 However, when we have two independent samples, and we need to compare the proportions between the two groups, we might have two different sample sizes and two different proportions. This means that the previous calculation [image: np \geq 10] and [image: n(1-p) \geq 10] will not work. We need something called pooled proportion [image: \hat{p}_c]. The pooled proportion is a combined proportion calculated from the two independent samples in the hypothesis test. It is used when assuming that the true proportions in both groups are equal under the null hypothesis.
 Conditions for Two-Sample [image: z]-Test of Proportions
 	Large Counts: For [image: \hat{p}_c = \frac{x_1+x_2}{n_1+n_2}], check that: 	[image: n_1\hat{p}_c \ge 10],
 	[image: n_2\hat{p}_c \ge 10],
 	[image: n_1(1-\hat{p}_c) \ge 10], and
 	[image: n_2(1-\hat{p}_c) \ge 10].
 
 
 	Random Samples/Assignment: Check that the two samples are independent and random samples or that they come from randomly assigned groups in an experiment.
 	10%: Check that [image: n_1<0.10(N_1)] and [image: n_2<0.10(N_2)].
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Note: The final condition is that the sample sizes are each less than a tenth of the size of the populations from which they’re drawn [[image: n_1<0.10(N_1)] and [image: n_2<0.10(N_2)]]. This helps ensure our estimates for the standard errors are accurate. However, this condition does not need to be checked in the case of a randomized experiment. 
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		Two-Sample Test for Proportions: Learn It 5

								

	
				 	Recognize when a one-sample [image: z]-test or a two-sample [image: z]-test is needed to answer a research question.
 	Complete a two-sample [image: z]-test for proportions from hypotheses to conclusions.
 
  Evidence and Conclusion
 We use the P-value to make a decision. The P-value helps us determine if the difference in proportions seen in the data is statistically significant or due to chance. One of two outcomes can occur.
 	One possibility: The difference in sample proportions from the data is extremely unlikely. In this case, there is only a small chance that proportions from random samples differ more than what we observed in the data. So the probability (the P-value) is small, suggesting that the data did not come from populations with the same proportions. We view this as strong evidence against the null hypothesis. We reject the null hypothesis in favor of the alternative hypothesis.
 
 	The other possibility: The difference in sample proportions observed in the data are fairly likely (not unusual). In this case, it is not surprising to see proportions from random samples with larger absolute differences than we observed in the data. The probability is large enough that we don’t think the data is unusual. It could come from populations with the same proportions. A large P-value suggests that we do not have evidence against the null hypothesis, so we cannot reject it in favor of the alternative hypothesis.
 
 Steps to use the statistical tool: Step 1: Under Enter Data, select the Number of Successes option.
 Step 2: Input the relevant data for the study.
 	  	Commonly White Names 	Commonly Black Names 	Total 
  	Called Back 	246 	164 	410 
 	Not Called Back 	2199 	2281 	4480 
  	Total 	2445 	2445 	4890 
  
  
 Step 3: Under the Type of Inference, select Significance Test and select the appropriate alternative hypothesis.
  https://lumen-learning.shinyapps.io/2sample_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Two-Sample Test for Proportions: Apply It 1

								

	
				 	Recognize when a one-sample [image: z]-test or a two-sample [image: z]-test is needed to answer a research question.
 	Complete a two-sample [image: z]-test for proportions from hypotheses to conclusions.
 
  Two-Sample Hypothesis Test for Proportions
 As mentioned before, hypothesis testing is part of inference. We previously stated that the purpose of a hypothesis test is to use sample data to test a claim about a population parameter. However, studies often compare two groups. Comparing two proportions is quite common. A hypothesis test can help determine if a difference in the estimated proportions reflects a difference in the population proportions.
 two-sample [image: z]-test of proportions
 	Write out the null and alternative hypotheses. 	Null hypothesis: [image: H_0: p_1=p_2] or [image: H_0: p_1-p_2=0]
 	Alternative hypothesis: 	[image: H_A: p_1\lt p_2] or [image: H_A: p_1-p_2\lt 0]
 	[image: H_A: p_1>p_2] or [image: H_A: p_1-p_2>0]
 	[image: H_A: p_1\ne p_2] or [image: H_A: p_1-p_2\ne0]
 
 
 
 
 	Check the conditions for the hypothesis test. For testing a two-sample [image: z]-test for proportions, we require: 	Large Counts: For [image: \hat{p}_c = \frac{x_1+x_2}{n_1+n_2}], check that: [image: n_1\hat{p}_c \ge 10], [image: n_2\hat{p}_c \ge 10], [image: n_1(1-\hat{p}_c) \ge 10], and [image: n_2(1-\hat{p}_c) \ge 10].
 	Random Samples/Assignment: Check that the two samples are independent and random samples or that they come from randomly assigned groups in an experiment.
 	10%: Check that [image: n_1<0.10(N_1)] and [image: n_2<0.10(N_2)].
 
 
 	Calculate a test statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Decision 	Conclusion 
 	If P-value [image: \le\alpha], there is enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data provide convincing evidence in support of the alternative hypothesis. 
 	If P-value [image: \gt\alpha], there is not enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data do not provide convincing evidence in support of the alternative hypothesis. 
  
 
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  https://lumen-learning.shinyapps.io/2sample_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 Vaccine Efficiency[1]In 2020, after a trial showed that Pfizer’s coronavirus vaccine had an efficacy rate of [image: 95\%], the Food and Drug Administration approved the vaccine.
 
 The [image: 43,660] subjects were split evenly between the placebo and vaccine groups (about [image: 21,830] subjects per group). In the placebo group — the group that got a “fake” vaccine — [image: 162] became infected with the coronavirus and showed symptoms. In the vaccine group — the group that got the real vaccine — that number was only eight. At the [image: 5\%] significance level, is the vaccine group’s infection risk that different from the placebo group’s? Show Solution Step 1: Write out the hypotheses.
 	 
 	[image: H_0: p_p = p_v] or [image: H_0: p_p - p_v=0]
 	[image: H_A: p_p \ne p_v] or [image: H_A: p_p - p_v\ne0]
 
 where [image: p_p] is the proportion of the placebo subjects that became infected and [image: p_v] is the proportion of the vaccine subjects that became infected.
 Step 2: Check the conditions.
 The sample is random, so there is no problem there. Again, we want to determine whether the normal model is a good fit.
 [image: \hat{p}_c = \frac{162+8}{21830+21830} = \frac{170}{43660}]
 	[image: n_p\hat{p}_c = 21830(\frac{170}{43660})= 85\ge 10],
 	[image: n_v\hat{p}_c = 21830(\frac{170}{43660})= 85\ge 10],
 	[image: n_p(1-\hat{p}_c) = 21830(1-\frac{170}{43660})= 21745\ge 10], and
 	[image: n_v(1-\hat{p}_c) =21830(1-\frac{170}{43660})= 21745\ge 10].
 
 We can use the normal model to find the P-value.
 Step 3: Calculate the test statistic.
 [image: p_p = \frac{162}{21830} \approx 0.74\%]
 [image: p_v =\frac{8}{21830} \approx 0.04\%]
 We can use our statistical tool to calculate our test statistic.
 [image: Appropriate alternative text can be found in the description above.]
 [image: z=11.8]
 The difference in the proportion is about [image: 11.8] standard errors above the null hypothesis value ([image: 0]).
 Step 4: Calculate the P-value.
 Using our statistical tool, the P-value is [image: 0].
 Step 5: Compare the P-value with the significance level.
 Now we compare the P-value to the level of significance, [image: \alpha = 0.05]. In this case, the P-value of [image: 0] is less than [image: 0.05], which means we do have enough evidence to reject the null hypothesis.
 Step 6: Write the conclusion in the context of the problem.
 The data from this study does provide convincing evidence that the vaccine group’s infection risk is different from the placebo group’s.
  
 Fun Fact: How did Pfizer get an efficacy rate of [image: 95\%]?
 Efficacy Rate = [image: \frac{p_p-p_v}{p_p} =\frac{0.74\%-0.04\%}{0.74\%}=\frac{0.7\%}{0.74\%} \approx 95\%]
   
	https://www.nytimes.com/2020/12/13/learning/what-does-95-effective-mean-teaching-the-math-of-vaccine-efficacy.html ↵
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		Two-Sample Test for Proportions: Apply It 2

								

	
				 	Recognize when a one-sample [image: z]-test or a two-sample [image: z]-test is needed to answer a research question.
 	Complete a two-sample [image: z]-test for proportions from hypotheses to conclusions.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/2sample_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 Choose Your Own Dataset
 For this problem, you'll conduct a two-sample test for proportions regarding air pollution environmental worry.
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Connecting Tests and Intervals: Learn It 1

								

	
				 	Explain how a confidence interval is related to a two-sided hypothesis test.
 
  Confidence Interval – Hypothesis Testing
 Confidence intervals contain a range of plausible estimates of the population parameter. Confidence intervals can also be used in hypothesis testing to assess whether a hypothesized population parameter falls within a certain range of values.
 Let’s explore this idea of using a confidence interval for a hypothesis test!
 Lego Structure Experiment[1]
 Picture a bridge made of Legos. One side has three support pieces, the others have two support pieces. How would you stabilize the bridge?
 Most people would add a piece so that there are three supports on each side. But why not remove a piece so that each side has two supports instead? It turns out that getting people to subtract (whether a Lego block, ingredients in a recipe, or words in an essay) requires reminders and rewards.
 [image: A lego structure.]
 In one experiment, the team offered [image: 197] people wandering around a crowded university quad a dollar to solve a puzzle. Participants viewed a Lego structure in which a figurine (represented by the piece of paper) was standing atop a platform with a large pillar behind her (see picture above). Atop that pillar, a single block in one corner supported a flat roof. Researchers asked the participants to stabilize the roof to avoid squashing the figurine. About half the participants were told: “Each piece you add costs [image: 10] cents.” Even with that financial penalty, only [image: 40] out of [image: 98] participants thought to remove the destabilizing block and just rest the roof on top of the wide pillar. The researchers gave the remaining participants a more explicit message: “Each piece you add costs [image: 10] cents, but removing pieces is free.” That cue prompted [image: 60] out of [image: 99] participants to remove the block.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.sciencenews.org/article/psychology-numbers-people-add-default-subtract-better ↵
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		Connecting Tests and Intervals: Learn It 2

								

	
				 	Explain how a confidence interval is related to a two-sided hypothesis test.
 
  Experiment: Researchers asked the participants to stabilize the roof to avoid squashing the figurine. About half the participants were told: “Each piece you add costs [image: 10] cents.” Even with that financial penalty, only [image: 40] out of [image: 98] participants thought to remove the destabilizing block and just rest the roof on top of the wide pillar. The researchers gave the remaining participants a more explicit message: “Each piece you add costs [image: 10] cents but removing pieces is free.” That cue prompted [image: 60] out of [image: 99] participants to remove the block.”
 Let’s use technology to perform the hypothesis test for the difference between two proportions and use it to make inference about the population.
 https://lumen-learning.shinyapps.io/2sample_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 Steps to conduct hypothesis test. 
 	Under Enter Data, select Number of Successes.
 	For Group 1 and Group 2, enter the appropriate values and check Provide Group Labels to add descriptions for each group.
 	Under Type of Inference, select Significance Test.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Connecting Tests and Intervals: Learn It 3

								

	
				 	Explain how a confidence interval is related to a two-sided hypothesis test.
 
  Experiment: Researchers asked the participants to stabilize the roof to avoid squashing the figurine. About half the participants were told: “Each piece you add costs [image: 10]cents.” Even with that financial penalty, only [image: 40] out of [image: 98] participants thought to remove the destabilizing block and just rest the roof on top of the wide pillar. The researchers gave the remaining participants a more explicit message: “Each piece you add costs [image: 10] cents but removing pieces is free.” That cue prompted [image: 60] out of [image: 99] participants to remove the block.”
 Let’s use technology to find the confidence interval for the difference between two proportions and use it to make inference about the population.
 Steps to obtain the confidence interval. 
 	Under Enter Data, select Number of Successes.
 	Input the information for Group 1 and Group 2 accordingly.
 	Adjust the Confidence Level according to your scenario.

 https://lumen-learning.shinyapps.io/2sample_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Connecting Tests and Intervals: Learn It 4

								

	
				 	Explain how a confidence interval is related to a two-sided hypothesis test.
 
  Confidence Interval – Hypothesis Testing
 A confidence interval provides a range of population values with which a sample statistic is consistent at a given confidence level. In many cases, a confidence interval can also be used to either reject or not reject the null hypothesis, and therefore perform the same function as the typical hypothesis test.
 The Lego experiment considered the population parameter of the difference of proportions, [image: p_{1} -p_{2}]. The confidence intervals constructed were two-tailed, since [image: -z^{*}] is the point on the standard normal distribution such that the proportion of area under the curve between [image: -z^{*}] and [image: +z^{*}] is [image: C], the confidence level.
 The two-tailed confidence intervals with a confidence level of [image: C] correspond to two-tailed hypothesis tests with a significance level of [image: 1-C]. For example, a [image: 95\%] confidence interval corresponds to a hypothesis test with a significance level of [image: 5\%], or [image: \alpha = 0.05]. Similarly, a [image: 99\%] confidence interval corresponds to a hypothesis test with a significance level of [image: 1\%], or [image: \alpha =0.01].
 Let’s connect the result of the confidence interval to the conclusion of the hypothesis test.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Typically, the conclusion drawn from a two-tailed confidence interval is usually the same as the conclusion drawn from a two-tailed hypothesis test.
 	If a confidence interval contains the hypothesized parameter, a hypothesis test at the [image: 0.05] level will almost always fail to reject the null hypothesis.
 	If the [image: 95\%] confidence interval does not contain the hypothesized parameter, a hypothesis test at the [image: 0.05] level will almost always reject the null hypothesis.
 
   While this does not always hold for tests of proportions, a confidence interval typically provides more information about reasonable values of the parameter.
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		Connecting Tests and Intervals: Apply It 1

								

	
				 	Explain how a confidence interval is related to a two-sided hypothesis test.
 
  Labor Market Discrimination
 Recall the 2004 study by two University of Chicago economists who wanted to test for labor market discrimination. The investigators created [image: 4,890] mock identical resumés, which were sent to job placement ads in Chicago and Boston. To gauge market racial discrimination, each resumé was randomly assigned either a commonly-white or commonly-black name. The experimenters then measured the proportion of resumés from each group (white and black) that received callbacks.
 The results are summarized in the following table:
 	  	Commonly-White Names 	Commonly-Black Names 	Total 
 	Called back 	[image: 246] 	[image: 164] 	[image: 410] 
 	Not called back 	[image: 2199] 	[image: 2281] 	[image: 4480] 
 	Total 	[image: 2445] 	[image: 2445] 	[image: 4890] 
  
 Let [image: p_1]= true proportion of commonly-white named resumés that receive a callback.
 Let [image: p_2]= true proportion of commonly-black named resumés that receive a callback.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Connecting Tests and Intervals: Apply It 2

								

	
				 	Explain how a confidence interval is related to a two-sided hypothesis test.
 
  	  	Commonly-White Names 	Commonly-Black Names 	Total 
 	Called back 	[image: 246] 	[image: 164] 	[image: 410] 
 	Not called back 	[image: 2199] 	[image: 2281] 	[image: 4480] 
 	Total 	[image: 2445] 	[image: 2445] 	[image: 4890] 
  
 Let [image: p_1]= true proportion of commonly-white named resumés that receive a callback.
 Let [image: p_2]= true proportion of commonly-black named resumés that receive a callback.
 Let’s use technology to find the confidence interval for the data set.
 Steps to obtain the confidence interval. 
 	Under Enter Data, select Number of Successes.
 	Input the information for Group 1 and Group 2 accordingly.
 	Adjust the Confidence Level according to your scenario.

 https://lumen-learning.shinyapps.io/2sample_prop/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 11 - Confidence Intervals for Population Means
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		Module 11: Background You'll Need 1

								

	
				 	Calculate and interpret [image: z]-scores.
 
  [image: z]-scores
 A [image: z]-score or standardized score measures a value’s distance from the mean in units of standard deviation. A positive [image: z]-score indicates the value is above the mean, whereas a negative [image: z]-score indicates the value is below the mean.
 [image: z=\dfrac{\text{value}-\text{mean}}{\text{standard deviation}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A [image: z]-score of a value is calculated by subtracting the mean and then dividing by the standard deviation. Similarly, we can calculate the [image: z]-score of a sample mean by: [image: z=\dfrac{\bar{x}-[\text{mean of } \bar{x}'s]}{\text{std. deviation of } \bar{x}'s}] [image: = \dfrac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 11: Background You'll Need 2

								

	
				 	Calculate probabilities using a normal distribution.
 
  In statistics, we are often interested in finding probabilities involving a normal distribution. These probabilities are calculated by finding the area under a normal curve.
 [image: Sample normal distribution curve with a mean of 0 and a standard deviation of 1.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The Empirical Rule states that, in a bell-shaped, unimodal distribution, almost all the observed data values lie within three standard deviations to either side of the mean. Specifically, [image: 68\%] of the observations lie within one standard deviation of the mean, [image: 95\%] of the observations lie within two standard deviations of the mean, and [image: 99.7\%] of the observations lie within three standard deviations of the mean. For this reason, the Empirical Rule is sometimes called the [image: 68-95-99.7] rule. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 11: Background You'll Need 3

								

	
				 	Represent intervals on a number line, in interval notation, and using [image: \pm] notation.
 
  Represent the interval that contains all the numbers between 42 and 58. There are several ways to represent an interval. 	Number line:
 
 [image: A number line marked from 42 to 58.]
 	Interval notation: [image: (42, 58)]
 	[image: \pm] notation: [image: 50 \pm 8]
 
 Note: To get [image: 50], find the midpoint between 42 and 58. This is just the average of the two endpoints = [image: \frac{42+58}{2}=50].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 11: Background You'll Need 4

								

	
				 	Compare values as included or excluded from a given interval.
 
  Consider the interval that contains all the numbers between [image: 42] and [image: 58]. There are several ways to represent an interval. 
 	Number line:
 
 [image: A number line marked from 42 to 58.]
 	Interval notation: [image: (42, 58)]
 	[image: \pm] notation: [image: 50 \pm 8]
 
 Note: To get [image: 50], find the midpoint between 42 and 58, which is just the average of the two endpoints = [image: \frac{42+58}{2}=50].
 Give an example of a number that is in this interval.
 Show answer There are infinitely many numbers that can be within this interval. For example: [image: 43, 45.5, 50\frac{2}{3}, 57.99].
 Give an example of a number that is not in this interval.
 Show answer There are infinitely many numbers that are outside of this interval. In fact, any numbers below [image: 42] or above [image: 58] will be correct. For example: [image: -15, 0, 40\frac{2}{3}, 58.01,12345.67].
  https://ohm.one.lumenlearning.com/multiembedq2.php?id=1800&theme=oea&iframe_resize_id=ohm1800&show_question_numbers https://ohm.one.lumenlearning.com/multiembedq2.php?id=1801&theme=oea&iframe_resize_id=ohm1801&show_question_numbers 
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		Module 11: Background You'll Need 5

								

	
				 	Identify and interpret the difference between sample means.
 
  Using a cell phone while driving can increase the risk of an accident. One reason is that driving while using a cell phone may increase the time it takes to react to many situations. But how much does it affect reaction time? To answer this question, we could estimate the difference in mean reaction times for people who drive while using their cell phones and people who do not.
 The sample mean, [image: \bar{x}], is the statistic that can be used to make inferences about the population mean, [image: \mu], the parameter of the study. When we are comparing two population means, we add subscripts to indicate which population (and sample) is being referenced.
 In the context of the cell phone reaction time example:
 	[image: \mu_\text{cell phone}] will represent the mean reaction time of people who use their cell phones while driving.
 	[image: \mu_\text{no cell phone}] will represent the mean reaction time of people who do not use their cell phones while driving.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Mean: Learn It 1

								

	
				 	Create a sampling distribution given [image: \mu] and [image: n].
 	Know and check the conditions of the Central Limit Theorem.
 	Use the normal approximation to compute probabilities involving sample means when appropriate.
 
  We begin this module with a discussion of the sampling distribution of sample means. This will help us understand how sample means vary when we select random samples from a population with a known mean. Previously, we encountered similar ideas in order to understand the distribution of sample proportions.
 A sampling distribution is the probability distribution of a sample statistic, such as a sample mean or sample proportion, as it varies from sample to sample. Average Rental Prices
 Airbnb is a website that connects people who are renting out rooms or homes with people looking for accommodations. The price depends on many factors, such as location, the booking window, prices, the popularity of a listing, the number of positive reviews, and more. What can we learn about different hosts and areas? What can we learn from predictions? Which hosts are the busiest and why? Is there any noticeable difference in traffic among different areas, and what could be the reason for it?[1]
 [image: A woman with luggage looking at the New York skyline.]
 Let’s explore the prices of Airbnb listings under $500 per night in New York City in 2019 and examine the behavior of sample mean prices for random samples of listings.[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  So, what can we learn from the prices of Airbnb listings under $500 per night in New York City in 2019? What inferences can we conclude based on pricing variability? Can we utilize New York City’s data and compare the average prices with other cities?
 
	https://www.kaggle.com/datasets/dgomonov/new-york-city-airbnb-open-data ↵
	https://www.kaggle.com/datasets/dgomonov/new-york-city-airbnb-open-data ↵
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		Sampling Distribution of a Sample Mean: Learn It 2

								

	
				 	Create a sampling distribution given [image: \mu] and [image: n].
 	Know and check the conditions of the Central Limit Theorem.
 	Use the normal approximation to compute probabilities involving sample means when appropriate.
 
  Sampling Distribution of a Sample Mean
 A sampling distribution is the probability distribution of a sample statistic, such as a sample mean or sample proportion, as it varies from sample to sample. Let’s explore the sampling distribution of the sample mean for varying sample sizes and discover the Central Limit Theorem as it applies to means.
 https://lumen-learning.shinyapps.io/sampdist_cont/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Mean: Learn It 3

								

	
				 	Create a sampling distribution given [image: \mu] and [image: n].
 	Know and check the conditions of the Central Limit Theorem.
 	Use the normal approximation to compute probabilities involving sample means when appropriate.
 
  mean and standard deviation of the sampling distribution
 The mathematical formulas to find the mean and standard deviation of the sampling distribution of the sample mean for samples of size [image: n] are:
 	Mean of the sampling distribution of the sample mean [image: =\mu]
 	Standard deviation of the sampling distribution of the sample mean [image: =\frac{\sigma}{\sqrt{n}}]
 
 where [image: \mu] and [image: \sigma] represent the mean and standard deviation of the original population, respectively.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  You should notice that the mean and standard deviation calculated above is nearly the same as the mean and standard deviation found using the simulation of [image: 1,000] random samples. You just witnessed the Central Limit Theorem at work for sample means. The Central Limit Theorem states that, as the sample size gets larger, the distribution of the sample mean will become closer to a normal distribution.
 Central Limit Theorem
 If the population distribution is normal, the distribution of the sample means will also follow a normal distribution, for any sample size.
  
 If the population distribution is not normal, the Central Limit Theorem states that the distribution of the sample means still follows an approximate normal distribution as long as the sample size is large (e.g., [image: n \ge 30]) and the population distribution is not strongly skewed.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Mean: Learn It 4

								

	
				 	Create a sampling distribution given [image: \mu] and [image: n].
 	Know and check the conditions of the Central Limit Theorem.
 	Use the normal approximation to compute probabilities involving sample means when appropriate.
 
  Ultimately, we would like to develop a probability model based on this sampling distribution. We use the probability model with an actual sample mean to either estimate or test a claim about a population mean.
 Let’s calculate probabilities using the mean and standard deviation of the sampling distribution of the sample mean.
 https://lumen-learning.shinyapps.io/normaldist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Mean: Apply It 1

								

	
				 	Create a sampling distribution given [image: \mu] and [image: n].
 	Know and check the conditions of the Central Limit Theorem.
 	Use the normal approximation to compute probabilities involving sample means when appropriate.
 
  Sampling Variability
 Let’s use simulations to explore the variability of the sample means.
 Step 1: Under Select Population Distribution, choose Bell-Shaped.
 Step 2: Select the enter values for [image: \mu] and [image: \sigma] option and enter each of the mean and standard deviation values accordingly.
 Step 3: Use the slider or enter the value for the sample size [image: n].
 Step 4: Select how many samples you want to simulate drawing from the population and click on Draw Sample(s).
 Step 5: Click on Find Probability to calculate the probability at or below a certain value. https://lumen-learning.shinyapps.io/sampdist_cont/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Sampling Distribution of a Sample Mean: Apply It 2

								

	
				 	Create a sampling distribution given [image: \mu] and [image: n].
 	Know and check the conditions of the Central Limit Theorem.
 	Use the normal approximation to compute probabilities involving sample means when appropriate.
 
  When sampling from a normal population, such as SAT scores, the distribution of the sample means will also have a normal distribution with the same mean, but the variability in sample means will be less than the variability in individuals. This is similar to how there is less variability in sample proportions than the variability in individuals.
 The mathematical formulas to find the mean and standard deviation of the sampling distribution of the sample mean for samples of size [image: n] are:
 
 	Mean of the sampling distribution of the sample mean [image: =\mu]
 	Standard deviation of the sampling distribution of the sample mean [image: =\frac{\sigma}{\sqrt{n}}]
 
 where [image: \mu] and [image: \sigma] represent the mean and standard deviation of the original population, respectively.
 Note:
 	If the population distribution is normal, the distribution of the sample means will also follow a normal distribution, for any sample size.
 	If the population distribution is not normal, the Central Limit Theorem states that the distribution of the sample means still follows an approximate normal distribution as long as the sample size is large (e.g., [image: n \ge 30]) and the population distribution is not strongly skewed.
 
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now that we have found the mean and standard deviation of the sampling distribution of the sample mean, we can use it to calculate probability and make inferences about the population.
 https://lumen-learning.shinyapps.io/normaldist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		t-distribution: Learn It 1

								

	
				 	Check the conditions for a [image: t]-distribution, then use a [image: t]-distribution to calculate probabilities when appropriate.
 
  College Cost
 In the statistical tool below, select College Cost under Select Example. The population distribution of the average annual cost of tuition and fees, seen in the statistical tool, is the distribution of the average annual costs of tuition and fees (in U.S. dollars) for a population of [image: 1,909] public and private four-year U.S. colleges.
 https://lumen-learning.shinyapps.io/sampdist_cont/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When we calculate a [image: z]-score for a statistic using simulation to estimate the mean and standard deviation of the sample mean, we call this a standardized statistic.
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		t-distribution: Learn It 2

								

	
				 	Check the conditions for a [image: t]-distribution, then use a [image: t]-distribution to calculate probabilities when appropriate.
 
  Standardized Statistic
 When we calculate a [image: z]-score for a statistic using simulation to estimate the mean and standard deviation of the sample mean, we call this a standardized statistic. Mathematically, though, we know the exact formulas for these values.
 standardized statistic ([image: z])
 [image: z=\dfrac{\bar{x}-[\text{mean of } \bar{x}'s]}{\text{std. deviation of } \bar{x}'s}] [image: = \dfrac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}]
 where [image: \bar{x}] is the sample mean, [image: \mu] is the population mean, [image: \sigma] is the population standard deviation, and [image: n] is the sample size. The statistic is “standardized” since it is centered to have a mean of [image: 0] and scaled to have a standard deviation of [image: 1].
  
 If the population distribution is normal or the sample size is sufficiently large, this standardized statistic will follow a standard normal distribution: a normal distribution with a mean of [image: 0] and a standard deviation of [image: 1].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/normaldist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		t-distribution: Learn It 3

								

	
				 	Check the conditions for a [image: t]-distribution, then use a [image: t]-distribution to calculate probabilities when appropriate.
 
  [image: t]-model
 On the previous page, we had to supply the population mean, [image: \mu], and the population standard deviation, [image: \sigma], to calculate the mean and standard deviation of the sample mean, to be used to calculate probabilities. It may have occurred to you that we might not have the population data. If we do not know [image: \mu], it is unlikely that we know [image: \sigma]. So, we now have to take a different approach. We estimate [image: \sigma] using the sample standard deviation, [image: s].
 The standard error for the sampling distribution [image: \dfrac{\sigma}{\sqrt{n}}] becomes [image: \dfrac{s}{\sqrt{n}}].
 This estimate for [image: \sigma] introduces more uncertainty in the process. The problem is worse with smaller samples because the sample standard deviations vary more. For small samples, [image: s] is a worse approximation for [image: \sigma] . Unfortunately, this approximation makes the normal model a bad fit and inappropriate for determining critical values. We instead use what is called a t-model for this purpose.
 Here is the formula for the [image: t]-score. We also include the [image: z]-score for comparison. 
 [image: z=\dfrac{\stackrel{¯}{x}-μ}{\frac{σ}{\sqrt{n}}}   \rightarrow   t=\dfrac{\stackrel{¯}{x}-μ}{\frac{s}{\sqrt{n}}}]
 The distribution of [image: z]-scores is the standard normal curve, with a mean of 0 and a standard deviation of 1. The distribution of [image: t]-scores depends on the sample size, [image: n]. There is a different [image: t]-model for every [image: n]. So the [image: t]-model is a family of curves. Instead of referring to [image: n] to specify which [image: t]-model to use, we refer to the degrees of freedom, or [image: df] for short. The number of degrees of freedom is 1 less than the sample size. That is, [image: df = n – 1].
 [image: t]-statistic
 When we estimate [image: \sigma] using the sample standard deviation, [image: s], we use the [image: t]–statistic:
  
 [image: t=\dfrac{\bar{x}-[\text{mean of } \bar{x}'s]}{\text{std. error of } \bar{x}'s}] [image: = \dfrac{\bar{x}-\mu}{\frac{s}{\sqrt{n}}}]
  
 with a degree of freedom [image: df = n – 1].
  Let’s take a look at a few [image: t]-model curves (for various [image: df]) to see how they compare to the normal model.
 [image: A normal curve, then 3 additional curves, one with df = 15, one with df = 5, and one with df = 2.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		t-distribution: Learn It 4

								

	
				 	Check the conditions for a [image: t]-distribution, then use a [image: t]-distribution to calculate probabilities when appropriate.
 
  [image: z]-statistic vs. [image: t]-statistic
 When we calculate a [image: z]-score for a statistic using simulation to estimate the mean and standard deviation of the sample mean, we call this a standardized statistic. [image: z=\dfrac{\bar{x}-[\text{mean of } \bar{x}'s]}{\text{std. deviation of } \bar{x}'s}] [image: = \dfrac{\bar{x}-\mu}{\frac{\sigma}{\sqrt{n}}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Suppose we do not know the value of the population standard deviation, [image: \sigma]. If we want to calculate the value of a standardized sample mean, we need to know [image: \sigma]. So, instead of [image: \sigma], let’s substitute in our best estimate for [image: \sigma]: the sample standard deviation, [image: s].
 Recall that an estimate of the standard deviation of a statistic is called the standard error of that statistic. Since we estimate the standard deviation of the sample mean [image: \dfrac{\sigma}{\sqrt{n}}] by substituting in [image: s] for [image: \sigma], the standard error of the sample mean is [image: SE(\bar{x})=\dfrac{s}{\sqrt{n}}].
 When we estimate [image: \sigma] using the sample standard deviation, [image: s], we use the [image: t]–statistic: [image: t=\dfrac{\bar{x}-[\text{mean of } \bar{x}'s]}{\text{std. error of } \bar{x}'s}] [image: = \dfrac{\bar{x}-\mu}{\frac{s}{\sqrt{n}}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The distribution of [image: z]-scores is the standard normal curve, with a mean of 0 and a standard deviation of 1. The distribution of [image: t]-scores depends on the sample size, [image: n]. There is a different [image: t]-model for every [image: n]. Instead of referring to [image: n] to specify which [image: t]-model to use, we refer to the degrees of freedom, or [image: df] for short. The number of degrees of freedom is 1 less than the sample size. That is, [image: df = n – 1].
 Let’s see how the degree of freedom impacts the [image: t]-distribution curve.
 https://lumen-learning.shinyapps.io/tdist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		t-distribution: Apply It 1

								

	
				 	Check the conditions for a [image: t]-distribution, then use a [image: t]-distribution to calculate probabilities when appropriate.
 
  [image: A barista behind the counter of a coffee shop.]
 Working Through College
 Many undergraduate students are employed at the same time they are enrolled in school. In 2020, the National Center for Education Statistics reported that [image: 40\%] of full-time students worked.[1] Being employed while in school can help a student pay for tuition, housing, and other expenses, but it can also be associated (either positively or negatively) with a student’s academic performance.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A random sample of [image: 15] employed full-time students at a large university was selected for a survey on employment. The following is the number of hours (in increasing order) worked per week for each of those [image: 15] students:
 2   5   7  10  16  19  19  22  23  26  27  27  31  40  50
 Step 1: Select Your Own under Enter Data.
 Step 2: Enter a descriptive name for the variable (e.g., Hours Worked per Week).
 Step 3: Copy and paste the observations above into the statistical tool. https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	U.S. Department of Education, Institute of Education Sciences, National Center for Education Statistics. (2020). College student employment. Retrieved from https://nces.ed.gov/programs/coe/indicator/ssa/college-student-employment ↵
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		t-distribution: Apply It 2

								

	
				 	Check the conditions for a [image: t]-distribution, then use a [image: t]-distribution to calculate probabilities when appropriate.
 
  When taking many, many random samples of size [image: n] from a population distribution with mean [image: \mu] and standard deviation [image: \sigma], the [image: t]-statistic: [image: t=\dfrac{\stackrel{¯}{x}-μ}{SE(\stackrel{¯}{x})} = \dfrac{\stackrel{¯}{x}-μ}{\frac{s}{\sqrt{n}}}]
 will follow a [image: t]-distribution with [image: n-1] degrees of freedom if the population distribution is normal or if the population distribution is not too skewed and the sample size is large (e.g., [image: n \ge 30]).
  Since the [image: t]-statistic exhibits more sampling variability than the [image: z]-statistic, its distribution has slightly more variability than a standard normal distribution. However, as the sample size increases, there is less sampling variability associated with the standard error of the sample mean, so its distribution gets closer to a standard normal distribution.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/tdist/ 
 [Trouble viewing? Click to open in a new tab.]
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		Confidence Interval for a Population Mean: Learn It 1

								

	
				 	Check the assumptions for a one-sample [image: t] confidence interval for population mean.
 	Calculate a confidence interval for a population mean and explain what it means.
 
  When estimating a population mean, you usually start with data from a sample from the population of interest. To estimate the population mean, you start by calculating the sample mean. The sample mean can then be used to construct a confidence interval for the population mean in the same way that a sample proportion is used to construct a confidence interval estimate of a population proportion.
 The form of a confidence interval is estimate [image: \pm] margin of error, where the margin of error was calculated by multiplying the standard error of the estimate by a [image: z]-critical value corresponding to the desired confidence level.
  In a previous section, we constructed confidence interval estimates for a population proportion and a difference in proportions when certain assumptions or conditions were met. 
 Let’s look at the sampling distribution of the sample mean to help us construct a confidence interval to estimate a population mean when conditions are met and interpret the confidence interval in context.
 Sampling Distribution of the Sample Mean
 When taking many random samples of size [image: n] from a population distribution with mean [image: \mu] and sample standard deviation [image: s]:
 	The mean of the distribution of the sample means is [image: \mu].
 	The standard error of the distribution of the sample means is [image: \dfrac{s}{\sqrt{n}}].
 	If the population distribution is normal or if the sample size is large ([image: n \ge 30]), the distribution of the sample means follows an approximate normal distribution.
 
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for a Population Mean: Learn It 2

								

	
				 	Check the assumptions for a one-sample [image: t] confidence interval for population mean.
 	Calculate a confidence interval for a population mean and explain what it means.
 
  Confidence Interval for a Population Mean
 Confidence interval can be calculated using: estimate [image: \pm] margin of error. The margin of error is calculated a little differently: Instead of multiplying the value of the standard error by a value from the normal distribution, it is multiplied by a value from the appropriate [image: t]-distribution.
 confidence interval for a population mean
 The formula for a confidence interval for a population mean is:
 [image: \bar{x} \pm (t\text{-critical value})\frac{s}{\sqrt{n}}]
  
 The [image: t]-critical value in the confidence interval will depend on the sample size (degrees of freedom for the [image: t]-distribution: [image: df=n-1]) and the confidence level.
  
 This interval is often called a one-sample [image: t] interval.
  Let’s utilize technology to help us find the confidence interval for a population mean.  Step 1: Under Enter Data, select Summary Statistics.
 Step 2: Enter the Name of Variable, Sample Size, Sample Mean, and Sample Std. Dev. accordingly.
 Step 3: Adjust the Confidence Level based on your question. https://lumen-learning.shinyapps.io/inference_mean/ 
 [Trouble viewing? Click to open in a new tab.] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		294

		Confidence Interval for a Population Mean: Learn It 3

								

	
				 	Check the assumptions for a one-sample [image: t] confidence interval for population mean.
 	Calculate a confidence interval for a population mean and explain what it means.
 
  Making Inferences about a Population Mean
 As was the case with previous inference methods, there are a few assumptions/conditions that you should check before using the one-sample [image: t]-interval. Two important ones are:
 	The sample is a random sample from the population of interest, or it is reasonable to regard the sample as if it were a random sample. It is reasonable to regard the sample as a random sample if it was selected in a way that should result in a sample that is representative of the population.
 	The population distribution of the variable that was measured is approximately normal, or the sample size is large. Usually, a sample of size [image: 30] or more is considered to be “large.” If the sample size is less than [image: 30], you should look at a plot of the data (a dotplot, a boxplot, or, if the sample size isn’t really small, a histogram) to make sure that the distribution looks approximately symmetric and that there are no outliers.
 
 https://lumen-learning.shinyapps.io/inference_mean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for a Population Mean: Learn It 4

								

	
				 	Check the assumptions for a one-sample [image: t] confidence interval for population mean
 	Calculate a confidence interval for a population mean and explain what it means
 
  See the Example Question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for a Population Mean: Apply It 1

								

	
				 	Check the assumptions for a one-sample [image: t] confidence interval for population mean.
 	Calculate a confidence interval for a population mean and explain what it means.
 
  Student Debts
 [image: A sticky note with "student debt" written on it underneath coins and cash. An arrow showing an increase is in front of the whole image.]
 There are many situations where you might be interested in estimating a population mean.
 For example, you might be interested in collecting data from a random sample of students who graduated from a two-year college in 2020 to learn about their student loans. If you asked each student in the sample the amount of their student loan debt, you could then use the data to estimate the mean student loan debt for two-year college graduates.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The formula for a confidence interval for a population mean is: [image: \text{estimate }\pm \text{ margin of error}]
 [image: \bar{x} \pm (t\text{-critical value})\frac{s}{\sqrt{n}}]
 where [image: \bar{x}] is the sample mean and the standard error used is the standard error of the sample mean, [image: \frac{s}{\sqrt{n}}].
 The [image: t]-critical value in the confidence interval will depend on the sample size (degrees of freedom for the [image: t]-distribution: [image: df=n-1]) and the confidence level.
 Before creating a confidence interval:
 	Check to see if a [image: t]-model is appropriate Use the [image: t]-model if [image: σ] (the population standard deviation) is unknown. If [image: σ] is known, then use the normal ([image: z]) model instead of the [image: t]-model.
 Use the [image: t]-model if variable values are normally distributed in the population. If this is not true, then make sure the sample size is large (more than [image: 30]).
 
 	Check the conditions The sample is random. The sample is independent. The sample size is large enough to assume an approximately normal sampling distribution.
  
 
  
 This interval is often called a one-sample [image: t] interval.
  While you will use technology to do the calculations, you can see from this confidence interval formula that you are just taking the sample mean and forming an interval around it by subtracting and adding the margin of error to get an interval of plausible values for the population mean.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Normally, we need to check the random condition each time we complete an inference procedure like creating a confidence interval. However,  in these examples, we are given that the large samples are “representative” of their respective populations, so we are making the assumption that the random condition does not need to be met.
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		Confidence Interval for a Population Mean: Apply It 2

								

	
				 	Check the assumptions for a one-sample [image: t] confidence interval for population mean.
 	Calculate a confidence interval for a population mean and explain what it means.
 
  Confidence Interval for a Population Mean
 https://lumen-learning.shinyapps.io/inference_mean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for Difference in Population Means: Learn It 1

								

	
				 	Check the assumptions for a two-sample [image: t] confidence interval for population mean.
 	Calculate and explain a confidence interval for the difference between two population means.
 
  Independent vs. Paired Samples
 When you are interested in estimating a difference in population means, you usually start with data from samples from each of the populations of interest. There are two different strategies for selecting the two samples. One strategy is to select a sample from one population and then independently select a sample from the second population. Using this strategy results in two samples where the individuals selected for the first sample do not influence the individuals selected for the second sample. This would be the case if you took a random sample from each population. Samples selected in this way are said to be independent samples.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The second strategy is to select samples where each observation in one sample is paired in a logical way with a particular observation in the second sample. In the question above, the observations would be paired by student—there is a before keyboarding class typing speed and an after keyboarding class typing speed for each student. If samples are chosen in a way that results in the observations in one sample being paired with the observations in the other sample, the samples are said to be paired samples or matched pairs. Paired samples are also sometimes called dependent samples.
 One common process that results in paired samples is when data are collected both before and after some intervention (like the keyboarding class). But there are other data collection methods that can result in paired samples. One example would be if participants in a study to evaluate the effect of exercise (light vs. moderate exercise) were paired by weight prior to the study, and then one person from each pair was assigned to each exercise group. This would result in exercise groups that were similar with respect to weight, and the two samples would be paired because there is a logical way to match an observation from the light exercise group with a particular observation from the moderate exercise group.
 It is important to make a distinction between independent samples and paired samples because the way the data from the samples are analyzed is different for these two cases.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for Difference in Population Means: Learn It 2

								

	
				 	Check the assumptions for a two-sample [image: t] confidence interval for population mean.
 	Calculate and explain a confidence interval for the difference between two population means.
 
  Assumptions and Conditions for Confidence Interval for Difference in Population Means
 When you are using a confidence interval to estimate a population parameter, there are a few assumptions and conditions that you should review before proceeding. When you are interested in estimating a difference in population means using data from independent samples, you will use a two-sample [image: t] confidence interval.
 conditions for confidence interval for difference in population means
 The conditions that you need to check for the two-sample [image: t] confidence interval are:
 	The samples are independent.
 	Each sample is a random sample from the corresponding population of interest, or it is reasonable to regard the sample as if it were a random sample. It is reasonable to regard the sample as a random sample if it was selected in a way that should result in the sample being representative of the population. If the data are from an experiment, you just need to check that there was random assignment to experimental groups—this substitutes for the random sample condition and also results in independent samples.
 	For each population, the distribution of the variable that was measured is approximately normal, or the sample size for the sample from that population is large. Usually, a sample of size [image: 30] or more is considered “large.” If a sample size is less than [image: 30], you should look at a plot of the data from that sample (a dotplot, a boxplot, or, if the sample size isn’t really small, a histogram) to make sure that the distribution looks approximately symmetric and that there are no outliers.
 
  Notice the last two conditions are the same as those for the one-sample [image: t] confidence interval. You just have to remember to check them for each of the two samples and to make sure that you have independent samples.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A simplified estimate of the degrees of freedom for an independent two sample [image: t]-interval is [image: df=n_1+n_2-2]. The statistical tool uses a more complex process to determine the degrees of freedom and [image: t]-critical value. To view the [image: t]-critical value in the statistical tool, you can toggle the “Show t-score for Margin of Error” option on in the left-hand menu. This will reveal both the degrees of freedom and the [image: t]-critical used in calculating the margin of error.
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		Confidence Interval for Difference in Population Means: Learn It 3

								

	
				 	Check the assumptions for a two-sample [image: t] confidence interval for population mean.
 	Calculate and explain a confidence interval for the difference between two population means.
 
  Confidence Interval for Difference in Population Means
 In previous lessons, you constructed confidence interval estimates for a population proportion, a difference in proportions, and a population mean.
 The form of those confidence intervals was:
 estimate [image: \pm] margin of error
 When you are interested in estimating a difference in population means using data from independent samples, the confidence interval has the same form. The estimate used to construct the interval is the difference in sample means, [image: \bar{x}_1 - \bar{x}_2], and the margin of error is calculated using the standard error for a difference in sample means and a critical value from the [image: t]-distribution.
 Compared to the formula for proportions, the margin of error here is calculated a little differently: Instead of multiplying the value of the standard error by a value from the normal distribution, it is multiplied by a value from the appropriate [image: t]-distribution. This is not surprising if you think back to your work with the standardized [image: t]-statistic.
 Margin of Error = ([image: t]-critical)(standard error) = ([image: t]-critical)[image: (\sqrt{\frac{{{s}_{1}}^{2}}{{n}_{1}}+\frac{{{s}_{2}}^{2}}{{n}_{2}}})]
 We will use technology to calculate the margin of error, so we won’t worry about remembering the formula for standard error or margin of error at this point.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for Difference in Population Means: Learn It 4

								

	
				 	Check the assumptions for a two-sample [image: t] confidence interval for population mean.
 	Calculate and explain a confidence interval for the difference between two population means.
 
  See the example question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval for Difference in Population Means: Apply It 1

								

	
				 	Check the assumptions for a two-sample [image: t] confidence interval for population mean.
 	Calculate and explain a confidence interval for the difference between two population means.
 
  Confidence Interval: estimate [image: \pm] margin of error Cell Phones while Driving
 Previously, we used data from a study investigating how driving while using a cell phone affects reaction time.[1] In this study, [image: 64] students were randomly assigned to one of two groups. Students in both groups were asked to drive in a driving simulator and to press a brake button as quickly as possible when they saw a red light. Response times (in milliseconds) were measured. Students in one group used their cell phones while driving in the simulator, and students in the other group did not use their cell phones.
 Let’s use the data to estimate the difference between the mean reaction time for people who use their cell phones while driving and the mean reaction time for people who do not use their cell phones while driving.
 Steps 
 Under the Confidence and Significance Tests tab:
 	Select the Reaction Times data set.
 	For Type of Inference, select Confidence Interval.
 	Use the slider for the confidence level to select a 95% confidence level.

 https://lumen-learning.shinyapps.io/2samplemean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	Strayer, D. L., & Johnston, W. A. (2001, November 1). Driven to distraction: Dual-task studies of simulated driving and conversing on a cellular telephone. Psychological Science, 12(6), 462–466. https://doi.org/10.1111/1467-9280.00386 ↵
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		Confidence Interval for Difference in Population Means: Apply It 2

								

	
				 	Check the assumptions for a two-sample [image: t] confidence interval for population mean.
 	Calculate and explain a confidence interval for the difference between two population means.
 
  https://lumen-learning.shinyapps.io/2samplemean/ 
 [Trouble viewing? Click to open in a new tab.]
 Find and interpret the confidence interval using the statistical tool above. Then, use it to make inference regarding the population. Choose Your Own Dataset
 Confidence Interval
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 12: Background You'll Need 1

								

	
				 	Construct and describe a histogram for a data set.
 
  A histogram is a graphical representation of the distribution of a data set, which allows us to observe the overall patterns of the data (the shape of the distributions, central tendency, and spread) and outliers. It is commonly used to understand the frequency or count of observations falling into different intervals. 	The horizontal axis of a histogram represents the range of values in the data set, divided into equal-width intervals.
 	The vertical axis represents the frequency or count of observations that fall within each interval.
 
  Ages of Best Actress or Actor Winners from the Oscars
 [image: 184] observations of the ages of the Best Actress or Actor winners from movies from the Oscars awards ceremonies can be found listed under the data set Oscars: Age in the statistical tool below.
 https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 12: Background You'll Need 2

								

	
				 	Calculate mean and standard deviation.
 
  Recall that as we analyze the graph of a distribution of a quantitative variable, we pay attention to the overall pattern (shape, center, and spread), in addition to the data points that deviate from the overall pattern (outliers).
 Let’s look at values that can be used as a measure of center and standard deviation as a measure of spread.
 The mean of a data set is also commonly known as the average of a data set. The median of a data set is the middle value after all of the values have been arranged in ascending order.
 Standard deviation is the “typical” distance of each data point from the mean of the data set.
 Ages of Best Actress or Actor Winners from the Oscars
 [image: 184] observations of the ages of the Best Actress or Actor winners from movies from the Oscars awards ceremonies can be found listed under the data set Oscars: Age in the statistical tool below.
 https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		306

		Module 12: Background You'll Need 3

								

	
				 	Describe a null and alternative hypothesis.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In a statistical hypothesis test:
 	The null hypothesis, [image: H_{0}], is what we assume to be true to begin with. It is often a statement of no change from the previous value or from what is expected.
 	The alternative hypothesis, [image: H_{A}], is what we consider to be plausible if the null hypothesis is false. Often, it is a change from the null hypothesis that we would like to test the accuracy of. The alternative hypothesis answers the question, “Do we think the actual parameter is larger than, smaller than, or just different from the null value, where the null value is the value specified in the null hypothesis?”
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 12: Background You'll Need 4

								

	
				 	Rearrange equations and inequalities to highlight a variable of interest.
 
  Consider the equation [image: a=b].You can rewrite this equation in an equivalent form that has [image: 0] on the right side by subtracting [image: b] from both sides, as follows: [image: a=b]
 [image: a-b = b-b]
 [image: a-b=0]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 12: Background You'll Need 5

								

	
				 	Use appropriate notation for statistical terms.
 
  The formula for the test statistic to compare two population means contains multiple values for the sample mean, sample standard deviation, sample size, and population mean.
 A parameter is a number that describes a population. A statistic is a number that we calculate from a sample. For the mean, the notations are:
 	[image: \mu] represents the parameter, a population mean.
 	[image: \bar{x}] is the notation for a sample mean, a statistic.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypothesis for Means: Learn It 1

								

	
				 	Explain the purpose of hypothesis testing.
 	Write the null and alternative hypotheses for tests on population means.
 	Check the conditions for hypothesis tests for population means.
 
  In a hypothesis test, sample data is evaluated in order to arrive at a decision about some type of claim. The actual test begins by considering two hypotheses (the null hypothesis and the alternative hypothesis). These hypotheses contain opposing viewpoints. Plastic Pollution
 [image: Plastic waste surrounding a globe.]
 Plastic pollution has become one of the most pressing environmental issues, as rapidly increasing production of disposable plastic products overwhelms the world’s ability to deal with them.[1] Given the global scale of plastic pollution, the cost of removing plastics from the environment would be excessively high. Most solutions to the problem of plastic pollution, therefore, focus on preventing improper disposal or even on limiting the use of certain plastic items in the first place.[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s look at the “plastics” dataset. This data set is a sample of plastic products collected by community volunteers in countries around the world during a brand audit to see what types of plastics are found in waste and which companies the plastics found came from.
 The data set can be accessed here: Coca-Cola Data Set.
 The data set variables and variable descriptions. 
 	Variable 	Description 
 	country 	Country of cleanup 
 	year 	Year (2019 or 2020) 
 	parent_company 	Source of plastic 
 	empty 	Category left empty count 
 	hdpe 	High-density polyethylene count (plastic milk containers, plastic bags, bottle caps, trash cans, oil cans, plastic lumber, toolboxes, supplement containers) 
 	Idpe 	Low-density polyethylene count (plastic bags, Ziploc bags, buckets, squeeze bottles, plastic tubes, chopping boards) 
 	other_count 	Category marked other count 
 	pet 	Polyester plastic count (polyester fibers, soft drink bottles, food containers [also see plastic bottles]) 
 	pp 	Polypropylene count (flower pots, bumpers, car interior trim, industrial fibers, carry-out beverage cups, microwavable food containers, DVD cases) 
 	ps 	Polystyrene count (toys, video cassettes, ashtrays, trunks, beverage/food coolers, beer cups, wine and champagne cups, carry-out food containers, styrofoam) 
 	pvc 	PVC plastic count (window frames, bottles for chemicals, flooring, plumbing pipes) 
 	grand_total 	Grand total count (all types of plastic) 
 	num_events 	Number of counting events 
 	volunteers 	Number of volunteers 
  
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.nationalgeographic.com/environment/article/plastic-pollution ↵
	https://www.britannica.com/science/plastic-pollution/Plastic-pollution-in-oceans-and-on-land ↵
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		Null and Alternative Hypothesis for Means: Learn It 2

								

	
				 	Explain the purpose of hypothesis testing.
 	Write the null and alternative hypotheses for tests on population means.
 	Check the conditions for hypothesis tests for population means.
 
  Hypothesis Testing
 Let’s use a subset of the plastics dataset.
 Dashboard:
 [content_embed content_url=” https://sarahsauve.shinyapps.io/TidyTuesdayBrandAuditDashboard/”][/content_embed]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypothesis for Means: Learn It 3

								

	
				 	Explain the purpose of hypothesis testing.
 	Write the null and alternative hypotheses for tests on population means.
 	Check the conditions for hypothesis tests for population means.
 
  null and alternative hypotheses
 The null hypothesis ([image: H_0]) is a statement about the population that either is believed to be true or is used to put forth an argument unless it can be shown to be incorrect beyond a reasonable doubt.
 	One-sample null hypothesis: [image: H_0: \mu=\mu_0], [image: \mu_0] is the null value.
 	Two-sample null hypothesis: [image: H_0: \mu_1=\mu_2] or [image: H_0: \mu_1-\mu_2=0]
 
 The alternative hypothesis ([image: H_A]) is a claim about the population that is contradictory to [image: H_0] and what we conclude when we reject [image: H_0].
 	One-sample alternative hypothesis: 	[image: H_A: \mu \lt \mu_0], [image: \mu_0] is the null value.
 	[image: H_A: \mu>\mu_0], [image: \mu_0] is the null value.
 	[image: H_A: \mu\ne \mu_0], [image: \mu_0] is the null value.
 
 
 	Two-sample alternative hypothesis: 	[image: H_A: \mu_1\lt \mu_2] or [image: H_A: \mu_1-\mu_2\lt 0]
 	[image: H_A: \mu_1>\mu_2] or [image: H_A: \mu_1-\mu_2>0]
 	[image: H_A: \mu_1\ne \mu_2] or [image: H_A: \mu_1-\mu_2\ne0]
 
 
 
 Since the null and alternative hypotheses are contradictory, you must examine evidence to decide if you have enough evidence to reject the null hypothesis or not. The evidence is in the form of sample data.
  The data set can be accessed here: Coca-Cola Data Set.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypothesis for Means: Learn It 4

								

	
				 	Explain the purpose of hypothesis testing.
 	Write the null and alternative hypotheses for tests on population means.
 	Check the conditions for hypothesis tests for population means.
 
  Conditions for a One-Sample [image: t]-Test 	The sample is a random sample from the population of interest, or it is reasonable to regard the sample as if it is random. It is reasonable to regard the sample as a random sample if it was selected in a way that should result in a sample that is representative of the population.
 	For each population, the distribution of the variable that was measured is approximately normal, or the sample size for the sample from that population is large. Usually, a sample of size [image: 30] or more is considered to be “large.” If a sample size is less than [image: 30], you should look at a plot of the data from that sample (a dotplot, a boxplot, or, if the sample size isn’t really small, a histogram) to make sure that the distribution looks approximately symmetric and that there are no outliers.
 
  In the statistical tool below: Step 1: Under Enter Data, select Your Own.
 Step 2: You may enter the Name of Variable as 2020 Coca-Cola Company grand total.
 Step 3: Copy and paste the data set below into the statistical tool.
 Grand Total Dataset 
 	grand_total 
 	44 
 	122 
 	95 
 	78 
 	119 
 	6 
 	204 
 	29 
 	136 
 	134 
 	132 
 	20 
 	5 
 	147 
 	14 
 	7 
 	258 
 	2 
 	93 
 	219 
 	13 
 	20 
 	1 
 	3268 
 	21 
 	1 
 	11 
 	9 
 	320 
 	232 
 	165 
 	4068 
 	9 
 	614 
 	6 
 	27 
 	40 
 	9 
 	2 
 	647 
 	28 
 	256 
 	775 
 	423 
 	12 
 	126 
 	497 
 	39 
 	247 
 	85 
  
   https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypothesis for Means: Apply It 1

								

	
				 	Explain the purpose of hypothesis testing.
 	Write the null and alternative hypotheses for tests on population means.
 	Check the conditions for hypothesis tests for population means.
 
  The evaluation of the sample data starts with the calculation of the mean and standard deviation of a variable, creating a histogram, and describing the shape and spread of a histogram.
 Select the data set CO2 Emissions of EU Countries in the statistical tool below.
 https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Null and Alternative Hypothesis for Means: Apply It 2

								

	
				 	Explain the purpose of hypothesis testing.
 	Write the null and alternative hypotheses for tests on population means.
 	Check the conditions for hypothesis tests for population means.
 
  The actual hypothesis test begins by considering two hypotheses. They are called the null hypothesis and the alternative hypothesis. These hypotheses contain opposing viewpoints.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The null hypothesis ([image: H_0]) is a statement about the population that either is believed to be true or is used to put forth an argument unless it can be shown to be incorrect beyond a reasonable doubt. 	Null hypothesis: [image: H_0: \mu_1=\mu_2] or [image: H_0: \mu_1-\mu_2=0]
 
 The alternative hypothesis ([image: H_A]) is a claim about the population that is contradictory to [image: H_0] and what we conclude when we reject [image: H_0].
 	Alternative hypothesis: 	[image: H_A: \mu_1\lt \mu_2] or [image: H_A: \mu_1-\mu_2\lt 0]
 	[image: H_A: \mu_1>\mu_2] or [image: H_A: \mu_1-\mu_2>0]
 	[image: H_A: \mu_1\ne \mu_2] or [image: H_A: \mu_1-\mu_2\ne0]
 
 
 
 Since the null and alternative hypotheses are contradictory, you must examine evidence to decide if you have enough evidence to reject the null hypothesis or not. The evidence is in the form of sample data.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		One-Sample Hypothesis Test for Means: Learn It 1

								

	
				 	Complete a one-sample [image: t]-test for means from hypotheses to conclusions.
 
  In this section, we will learn to conduct a hypothesis test about a population mean and state a conclusion in context under appropriate conditions.
 
  One or more interactive elements has been excluded from this version of the text. You can view them online here: https://printed.lumenlearning.com/stats/?p=404#oembed-1 
 
  
  We did hypothesis tests previously. The steps and logic in conducting a hypothesis test about a population mean are the same as the a hypothesis test involving population proportions.
 Steps for Hypothesis Testing 	Write out the null and alternative hypotheses.
 	Check the conditions for the hypothesis test.
 	Calculate a test statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Decision 	Conclusion 
 	If P-value [image: \le\alpha], there is enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data provide convincing evidence in support of the alternative hypothesis. 
 	If P-value [image: \gt\alpha], there is not enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data do not provide convincing evidence in support of the alternative hypothesis. 
  
 
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  Plastics Pollution
 [image: Plastic waste surrounding a globe.]
 Plastic pollution has become one of the most pressing environmental issues, as rapidly increasing production of disposable plastic products overwhelms the world’s ability to deal with them.[1] The United States welcomes the historic opportunity at the United Nations Environment Assembly (UNEA 5.2), February-March 2022, to start a process with other nations and stakeholders to fight plastic pollution. The United States is already acting both domestically and internationally to address this global challenge.[2]
 What about us? Are you aware of how much plastic we are using in our lives?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Before we get into the details, let’s practice identifying research questions, writing the hypotheses accordingly, and knowing the steps in conducting a hypothesis test that involves a population mean.
 	Notation for population mean: [image: \mu] (pronounce as “mu”)
 	Notation for sample mean: [image: \bar{x}] (pronounce as “x-bar”)
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.nationalgeographic.com/environment/article/plastic-pollution ↵
	https://www.state.gov/u-s-actions-to-address-plastic-pollution/ ↵
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		One-Sample Hypothesis Test for Means: Learn It 2

								

	
				 	Complete a one-sample [image: t]-test for means from hypotheses to conclusions.
 
  Test Statistic ([image: t])
 Let’s revisit the “plastics” data set used previously in this class.   Recall that this data set is a sample of plastic products collected by community volunteers in countries around the world during a brand audit to see what types of plastics are found in waste and which companies the plastics found came from. The Coca-Cola Company Dataset for 2020 
 	grand_total 
 	44 
 	122 
 	95 
 	78 
 	119 
 	6 
 	204 
 	29 
 	136 
 	134 
 	132 
 	20 
 	5 
 	147 
 	14 
 	7 
 	258 
 	2 
 	93 
 	219 
 	13 
 	20 
 	1 
 	3268 
 	21 
 	1 
 	11 
 	9 
 	320 
 	232 
 	165 
 	4068 
 	9 
 	614 
 	6 
 	27 
 	40 
 	9 
 	2 
 	647 
 	28 
 	256 
 	775 
 	423 
 	12 
 	126 
 	497 
 	39 
 	247 
 	85 
  
  https://lumen-learning.shinyapps.io/inference_mean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   Although calculating the [image: t]-statistic is just a matter of inputting the correct value into the formula and using a calculator, our statistical tool can calculate the value for you. Furthermore, it will calculate the P-value for us, which we can use to make a conclusion to answer the research question. However, if you would like, you can calculate the test statistic using the formula below:
 [image: t]-statistic: [image: t=\dfrac{\stackrel{¯}{x}-μ}{\frac{s}{\sqrt{n}}}]
 The distribution of [image: t]-scores depends on the degrees of freedom, that is, [image: df = n – 1].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		One-Sample Hypothesis Test for Means: Learn It 3

								

	
				 	Complete a one-sample [image: t]-test for means from hypotheses to conclusions.
 
  https://lumen-learning.shinyapps.io/inference_mean/ 
 [Trouble viewing? Click to open in a new tab.] The following is a list of companies that have a large enough sample size to meet the conditions for a hypothesis test: 	Year 2020 
 	Nestle 
 	Mondelez International 
 	Mars, Incorporated 
  
 Use a significance level of 0.05. The variable that you will be focused on is the total plastic count found in various countries.
 Conduct a one-sample hypothesis test on the subset of data.
 Choose Your Own Dataset
 Company
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  
	

			
			


		
	
		
			
	
		318

		One-Sample Hypothesis Test for Means: Apply It 1

								

	
				 	Complete a one-sample [image: t]-test for means from hypotheses to conclusions.
 
  	Notation for population mean: [image: \mu] (pronounce as “mu”)
 	Notation for sample mean: [image: \bar{x}] (pronounce as “x-bar”)
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Conditions for a One-Sample [image: t]-Test 	The sample is a random sample from the population of interest or it is reasonable to regard the sample as if it is random. It is reasonable to regard the sample as a random sample if it was selected in a way that should result in a sample that is representative of the population.
 	For each population, the distribution of the variable that was measured is approximately normal, or the sample size for the sample from that population is large. Usually, a sample of size [image: 30] or more is considered to be “large.” If a sample size is less than [image: 30], you should look at a plot of the data from that sample (a dotplot, a boxplot, or, if the sample size isn’t really small, a histogram) to make sure that the distribution looks approximately symmetric and that there are no outliers.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		One-Sample Hypothesis Test for Means: Apply It 2

								

	
				 	Complete a one-sample [image: t]-test for means from hypotheses to conclusions.
 
  In the previous page, we looked at the following scenario:
 Researchers want to examine the effect of diet on cholesterol levels. They select a random sample of [image: 125] adult males who are vegetarians and test their cholesterol levels to determine if they are significantly different from [image: 201.5] milligrams of cholesterol per deciliter (mg/dl), which is the average cholesterol level of all adult males without heart disease. We have found that the conditions to conduct a one-sample hypothesis test have been satisfied.
 Use the following statistical tool to find the test statistic, and let’s use it to make an inference about the population.
 In the statistical tool, complete the following steps: Step 1: Under Enter Data, select Summary Statistics.
 Step 2: The sample results about the cholesterol level are shown in the following table. Enter the sample results accordingly.
 	  	Size 	Mean 	Standard Deviation 
 	Sample 	[image: 125] 	[image: 183.4] 	[image: 15] 
  
 Step 3: Under Type of Inference, select Significance Test.
 Step 4: Enter the null value (in this scenario is [image: 201.5]) and select the correct alternative hypothesis.
  https://lumen-learning.shinyapps.io/inference_mean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Notice that in the statistical tool above, the test statistic we are using is the [image: t]-statistic. Recall that in practice, we rarely know the population standard deviation. So, we use the sample standard deviation [image: s] as an estimate for [image: \sigma]. Because of this estimation, we now use the [image: t]-distribution instead of the normal distribution.
 If you draw a simple random sample of size [image: n] from a population that has an approximately a normal distribution with mean [image: \mu] and unknown population standard deviation [image: \sigma], then we will use the [image: t]-statistic as the test statistic. [image: t=\dfrac{\bar{x}-\mu}{\frac{s}{\sqrt{n}}}]
 For each sample size [image: n], there is a different [image: t]-distribution, which depends on the sample’s degree of freedom, [image: df=n-1].
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		Comparing Two Population Means (Independent Samples): Learn It 1

								

	
				 	Complete a two-sample [image: t]-test for independent population means from hypotheses to conclusions.
 
  Hate Crimes
 Hate crime is a crime motivated by bias against race, color, religion, national origin, sexual orientation, gender, gender identity, or disability.[1]
 [image: Three boxes in the form of an addition equation. It reads: A crime + Motivation for committing the crime based on bias = Hate crime.]
 The tragic toll of the COVID-19 pandemic has been compounded by a surge in violence against communities of color, including Asian American and Black communities in the United States.[2] In August 2021, the Federal Bureau of Investigation (FBI) released Hate Crime Statistics 2020, an annual compilation of bias-motivated incidents in the United States. Though the number of reporting agencies decreased by [image: 452] since 2019, the overall number of reported incidents increased by [image: 949], contributing to a total of [image: 8,263] hate crime incidents against [image: 11,126] victims in 2020. While annual law enforcement agency participation may fluctuate, the statistics indicate that hate crimes remain a concern for communities across the country.[3]
 To analyze the claim above, let’s analyze the hate crime data from the state of California.[4] The data set below is the rate of hate crimes reported per [image: 100,000] people for 47 of 58 counties in the state of California for the year 2019 and the year 2020.
 Note: Consider the hate crime rates for each county in 2019 and 2020 as two separate datasets. Each dataset represents a distinct sample that reflects statewide hate crime rates for that particular year. The goal is to compare the overall state trends between the two years without making direct comparisons for the same counties. This means you should not pair or link the data for a county from one year with its data from another year. Instead, you’ll compare two groups: one group consisting of all counties’ rates in 2019 and another group consisting of all counties’ rates in 2020.
 Hate Crime Data Set 
 	County in California 	Year 2019 	Year 2020 
 	Alameda 	2.6 	3.1 
 	Amador 	6.3 	7.5 
 	Butte 	2.3 	1.4 
 	Colusa 	4.7 	4.6 
 	Contra Costa 	3 	2.3 
 	Del Notre 	3.6 	3.6 
 	El Dorado 	0.5 	2.6 
 	Fresno 	1.6 	1.7 
 	Glenn 	3.5 	3.5 
 	Humboldt 	7.4 	2.2 
 	Imperial 	0.6 	1.1 
 	Kern 	0.8 	1.2 
 	Kings 	0.7 	0.7 
 	Lake 	4.7 	4.7 
 	Lassen 	3.3 	3.3 
 	Los Angeles 	4.1 	5.3 
 	Marin 	5 	8.6 
 	Mendocino 	2.3 	1.2 
 	Merced 	0.4 	1.1 
 	Monterey 	1.6 	2.1 
 	Napa 	1.4 	1.4 
 	Nevada 	1 	1 
 	Orange 	2.3 	2.6 
 	Placer 	1.5 	2.5 
 	Riverside 	1.5 	1.6 
 	Sacramento 	1 	1.4 
 	San Benito 	1.6 	1.6 
 	San Bernardino 	1.1 	2 
 	San Diego 	3 	3.7 
 	San Fransisco 	7.4 	6.2 
 	San Joaquin 	0.7 	1.3 
 	San Luis Obispo 	4.6 	4.6 
 	San Mateo 	2.2 	2.5 
 	Santa Barbara 	0.2 	0.9 
 	Santa Clara 	2.6 	6.3 
 	Santa Cruz 	3.7 	4.8 
 	Shasta 	0.6 	3.9 
 	Solano 	1.6 	3.6 
 	Sonoma 	2.2 	5.3 
 	Stanislaus 	1.3 	3.1 
 	Sutter 	1 	4.2 
 	Tehama 	3.1 	6.2 
 	Tulare 	0.2 	0.4 
 	Tuolumne 	1.8 	1.8 
 	Ventura 	0.8 	1.8 
 	Yolo 	2.3 	8.2 
 	Yuba 	1.3 	2.5 
  
 Note: Hate crime data are limited as they do not fully capture all hate incidents.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When we are interested in estimating a difference in population means, we usually start with data from a sample from each of the populations of interest.
 There are two different strategies for selecting the two samples. One strategy is to select a sample from one population and then independently select a sample from the second population. Using this strategy results in two samples where the individuals selected for the first sample do not influence the individuals selected for the second sample. This would be the case if you take a random sample from each population. Samples selected in this way are said to be independent samples.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Step 1: Select the “Several Groups” tab in the statistical tool
 Step 2: Under “Enter Data”, select “Your Own”
 Step 3: Edit “Group Labels”. Change Group 1 to “Year 2019” and Group 2 to “Year 2020”
 Step 4: Copy the data set accordingly. Year 2019 
 	2.6 
 	6.3 
 	2.3 
 	4.7 
 	3 
 	3.6 
 	0.5 
 	1.6 
 	3.5 
 	7.4 
 	0.6 
 	0.8 
 	0.7 
 	4.7 
 	3.3 
 	4.1 
 	5 
 	2.3 
 	0.4 
 	1.6 
 	1.4 
 	1 
 	2.3 
 	1.5 
 	1.5 
 	1 
 	1.6 
 	1.1 
 	3 
 	7.4 
 	0.7 
 	4.6 
 	2.2 
 	0.2 
 	2.6 
 	3.7 
 	0.6 
 	1.6 
 	2.2 
 	1.3 
 	1 
 	3.1 
 	0.2 
 	1.8 
 	0.8 
 	2.3 
 	1.3 
  
  Year 2020 
 	3.1 
 	7.5 
 	1.4 
 	4.6 
 	2.3 
 	3.6 
 	2.6 
 	1.7 
 	3.5 
 	2.2 
 	1.1 
 	1.2 
 	0.7 
 	4.7 
 	3.3 
 	5.3 
 	8.6 
 	1.2 
 	1.1 
 	2.1 
 	1.4 
 	1 
 	2.6 
 	2.5 
 	1.6 
 	1.4 
 	1.6 
 	2 
 	3.7 
 	6.2 
 	1.3 
 	4.6 
 	2.5 
 	0.9 
 	6.3 
 	4.8 
 	3.9 
 	3.6 
 	5.3 
 	3.1 
 	4.2 
 	6.2 
 	0.4 
 	1.8 
 	1.8 
 	8.2 
 	2.5 
  
    https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.justice.gov/hatecrimes/learn-about-hate-crimes ↵
	https://www.justice.gov/file/1507346/download ↵
	https://www.justice.gov/crs/highlights/2020-hate-crimes-statistics ↵
	https://immigrantdataca.org/ ↵
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		Comparing Two Population Means (Independent Samples): Learn It 2

								

	
				 	Complete a two-sample [image: t]-test for independent population means from hypotheses to conclusions
 
  Difference of the Means
 One way to compare the means of two groups is by looking at the difference of the means.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When we are interested in estimating a difference in population means using data from independent samples, we will use a two-sample [image: t] confidence interval or a two-sample [image: t]-test.
 conditions for two-sample [image: t]-test
 	The samples are independent.
 	Each sample is a random sample from the corresponding population of interest, or it is reasonable to regard the sample as random. It is reasonable to regard the sample as a random sample if it was selected in a way that should result in a sample that is representative of the population. If the data are from an experiment, we just need to check that there was random assignment to experimental groups—this substitutes for the random sample condition and also results in independent samples.
 	For each population, the distribution of the variable that was measured is approximately normal, or the sample size for the sample from that population is large. Usually, a sample of size [image: 30] or more is considered to be “large.” If a sample size is less than [image: 30], you should look at a plot of the data from that sample (a dotplot, a boxplot, or, if the sample size isn’t really small, a histogram) to make sure that the distribution looks approximately symmetric and that there are no outliers.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Comparing Two Population Means (Independent Samples): Learn It 3

								

	
				 	Complete a two-sample [image: t]-test for independent population means from hypotheses to conclusions
 
  Let’s visualize the difference in means.
 Hate Crime Data Set 
 	County in California 	Year 2019 	Year 2020 
 	Alameda 	2.6 	3.1 
 	Amador 	6.3 	7.5 
 	Butte 	2.3 	1.4 
 	Colusa 	4.7 	4.6 
 	Contra Costa 	3 	2.3 
 	Del Notre 	3.6 	3.6 
 	El Dorado 	0.5 	2.6 
 	Fresno 	1.6 	1.7 
 	Glenn 	3.5 	3.5 
 	Humboldt 	7.4 	2.2 
 	Imperial 	0.6 	1.1 
 	Kern 	0.8 	1.2 
 	Kings 	0.7 	0.7 
 	Lake 	4.7 	4.7 
 	Lassen 	3.3 	3.3 
 	Los Angeles 	4.1 	5.3 
 	Marin 	5 	8.6 
 	Mendocino 	2.3 	1.2 
 	Merced 	0.4 	1.1 
 	Monterey 	1.6 	2.1 
 	Napa 	1.4 	1.4 
 	Nevada 	1 	1 
 	Orange 	2.3 	2.6 
 	Placer 	1.5 	2.5 
 	Riverside 	1.5 	1.6 
 	Sacramento 	1 	1.4 
 	San Benito 	1.6 	1.6 
 	San Bernardino 	1.1 	2 
 	San Diego 	3 	3.7 
 	San Fransisco 	7.4 	6.2 
 	San Joaquin 	0.7 	1.3 
 	San Luis Obispo 	4.6 	4.6 
 	San Mateo 	2.2 	2.5 
 	Santa Barbara 	0.2 	0.9 
 	Santa Clara 	2.6 	6.3 
 	Santa Cruz 	3.7 	4.8 
 	Shasta 	0.6 	3.9 
 	Solano 	1.6 	3.6 
 	Sonoma 	2.2 	5.3 
 	Stanislaus 	1.3 	3.1 
 	Sutter 	1 	4.2 
 	Tehama 	3.1 	6.2 
 	Tulare 	0.2 	0.4 
 	Tuolumne 	1.8 	1.8 
 	Ventura 	0.8 	1.8 
 	Yolo 	2.3 	8.2 
 	Yuba 	1.3 	2.5 
  
 Note: Hate crimes data are limited as they do not fully capture all hate incidents.
 Year 2019 
 	2.6 
 	6.3 
 	2.3 
 	4.7 
 	3 
 	3.6 
 	0.5 
 	1.6 
 	3.5 
 	7.4 
 	0.6 
 	0.8 
 	0.7 
 	4.7 
 	3.3 
 	4.1 
 	5 
 	2.3 
 	0.4 
 	1.6 
 	1.4 
 	1 
 	2.3 
 	1.5 
 	1.5 
 	1 
 	1.6 
 	1.1 
 	3 
 	7.4 
 	0.7 
 	4.6 
 	2.2 
 	0.2 
 	2.6 
 	3.7 
 	0.6 
 	1.6 
 	2.2 
 	1.3 
 	1 
 	3.1 
 	0.2 
 	1.8 
 	0.8 
 	2.3 
 	1.3 
  
  Year 2020 
 	3.1 
 	7.5 
 	1.4 
 	4.6 
 	2.3 
 	3.6 
 	2.6 
 	1.7 
 	3.5 
 	2.2 
 	1.1 
 	1.2 
 	0.7 
 	4.7 
 	3.3 
 	5.3 
 	8.6 
 	1.2 
 	1.1 
 	2.1 
 	1.4 
 	1 
 	2.6 
 	2.5 
 	1.6 
 	1.4 
 	1.6 
 	2 
 	3.7 
 	6.2 
 	1.3 
 	4.6 
 	2.5 
 	0.9 
 	6.3 
 	4.8 
 	3.9 
 	3.6 
 	5.3 
 	3.1 
 	4.2 
 	6.2 
 	0.4 
 	1.8 
 	1.8 
 	8.2 
 	2.5 
  
  https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The analysis above uses descriptive statistics only. How can we make an inference about the increase in hate crimes in the United States?
 We can make an inference using a hypothesis test to provide evidence that there is an increase in the number of hate crimes between 2019 and 2020. A hypothesis test is needed to go beyond the visualizations and show that the difference is not simply sampling variability.
 Standard Error of the Difference of Means
 We can use a hypothesis test to determine if the observed difference in sample means is consistent with a hypothesized difference in population means.
 To do this, we use what we know about the sampling distribution of [image: \bar{x}_1-\bar{x}_2] and, in particular, its estimated standard deviation (the standard error). Recall that you learned that the difference in the sample means, [image: \bar{x}_1-\bar{x}_2], also has an approximately normal distribution, centered at the difference of the population means, [image: \mu_1-\mu_2].
 The standard deviation is given by the following formula: [image: \sqrt{\frac{\sigma_1^2}{n_1}+\frac{\sigma_2^2}{n_2}}]
 In practice, we will have to estimate the standard deviation because it depends on the unknown population standard deviations. Replacing [image: \sigma_1] and [image: \sigma_2] by the sample standard deviations [image: s_1] and [image: s_2], we will get the standard error of the difference.
 standard error of the difference of means
 standard error of [image: \bar{x}_1-\bar{x}_2]: [image: \sqrt{\dfrac{s_1^2}{n_1}+\dfrac{s_2^2}{n_2}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now that we have the standard error, we can calculate the test statistic, P-value, and make an inference about the population. We can leverage technology to generate our statistical output and use it to interpret our results.
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		Comparing Two Population Means (Independent Samples): Apply It 1

								

	
				 	Complete a two-sample [image: t]-test for independent population means from hypotheses to conclusions
 
  Hate Crime in California
 [image: ]
 A hate crime is defined as a criminal offense that is motivated, in whole or in part, by the offender’s bias(es) against a person based on race, ethnicity, ancestry, religion, sexual orientation, disability, gender, and gender identity. [1] In the year 2020, [image: 62\%] of victims were targeted because of the offenders’ bias toward race/ethnicity/ancestry, which continues to be the largest bias motivation category. Participating agencies reported [image: 5,227] race/ethnicity/ancestry-based incidents in 2020, a [image: 32\%] increase from 2019. Anti-Black or African American hate crimes continue to be the largest bias incident victim category, with [image: 2,871] incidents in 2020, a [image: 49\%] increase since 2019. Additionally, there were [image: 279] anti-Asian incidents reported in 2020, a [image: 77\%] increase since 2019. The other largest categories of hate crimes include anti-Hispanic or Latino incidents, with [image: 517], and anti-White incidents, with [image: 869] in total.
 Suppose we wanted to study the increase in hate crime from 2019 to 2020, specifically in the state of California.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Previously, you have conducted a one-sample [image: t]-test (a hypothesis test about a population mean). We can apply the same steps to analyze and test a hypothesis about the difference in means for two independent populations. A hypothesis test for comparing two population means is often referred to as a two-sample [image: t]-test.
 Steps for Hypothesis Testing 
 	Write out the null and alternative hypotheses.
 	Check the conditions for the hypothesis test.
 	Calculate a test statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Note: Previously, we have verified that the assumptions for a two-sample [image: t]-test were met for the Hate Crime data set for the state of California. We know that the two samples were independent, representative of the populations of interest, and large.
 
	https://www.justice.gov/crs/highlights/2020-hate-crimes-statistics ↵
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		Comparing Two Population Means (Independent Samples): Apply It 2

								

	
				 	Complete a two-sample [image: t]-test for independent population means from hypotheses to conclusions
 
  Test Statistics
 [image: t] – statistic
 The test statistic to compare two population means is calculated using the following formula:
 [image: t = \dfrac{\text{estimate of parameter - null hypothesis value}}{\text{standard error}} = \dfrac{(\bar{x}_1-\bar{x}_2)-(\mu_1-\mu_2)}{\sqrt{\frac{s_1^2}{n_1}+\frac{s_2^2}{n_2}}}]
  The summary for the Hate Crime set can be seen below:
 	  	Group 1: Year 2019 	Group 2: Year 2020 
 	Sample Mean 	[image: \bar{x}_1 =2.36] 	[image: \bar{x}_2 =3.13] 
 	Sample Standard Deviation 	[image: s_1 =1.79] 	[image: s_2 =2.04] 
 	Sample Size 	[image: n_1 =47] 	[image: n_2 =47] 
  
 
 Let’s conduct the hypothesis test using the statistical tool below.
 Step 1: Under “Enter Data”, select “Summary Statistics”.
 Step 2: Edit the Group Label accordingly
 Step 3: Enter the statistics into the statistical tool
 Step 4: Select “Significance Test” for the “Type of Inference” https://lumen-learning.shinyapps.io/2samplemean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We often learn more from constructing confidence intervals than from the hypothesis test because it shows a range of plausible values for the difference between the population means.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Learn more about Hate Crime: 	https://www.justice.gov/hatecrimes/learn-about-hate-crimes
 	https://www.whitehouse.gov/briefing-room/statements-releases/2023/04/05/icymi-president-joe-biden-op-ed-to-fight-antisemitism-we-must-remember-speak-out-and-act/
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				 	Complete a two-sample [image: t]-test for dependent population means from hypotheses to conclusions
 
  Dependent Samples vs. Independent Samples
 Previously, you learned how to create confidence intervals and conduct hypothesis tests with a single variable. You also learned how to compare means or proportions from two samples. Some statistical studies use samples from more than one population. In order to compare the difference between two populations, it is important to identify if the samples are dependent (paired) or independent. Dependent and independent sample hypothesis tests are used to answer questions about the difference between two population means.
 For dependent (paired) samples, the same variable is recorded for each sample, and there is a logical way to pair the observations from one sample with the observations in the other sample. In contrast, when samples are independently selected, the same variable is measured for both samples, but there is no logical way to pair an observation from one sample with a particular observation from the other sample.
  Do not use your cell phone while driving!
 [image: A person looking at their phone while driving.]
 The study in this in-class activity uses a single group of participants and measures their reaction times (in milliseconds) while performing a driving task without using their cell phones and then again while using their cell phones.[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The data collected include the reaction times (in milliseconds) with and without the use of cell phones for [image: 32] randomly selected participants. Therefore, each participant will have two reaction times, one for using a cell phone while driving and another for not using a cell phone while driving.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	Strayer, D. L. & Johnston, W. A. (2001, November 1). Driven to distraction: Dual-task studies of simulated driving and conversing on a cellular telephone. Psychological Science, 12(6), 462–466. DOI: 10.1111/1467-9280.00386 ↵
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		Comparing Two Population Means (Dependent Samples): Learn It 2

								

	
				 	Complete a two-sample [image: t]-test for dependent population means from hypotheses to conclusions
 
  Differences in Reaction Times
 In a hypothesis test for matched or paired samples, subjects are matched in pairs, and differences are calculated. Let’s calculate the point estimate of the mean of differences between two paired samples. That is, let’s calculate the difference between the reaction time of each participant with the use of a cell phone and without the use of a cell phone.
 The difference is defined by:
 Difference = (reaction time with the use of a cell phone) – (reaction time without the use of a cell phone)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s calculate the sample mean difference and the sample standard deviation of the differences using our statistical tool.
 Under “Enter Data”, select “Your Own”. Copy and paste the following difference data. Difference Column  
 	Difference 
 	32 
 	67 
 	75 
 	150 
 	142 
 	56 
 	29 
 	84 
 	-13 
 	-11 
 	10 
 	22 
 	-24 
 	29 
 	19 
 	87 
 	101 
 	-7 
 	45 
 	-2 
 	66 
 	73 
 	10 
 	148 
 	8 
 	130 
 	90 
 	146 
 	39 
 	20 
 	6 
 	-7 
  
   https://lumen-learning.shinyapps.io/eda_quantitative/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The mean of the differences is equal to the difference in means. [image: \mu_d = \mu_\text{with cell phone}-\mu_\text{without cell phone}]
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		Comparing Two Population Means (Dependent Samples): Learn It 3

								

	
				 	Complete a two-sample [image: t]-test for dependent population means from hypotheses to conclusions
 
  Hypothesis Testing for Dependent Samples
 Let’s conduct the hypothesis test for the difference in drivers’ reaction times when they are using a cell phone as opposed to when they are not using a cell phone.
 Steps for Hypothesis Testing 
 	Write out the null and alternative hypotheses.
 	Check the conditions for the hypothesis test.
 	Calculate a test statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  null and alternative hypotheses
 A dependent or paired [image: t]-test compares the mean of the differences, [image: \mu_d], to a hypothesized value, which is often [image: 0], but not always. Thus, a dependent [image: t]-test is the same as a one-sample [image: t]-test performed on the difference variable, [image: d].
  
 In summary, where [image: k] is the value of the null hypothesis, we have:
 	Null Hypothesis for Independent Samples 	Null Hypothesis for Dependent Samples 
 	[image: H_0: \mu_1-\mu_2=k] 	[image: H_0: \mu_d=k] 
  
 	Alternative Hypothesis for Independent Samples 	Alternative Hypothesis for Dependent Samples 
 	[image: H_A: \mu_1-\mu_2>k] 	[image: H_A: \mu_d>k] 
 	[image: H_A: \mu_1-\mu_2 \lt k] 	[image: H_A: \mu_d \lt k] 
 	[image: H_A: \mu_1-\mu_2 \ne k] 	[image: H_A: \mu_d \ne k] 
  
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  It is always important to check the assumptions of a test before you perform any calculations.
 Conditions for a One-Sample [image: t]-Test  
 	The sample is a random sample from the population of interest, or it is reasonable to regard the sample as random. It is reasonable to regard the sample as a random sample if it was selected in a way that should result in a sample that is representative of the population.
 	For each population, the distribution of the variable that was measured is approximately normal, or the sample size for the sample from that population is large. Usually, a sample of size [image: 30] or more is considered to be “large.” If a sample size is less than [image: 30], you should look at a plot of the data from that sample (a dotplot, a boxplot, or, if the sample size isn’t really small, a histogram) to make sure that the distribution looks approximately symmetric and that there are no outliers.

 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Comparing Two Population Means (Dependent Samples): Learn It 4

								

	
				 	Complete a two-sample [image: t]-test for dependent population means from hypotheses to conclusions
 
  Hypothesis Testing for Dependent Samples (continued)
 The third step in hypothesis testing is to calculate a test statistic, which we will utilize to find the P-value, write a conclusion, and make an inference about the population.
 test statistic ([image: t])
 The notations for the summary statistics used to compare paired populations/samples are shown in the following table. We will use [image: d] to represent the difference variable.
 	Summary Statistics 	Notation 
 	Population Mean of Difference 	[image: \mu_d] 
 	Sample Mean of Difference 	[image: \bar{d}] 
 	Population Standard Deviation of Difference 	[image: \sigma_d] 
 	Sample Standard Deviation of Difference 	[image: s_d] 
  
  
 The test statistic for the dependent (paired) t-test is calculated using the following formulas:
  
 [image: \text{standard error of the difference}=\dfrac{s_d}{\sqrt{n}}]
  
 [image: \text{test statistic }(t)=\dfrac{\text{estimator - null value}}{\text{standard error of estimator}}=\dfrac{\bar{d}-\text{null value}}{\text{standard error of difference}}]
  Use the following steps: Step 1: Click on the tab Two Dependent Samples.
 Step 2: In the “Dataset” drop-down menu, choose “Reaction Times (Paired Experiment).”
 Step 3: In the left column, go to the drop-down menu for “Type of Inference” and select “Significance Test.”
  https://lumen-learning.shinyapps.io/2samplemean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When thinking about the difference variable, we need to use a different calculation for the standard deviation of the estimate. The standard deviation of the difference in the sample means, [image: \bar{x}_1-\bar{x}_2], is NOT the same as the standard deviation of the difference variable, denoted using [image: s_d]. Take advantage of the statistical tool to calculate the standard deviation of the difference in the sample means.
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				 	Describe how a two-sample confidence interval is related to a hypothesis test for the difference between two dependent population means
 
  Inferences with Confidence Intervals
 A confidence interval provides a range of population values with which a sample statistic is consistent at a given confidence level. In many cases, confidence intervals can also be used to either reject or not reject the null hypothesis, and therefore perform the same function as the typical hypothesis test. A [image: 95\%] confidence interval would be used to test the null hypothesis at the [image: 5\%] significance level. A [image: 99\%] confidence interval would be used to test the null hypothesis at the [image: 1\%] significance level.
 Let’s find the [image: 95\%] confidence interval and see if we can answer the research question: “Does a driver’s reaction times (in milliseconds) differ when they are using a cell phone as opposed to when they are not using a cell phone?”
 Use the following steps: Step 1: Click on the tab Two Dependent Samples.
 Step 2: In the “Dataset” drop-down menu, choose “Reaction Times (Paired Experiment).”
 Step 3: In the left column, go to the drop-down menu for “Type of Inference” and select “Confidence Interval”.
 Step 4: Use the slider to select the correct “Confidence Level”.
  https://lumen-learning.shinyapps.io/2samplemean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  	If a confidence interval contains the hypothesized parameter, a hypothesis test at the [image: 0.05] level will almost always fail to reject the null hypothesis.
 	If the [image: 95\%] confidence interval does not contain the hypothesized parameter, a hypothesis test at the [image: 0.05] level will almost always reject the null hypothesis.
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				 	Complete a two-sample [image: t]-test for dependent population means from hypotheses to conclusions
 
  Hand Sanitizer
 A 2011 study[1] measured the effectiveness of alcohol-based hand sanitizer on volunteers’ hands artificially contaminated with the bacteria Escherichia coli in the presence of dirt and cooking oil. The researchers wanted to study whether or not hand sanitizer effectively reduced the number of bacteria in the presence of dirt.
 Suppose you want to replicate the study. You collect bacteria from the hands of eight randomly selected people who had dirt applied to their hands, and then you collect bacteria from their hands after they apply an alcohol-based sanitizer. You want to compare the amount of bacteria found on their hands before and after they apply the sanitizer.
 The results are presented in the following table.
 	Participant 	Number of Colony-forming Units (CFU) before Sanitizer 	Number of Colony-forming Units (CFU) after Sanitizer 
 	1 	11.8 	12.1 
 	2 	10.8 	12.0 
 	3 	9.1 	3.8 
 	4 	14.6 	10.1 
 	5 	8.2 	6.3 
 	6 	14.1 	11.1 
 	7 	13.0 	7.2 
 	8 	14.0 	13.7 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When comparing two means in dependent samples, we analyze the differences in each participant or subject. The last column of the following table shows the difference between the bacteria on participants’ hands before and after they apply the sanitizer. Although the order does not matter, it is important to be clear about the order selected.  The order of subtraction is defined as:   (number of CFU before applying sanitizer) – (number of CFU after applying sanitizer)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
     
  
	Pickering, A. J., Davis, J., & Boehm, A. B. (2011, September). Efficacy of alcohol-based hand sanitizer on hands soiled with dirt and cooking oil. Journal of Water and Health, 9(3), 429–433. DOI: 10.2166/wh.2011.138 ↵
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				 	Complete a two-sample [image: t]-test for dependent population means from hypotheses to conclusions
 
  Hand Sanitizer
 Let’s conduct the hypothesis test! Remember, we have dependent samples.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Step 1: Go to the “Two Dependent Samples” tab. Step 2: Under Enter Data, select “Provide Own”
 Step 3: Type in the Name of Response Variable and edit the first group as “Before” and the second group as “After”. Then, copy and paste the data set accordingly.
 Data set for BEFORE 11.8 10.8 9.1 14.6 8.2 14.1 13 14
 Data set for AFTER 12.1 12 3.8 10.1 6.3 11.1 7.2 13.7
 Step 4: For hypothesis test, select “Significance Test” and select the correct alternative hypothesis.
 Step 5: For confidence interval, select “Significance Test” and select the correct confidence level.
  https://lumen-learning.shinyapps.io/2samplemean/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Assess and make comparisons between groups using graphical displays
 
  Interpreting Graphical Displays
 Let’s revisit the data from a sleep study[1] that we’ve explored throughout the course. Recall that the researchers in this study were interested in a number of variables related to college students’ sleeping habits, health, academic success, and alcohol consumption.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Onyper, S. V., Thacher, P. V., Gilbert, J. W., & Gradess, S. G. (2012). Class start times, sleep, and academic performance in college: A path analysis. Chronobiology International, 29(3), 318–335. ↵
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				 	Use boxplots to compare variation in different groups of data
 
   What should you pack?
 Suppose you’re taking a trip across the country to visit several different friends. You’ll be traveling through Miami, Florida, Phoenix, Arizona, and Honolulu, Hawaii, but you’re not sure what kinds of clothes to pack. What’s the weather like in those cities? A quick Internet search tells you that the mean high temperature in each city is as follows:
 	City 	Mean High Temperature[1] 
 	Miami 	[image: 84]°F 
 	Phoenix 	[image: 87]°F 
 	Honolulu 	[image: 84]°F 
  
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	U.S. climate data. (2021). https://www.usclimatedata.com/climate/united-states/us ↵
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				 	Use summary statistics to compare variation in different groups of data
 
   Variance From Summary Statistics
 When statistical software provides summary statistics of data, it usually provides the standard deviation instead of the variance. We can use that to compare the variability between groups.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Explain differences in means and make conclusions when comparing two means
 
   Working with Intervals that Estimate a Difference
 We used to [image: \mu] to represent a population mean and [image: \bar{x}] to represent a sample mean.
 When we are comparing two populations, we add subscripts to indicate which population (and sample) is being referenced. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Complete a hypothesis test for comparing two means
 
  Hypothesis Testing for Means
 Steps for Hypothesis Testing 	Write out the null and alternative hypotheses.
 	Check the conditions for the hypothesis test.
 	Calculate a test statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Decision 	Conclusion 
 	If P-value [image: \le\alpha], there is enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data provide convincing evidence in support of the alternative hypothesis. 
 	If P-value [image: \gt\alpha], there is not enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data do not provide convincing evidence in support of the alternative hypothesis. 
  
 
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Calculate and compare ratios
 
   Ratios
 In order to make calculations for an ANOVA, we will need to use ratios. Ratios are used to create proportions, and they can be used to compare two quantities and analyze their size in relation to each other.
 ratio
 A ratio is a comparison of two quantities using division. A ratio can be written as a fraction or a decimal.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Write a null and alternative hypothesis for a one-way ANOVA hypothesis test
 	Discuss the error sum of squares and group sum of squares
 
  One-way ANOVA
 Previously, we explored hypothesis tests that allowed us to compare means from two groups/populations. More specifically, we performed calculations to determine if there was evidence that the means associated with the populations were statistically different from one another.
 For hypothesis tests comparing averages between more than two groups, statisticians have developed a method called “Analysis of Variance” (abbreviated ANOVA).
 ANOVA
 One-way ANOVA (analysis of variance) is a statistical test for comparing and making inferences about means associated with two or more groups. The one-way ANOVA is also referred to as the one-factor ANOVA.
  Many statistical applications in psychology, social science, business administration, and the natural sciences involve several groups. For example, an environmentalist is interested in knowing if the average amount of pollution varies in several bodies of water. A sociologist is interested in knowing if the amount of income a person earns varies according to his or her upbringing. A consumer looking for a new car might compare the average gas mileage of several models. 
 Is the average amount of money spent by Olympic athletes on their training the same for all water sports (pool swimming, diving, water polo, synchronized swimming, open-water swimming)? To answer this question, we would want to compare the five means. Rather than doing separate [image: t]-tests for each different pair of water sports, we will do an analysis on all five means called an Analysis of Variance or ANOVA.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Write a null and alternative hypothesis for a one-way ANOVA hypothesis test
 	Discuss the error sum of squares and group sum of squares
 
   The Null and Alternative Hypotheses
 null hypothesis
 The null hypothesis for a one-way ANOVA states that all the group/population means are the same. This can be written as:
 [image: H_0: \mu_1 = \mu_2 = ... = \mu_k]
 where [image: k] is the number of independent groups or samples.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The alternative hypothesis for a one-way ANOVA is a bit different than the alternative hypothesis we used when comparing only two group means (i.e., two-sample [image: t]-test).
 When there were only two group means to consider, the null hypothesis that the two means were the same was [image: H_{0}:\mu_{1}=\mu_{2}]. If you wanted to show that the two means were different or not equal, the alternative hypothesis would be [image: H_{A}:\mu_{1}\neq\mu_{2}]. If we rejected the null hypothesis, we would be able to conclude that the two means were statistically different.
 When we reject the null hypothesis for a one-way ANOVA, we cannot simply state that all of the means are not equal. That is, when we reject the null hypothesis, [image: H_{0}:\mu_{1}=\mu_{2}=\ldots=\mu_{k}], we are not able to differentiate whether one of the means is different from the others, whether two of the means are different from the others, whether three of the means are different from the others, etc.
 alternative hypothesis
 To provide flexibility and to account for the multiple outcomes associated with rejecting the null hypothesis, the alternative hypothesis for a one-way ANOVA should be written as:
 [image: H_{A}:] At least two of the group means are different.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Write a null and alternative hypothesis for a one-way ANOVA hypothesis test
 	Discuss the error sum of squares and group sum of squares
 
  The purpose of a one-way ANOVA test is to determine the existence of a statistically significant difference among several group means. The test actually uses variances to help determine if the means are equal or not.
 Let’s ensure that we can recognize a one-way ANOVA test and we can write the hypotheses accordingly before conducting the hypothesis test.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Write a null and alternative hypothesis for a one-way ANOVA hypothesis test
 	Discuss the error sum of squares and group sum of squares
 
  Weight Loss
 [1]Achieving healthy weight loss isn’t about a “diet” or “program” but a lifestyle with healthy eating patterns, regular physical activity, and stress management. Medications taken for other conditions may also make it harder to lose weight. Losing weight isn’t easy, and it takes commitment. When you’re trying to lose weight, it’s natural to want it to happen very quickly. But people with gradual and steady weight loss (about [image: 1] to [image: 2] pounds per week) are more likely to keep the weight off.
 A researcher is interested in comparing the average weight loss over a [image: 12]-week period between individuals randomly assigned to one of four groups:
 	Diet only
 	Diet and assorted cardio routines four days a week
 	Diet and cycling activities four days a week
 	Diet and a combination of strength training and cardio activities four days a week
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.cdc.gov/healthyweight/losing_weight/index.html ↵
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		Introduction to One-Way ANOVA – Apply It 2

								

	
				 	Write a null and alternative hypothesis for a one-way ANOVA hypothesis test
 	Discuss the error sum of squares and group sum of squares
 
   Comparing Distributions
 Before conducting a formal hypothesis test, the researcher would like to first compare and contrast the graphical displays of the data and see if we can use the visual as evidence to answer the research question.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Introduction to One-Way ANOVA – Apply It 3

								

	
				 	Write a null and alternative hypothesis for a one-way ANOVA hypothesis test
 	Discuss the error sum of squares and group sum of squares
 
   Sum of Squares
 The test statistic and P-value are calculated by considering the ratio of variation within each of the groups to the variation between each of the groups. That is, when the variation between each of the groups is significantly greater than the variation within each of the groups, we will reject the null hypothesis and conclude that at least two of the means are different. However, when there is a significant amount of variation within groups, relative to the variation between groups, we will have less evidence of a difference and may fail to reject the null hypothesis.
 sum of squares
 The statistic measuring the variation within the groups is the error sum of squares. This is calculated by summing the variation within each of the groups. The variation within each of the groups is visualized in the boxplot by the size of the box and in the dotplot as the spread of the dots within each group.
  
 A statistic measuring the variation between the groups is the group sum of squares. This is calculated by summing the variation between each of the group means and the grand mean (i.e., the mean of all the data values).
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Conditions for ANOVA - Learn It 1

								

	
				 	Check the conditions for a one-way ANOVA hypothesis test
 
   In trying to understand when it is appropriate to use an ANOVA, there are three main conditions we should consider: 	Is it the right type of data?
 	Are the groups independent random samples?
 	Do the groups have similar levels of variability?
 
  An ANOVA also requires that the data within each group be normally distributed, but testing for that is outside the scope of this course.
 Let’s look at each condition in more detail.
 data for ANOVA
 An ANOVA only works if
  
 	the factor of interest is categorical data,
 	the response variable is numeric and continuous, and
 	the mean of the response variable is the parameter of interest.
 
  Remember that categorical data are qualitative data that have no inherent ranking or order. Basically, in an ANOVA, we are interested in comparing the mean of the response variable to more than two independent groups of the factor of interest.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Conditions for ANOVA - Learn It 2

								

	
				 	Check the conditions for a one-way ANOVA hypothesis test
 
  In trying to understand when it is appropriate to use an ANOVA, there are three main conditions we should consider: 	Is it the right type of data?
 	Are the groups independent random samples?
 	Do the groups have similar levels of variability?
 
  Independent Random Samples
 The groups being compared using an ANOVA need to be independent random samples or randomly assigned groups in an experiment.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		346

		Conditions for ANOVA - Learn It 3

								

	
				 	Check the conditions for a one-way ANOVA hypothesis test
 
  Variability
 The third condition is about the variability within groups.
 The groups being compared should have equal or similar variability within their groups. There are formal tests that can be used to assess the similarity of variability among ANOVA groups, but they are beyond the scope of this course.
 Instead, we can visually estimate variability by comparing boxplots of data or numerically comparing the standard deviations provided in summary statistics. Remember that the box in a boxplot visually represents the middle [image: 50\%] of the data and is the size of the interquartile range. While this is not a measurement of the standard deviation, a boxplot allows us to visually compare the spread or variability in each group.
 variability in ANOVA
 A good rule of thumb is:
 	If the sample sizes are equal, the largest standard deviation can be no more than two times the smallest standard deviation.
 	If the sample sizes are different, the standard deviations need to be really similar.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Conditions for ANOVA - Apply It 1

								

	
				 	Check the conditions for a one-way ANOVA hypothesis test
 
  When is ANOVA appropriate?
 [image: A diagram of a healthy bone next to a diagram of a bone with osteoporosis.]
 Osteoporosis is a bone disease in which the bones in a person’s body have lost density, making them weak and brittle. The condition is most common in older women, and researchers have been searching for ways to treat and prevent osteoporosis for many years.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Assumptions: 	The right types of data—factor of interest should be categorical, and the response variable should be numeric and continuous.
 	Randomly assigned, independent groups.
 	Similar levels of variability.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Conditions for ANOVA - Apply It 2

								

	
				 	Identify whether conditions for a one-way ANOVA have been met
 
  In order to compare the groups, the researchers measured the densities of the thigh bones for each of the treatment groups after a period of two years. Results were recorded as percentage changes in bone density from the beginning of the study. There were [image: 168] participants in the study ([image: 42] in each group). The data provided in the following table are based on the summary statistics in the study.
 The values represent the changes in bone density (%) for the patients within that group.
 
 Data Set 
 	Placebo 	Milk 	Calcium Pill 	Calcium Pill Plus Exercise 
 	-0.46 	-0.02 	-0.2 	0.53 
 	-0.57 	-0.43 	-0.07 	0.54 
 	-0.7 	-0.24 	-0.3 	0.11 
 	-0.61 	0.05 	-0.26 	0.42 
 	-0.65 	-0.44 	-0.38 	0.73 
 	-0.62 	-0.1 	0.01 	1.21 
 	-0.93 	-0.35 	-0.23 	0.67 
 	-0.83 	-0.02 	0.11 	0.63 
 	-0.7 	-0.21 	0.1 	0.25 
 	-0.65 	0.31 	0.07 	0.07 
 	-0.62 	-0.06 	-0.28 	0.34 
 	-0.92 	-0.4 	-0.19 	0.32 
 	-0.33 	-0.04 	0.02 	0.18 
 	-0.7 	-0.14 	-0.14 	-0.02 
 	-0.47 	-0.39 	-0.25 	0.53 
 	-0.71 	0.05 	-0.21 	0 
 	-0.94 	-0.05 	0 	0.34 
 	-0.47 	0.06 	-0.54 	0.04 
 	-0.52 	-0.35 	-0.2 	0.6 
 	-0.85 	-0.4 	-0.06 	0 
 	-0.38 	-0.34 	-0.27 	0.35 
 	-0.76 	-0.3 	0.06 	-0.45 
 	-0.71 	-0.35 	-0.14 	-0.26 
 	-0.77 	-0.2 	-0.33 	0.33 
 	-0.73 	-0.38 	-0.4 	-0.05 
 	-0.67 	-0.27 	-0.21 	-0.12 
 	-0.68 	0.3 	-0.23 	0.51 
 	-0.67 	-0.29 	-0.38 	0.29 
 	-0.68 	-0.25 	-0.43 	0.32 
 	-0.52 	-0.1 	-0.27 	0.39 
 	-0.18 	-0.34 	0.1 	0.38 
 	-0.8 	-0.36 	-0.21 	-0.32 
 	-0.99 	-0.22 	-0.34 	0.36 
 	-0.49 	-0.06 	-0.13 	0.39 
 	-0.81 	-0.26 	-0.18 	0.58 
 	-0.8 	-0.27 	0 	-0.07 
 	-0.66 	0.1 	-0.37 	0.37 
 	-0.84 	0.03 	0.07 	0.61 
 	-0.83 	-0.18 	0.19 	0.04 
 	-0.86 	-0.25 	-0.42 	0.5 
 	-0.31 	-0.2 	-0.17 	-0.34 
 	-0.82 	-0.37 	-0.47 	0.47 
  
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA - Learn It 1

								

	
				 	Complete a one-way ANOVA hypothesis test
 	Write the conclusion of a one-way ANOVA hypothesis test in context of the problem
 
   [image: A large potted plant on a stool with additional potted plants on the ground behind it.]
 Suppose a researcher wants to investigate the effect of the amount of fertilizer on the height of a common houseplant. More specifically, the researcher is interested in determining if there is a difference in the mean height of plants between those receiving one of the following three different fertilizer levels: high, medium, and low.
 The following data are the simulated results of this controlled experiment.
 (Note that this small data set is used to introduce the concept and make calculations easier. When conducting an ANOVA, larger sample sizes are usually needed to meet assumptions.)
 	Fertilizer Level 	Height of Plant (inches) 
 	Low 	23.2, 20.9, 21.5, 25.3 
 	Medium 	24.6, 27.7, 22.5, 30.1 
 	High 	29.2, 30.2, 31.1, 33.6 
  
 As we saw previously, conducting a one-way ANOVA involves comparing the variation within each of the groups to the variation between each of the groups. When the variation between each of the groups is significantly larger than the variation within each of the groups, we might conclude that there is a statistically significant difference among the means.
 ANOVA table
 In an ANOVA table, the calculation illustrating the total variation within the groups of interest is known as the error sum of squares (SSError). The calculation illustrating the total variation between the groups is known as the group sum of squares (SSGroup).
  
 Two other essential columns found in an ANOVA table are the degrees of freedom (df) and the mean square.  
  The following table illustrates how these values are calculated for each of the given sources: Group or Error (i.e., between and within).
 When calculating these values, it is important to know that represents the number of groups being considered and represents the total number of data values among all groups.
 ANOVA table
 	Source 	Degrees of Freedom (df) 	Sum of Squares 	Mean Square 	F-Statistic 
 	Group 	[image: k-1] (The number of groups minus 1)
  	SSGroup 	[image: \dfrac{\text{SSGroup}}{k-1}] 	[image: \dfrac{\text{MSGroup}}{\text{MSError}}] 
 	Error 	[image: N-k] (The total number of data points minus the number of groups)
  	SSError 	[image: \dfrac{\text{SSError}}{N-k}] 	  
 	Total 	[image: N-1] (The total number of data points minus 1)
  	SSGroup + SSError 	  	  
  
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA - Learn It 2

								

	
				 	Complete a one-way ANOVA hypothesis test
 	Write the conclusion of a one-way ANOVA hypothesis test in context of the problem
 
   Mean Square
 When performing a formal hypothesis test for a one-way ANOVA, the mean square values are used to calculate the value of our test statistic; thus, they impact the P-value we get.  
 
 As noted in the previous table, the mean square for error and mean square for group are calculated by taking each of the sum of square values and dividing them by the degrees of freedom associated with the respective source (i.e., Group or Error).
 mean square
 [image: \text{Mean Square for Error (MSError)}=\dfrac{\text{Error sum of squares}}{\text{degrees of freedom (Error)}}=\dfrac{SSE}{N-k}]
  
 [image: \text{Mean Square for Group (MSGroup)}=\dfrac{\text{Group sum of squares}}{\text{degrees of freedom (Group)}}=\dfrac{SSG}{k-1}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  F-statistic
 The test statistic that we use to complete the appropriate hypothesis test for a one-way ANOVA is calculated with the ratio below:
 [image: \text{F-Statistic}=\dfrac{\text{MSGroup}}{\text{MSError}}=\dfrac{\text{Variation BETWEEN groups}}{\text{Variation WITHIN groups}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA - Learn It 3

								

	
				 	Complete a one-way ANOVA hypothesis test
 	Write the conclusion of a one-way ANOVA hypothesis test in context of the problem
 
  [image: F]-Distribution
 Recall that hypothesis testing for two means is based on the [image: t]-Distribution, and we calculate the test statistic, [image: t]. Additionally, the [image: t]-Distribution is symmetric, centered at the mean [image: 0]. Thus, when conducting a [image: t]-test, we have positive [image: t]-values and negative [image: t]-values.
 ANOVA is based on the [image: F]-Distribution, so we will be calculating the [image: F]-statistic. Let’s utilize our statistical tool to explore the [image: F]-Distribution and its value.
 Enter the degrees of freedom from our fertilizer scenario into the [image: F]-Distribution Statistical Tool below.
 	Source 	Degrees of Freedom (df) 
 	Group 	2 
 	Error 	9 
 	Total 	11 
  
 
 https://lumen-learning.shinyapps.io/fdist
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  As we just saw, the [image: F]-statistic is the ratio of the variation between groups (MSGroup) to the variation within groups (MSError). Larger values of the [image: F]-statistic (greater than [image: 1]) would imply that the variation between groups is larger than the variation within groups.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When there is a greater difference among the group means, the [image: F]-statistic will be larger; when there is a smaller difference among the group means, the [image: F]-statistic will be smaller.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA - Learn It 4

								

	
				 	Complete a one-way ANOVA hypothesis test
 	Write the conclusion of a one-way ANOVA hypothesis test in context of the problem
 
  P-value
 Remember that in hypothesis testing, the P-value is our statistical evidence to support our conclusions. When the P-value is less than our significance level, [image: \alpha], we reject the null hypothesis and have sufficient evidence to support the alternative hypothesis. Otherwise, we fail to reject the null hypothesis and do not have sufficient evidence to support the alternative hypothesis.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA - Apply It 1

								

	
				 	Complete a one-way ANOVA hypothesis test
 	Write the conclusion of a one-way ANOVA hypothesis test in context of the problem
 
  steps for one-way ANOVA
 	Set up the null and alternative hypotheses.
 	Check the conditions/assumptions for the ANOVA hypothesis test. 	The right types of data—factor of interest should be categorical, and the response variable should be numeric and continuous
 	Similar levels of variability
 	Randomly assigned, independent groups
 
 
 	Calculate the [image: F]-statistic.
 	Calculate the P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  [image: A diagram of a healthy bone next to a diagram of a bone with osteoporosis.]A 1995 study used a one-way ANOVA to compare different osteoporosis prevention strategies on the bone density of older women.[1] The women were randomly assigned to receive either a placebo treatment, milk powder containing calcium, calcium pills, or calcium pills with an exercise program.
 In order to compare the groups, the researchers measured the densities of the thigh bones for each of the treatment groups after a period of two years. Results were recorded as percentage changes in bone density from the beginning of the study. There were 168 participants in the study (42 in each group).
 Let’s conduct the one-way ANOVA hypothesis test for this scenario. The data set for this scenario is uploaded into the ANOVA statistical tool under “Osteoporosis.”
 https://lumen-learning.shinyapps.io/anova/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In an ANOVA hypothesis test, it is very tempting to make assumptions based on the obvious differences in the group means, but further testing is needed to confirm and provide statistical evidence of our conclusions.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	Prince, R., Devine, A., Dick, I., Criddle, A., Kerr, D., Kent, N., Randell, A. & Price, R. (1995). The effects of calcium supplementation (milk powder or tablets) and exercise on bone density in postmenopausal women. Journal of Bone and Mineral Research, 10(7), 1068–1075. ↵
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		Pair-wise Comparisons for ANOVA – Learn It 1

								

	
				 	Complete pair-wise comparisons for ANOVA
 	Calculate a confidence interval and p-value for pair-wise comparisons and explain what it means
 
   A one-way ANOVA is a statistical test for comparing and making inferences about means associated with two or more groups. Once we have rejected the null hypothesis that all means are equal, we will want to further investigate the individual pair-wise differences in the means, to know which mean(s) are different.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  This leads us to the next logical question—which means are different? Because we have rejected the idea that the null hypothesis is true (rejecting the idea that all means are equal), we can perform multiple comparisons to identify the differences.
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		Pair-wise Comparisons for ANOVA – Learn It 2

								

	
				 	Complete pair-wise comparisons for ANOVA
 	Calculate a confidence interval and p-value for pair-wise comparisons and explain what it means
 
  Pair-wise Comparisons
 Previously, we explored a one-way ANOVA hypothesis test that allowed us to compare means from two or more groups/populations. More specifically, we performed calculations to determine if there was evidence that the means associated with the populations were statistically different from one another. However, because we are comparing two or more means, which means are different? We can perform multiple comparisons to identify the differences.
 pair-wise comparison
 The pair-wise comparison for ANOVA is a process of analyzing groups/populations by comparing them against each other in pairs.
  
 When conducting pair-wise comparisons for ANOVA, we will be conducting multiple two-sample tests in order to find the significant difference(s) among the means.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Hypothesis Testing Steps for Comparing Two Population Means. 
 	Write out the null and alternative hypotheses.
 	Check the conditions for the hypothesis test – independent samples.
 	Calculate a [image: t]-statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  The null hypothesis ([image: H_0]): It is a statement about the population that either is believed to be true or is used to put forth an argument unless it can be shown to be incorrect beyond a reasonable doubt. 	Null hypothesis: [image: H_0: \mu_1=\mu_2] or [image: H_0: \mu_1-\mu_2=0]
 
 The alternative hypothesis ([image: H_A]): It is a claim about the population that is contradictory to [image: H_0] and what we conclude when we reject [image: H_0].
 	Alternative hypothesis: 	[image: H_A: \mu_1\lt \mu_2] or [image: H_A: \mu_1-\mu_2\lt 0]
 	[image: H_A: \mu_1>\mu_2] or [image: H_A: \mu_1-\mu_2>0]
 	[image: H_A: \mu_1\ne \mu_2] or [image: H_A: \mu_1-\mu_2\ne0]
 
 
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Pair-wise Comparisons for ANOVA – Learn It 3

								

	
				 	Complete pair-wise comparisons for ANOVA
 	Calculate a confidence interval and p-value for pair-wise comparisons and explain what it means
 
  Scenario: Suppose you are studying the efficacy of new statistics teaching methods. You randomly assign [image: 20] students to each of the four different methods: [image: A], [image: B], [image: C], and [image: D]. You test their knowledge on the midterm to compare the differences between the teaching methods. For this activity, you may assume the conditions for ANOVA are met.
 Data Set for A 
 	A 
 	59 
 	54 
 	60 
 	57 
 	58 
 	52 
 	67 
 	61 
 	54 
 	56 
 	62 
 	60 
 	56 
 	61 
 	67 
 	65 
 	61 
 	61 
 	60 
 	62 
  
  Data Set for B 
 	B 
 	67 
 	66 
 	51 
 	68 
 	65 
 	54 
 	57 
 	55 
 	59 
 	66 
 	70 
 	56 
 	56 
 	53 
 	56 
 	72 
 	64 
 	64 
 	63 
 	57 
  
  Data Set for C 
 	C 
 	62 
 	74 
 	62 
 	64 
 	77 
 	59 
 	58 
 	64 
 	68 
 	65 
 	66 
 	64 
 	73 
 	65 
 	67 
 	72 
 	63 
 	72 
 	63 
 	64 
  
  Data Set for D 
 	D 
 	69 
 	62 
 	70 
 	73 
 	53 
 	73 
 	75 
 	64 
 	67 
 	73 
 	69 
 	69 
 	72 
 	73 
 	73 
 	59 
 	77 
 	62 
 	77 
 	67 
  
  https://lumen-learning.shinyapps.io/2samplemean/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We could continue and conduct all six different hypothesis tests/confidence intervals in order to determine exactly which means are different from one another.
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		Pair-wise Comparisons for ANOVA – Learn It 4

								

	
				 	Complete pair-wise comparisons for ANOVA
 	Calculate a confidence interval and p-value for pair-wise comparisons and explain what it means
 
  Type I Error
 Recall that sometimes, due to chance, the result of the hypothesis test does not align with reality. If we reject a correct null hypothesis, we have made a type I error.
 type I error
 The probability of committing a type I error is equal to the significance level: [image: P(\text{Type I Error}) = \alpha].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  family-wise error rate
 Suppose we perform [image: m] independent hypothesis tests.
  
 The probability of making a type I error (at least one false rejection) is: [image: 1-(1-\alpha)^m].
  
 In our example, we have six comparisons, so the probability of committing a type I error is: [image: 1-(1-0.05)^6 = 0.265 = 26.5\%]. This is likely too high and definitely not [image: 0.05]. To avoid this problem, we need a method to maintain an overall level of significance even when several tests are performed.We call this the family-wise error rate.
  
 The family-wise error rate is defined as the probability of rejecting at least one of the true null hypotheses.
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		Pair-wise Comparisons for ANOVA – Learn It 5

								

	
				 	Complete pair-wise comparisons for ANOVA
 	Calculate a confidence interval and p-value for pair-wise comparisons and explain what it means
 
  Tukey method
 One method for controlling for a family-wise error rate is the Tukey method for all pair-wise comparisons (formally Tukey-Kramer method).
  
 This method adjusts the length of the confidence interval (to ensure an overall level of confidence) and the P-value (to ensure an overall significance level for all pair-wise comparisons).
  Let’s look at our study about studying the efficacy of new statistics teaching methods. Recall that you randomly assign [image: 20] students to each of the four different methods: [image: A], [image: B], [image: C], and [image: D]. You test their knowledge on the midterm to compare the differences between the teaching methods.
 	Table A presents the P-values and confidence intervals that are unadjusted for multiple comparisons.
 	Table B presents the adjusted confidence intervals using the Tukey method.
 
 Table A: Unadjusted for multiple comparisons*
 [image: ]
 *Note: These P-values and confidence intervals are slightly different than those derived from conducting separate two-sample t-tests.
 Table B: Tukey method used to adjust for multiple comparisons
 [image: ]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Note that the difference between the methods for Group [image: C] and Group [image: B] [image: (\mu_C-\mu_B)] is not considered because it would provide the same information. Similarly, [image: \mu_C-\mu_A],etc. are not needed.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Pair-wise Comparisons for ANOVA – Apply It 1

								

	
				 	Complete pair-wise comparisons for ANOVA
 	Calculate a confidence interval and p-value for pair-wise comparisons and explain what it means
 
  What is the best treatment?
 [image: A woman helping an older woman with holding a cane.][1] The CDC states that people with osteoporosis are more likely to break bones, most often in the hip, forearm, wrist, and spine. There are steps you can take to improve your bone health and strengthen weak bones.
 Previously, we looked at a 1995 study that used a one-way ANOVA to compare different osteoporosis prevention strategies on the bone density of older women.[2] The women were randomly assigned to receive either a placebo treatment, milk powder containing calcium, calcium pills, or calcium pills with an exercise program. In order to compare the groups, the researchers measured the densities of the thigh bones for each of the treatment groups after a period of two years.
 Through a one-way ANOVA, we found that there is a difference between the means of two or more of these treatments. At least one of the preventative strategies was more or less effective than the other options.
 Now the question is: “What treatment works best to prevent osteoporosis?”
 It is tempting to use the following boxplot to determine the answer, so we need to be careful. This method does not provide statistical EVIDENCE to support your conclusion.
 [image: Four different boxplots, one for the placebo, one for milk powder, one for a calcium pill, and one for calcium pills and exercise. The data corresponding to these boxplots can be found below.]
 It is also tempting to only show the comparisons you want to show based on the boxplot. For example, only looking at comparisons including Calcium Pill Plus Exercise. This is called data snooping or data fishing. You cannot look at your results and then determine the comparisons that you want to make.
 So, let’s investigate the difference in the treatment options for all pair-wise comparisons at the family-wise [image: 5\%] significance level.
 Step 1: Choose the “From Textbook” option and select the data set “Osteoporosis.”
 Step 2: Select the option to perform “Pairwise Comparisons and Confidence Intervals.”
 Step 3: Select a confidence level of 95%. https://lumen-learning.shinyapps.io/anova/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.cdc.gov/genomics/disease/osteoporosis.htm ↵
	Prince, R., Devine, A., Dick, I., Criddle, A., Kerr, D., Kent, N., Randell, A. & Price, R. (1995). The effects of calcium supplementation (milk powder or tablets) and exercise on bone density in postmenopausal women. Journal of Bone and Mineral Research, 10(7), 1068–1075. ↵
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		Module 14: Background You'll Need 1

								

	
				 	Calculate probabilities and expected counts for a categorical variable
 
  Italian Football (or in America, soccer)
 [image: A soccerball]
 In Italy, youth football leagues create cohorts of children based on year of birth.
 For example, children born in 2015 only played with other children born in that same year. If a child was born on December 31, 2014, they played with the 2014 cohort (rather than the younger 2015 cohort). So, children born earlier in the year (e.g., January or February) tend to be the eldest players in their leagues. Children born later in the year (e.g., November or December) tend to be the youngest players in their leagues.
 Could this seemingly unimportant practice—grouping by year of birth—have an effect on players’ later football careers?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In reality, birth rates are not the same between quarters of the year. Some quarters are longer (have more days), and different cultures have different preferences for times of birth.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 [1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Fumarco, L. & Rossi, G. (2018, August 8). The relative age effect on labour market outcomes - Evidence from Italian football. European Sport Management Quarterly, 18(4), 501–516. DOI: 10.1080/16184742.2018.1424225 ↵
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		Module 14: Background You'll Need 2

								

	
				 	Compute relative frequencies
 
  Flight Frequencies
 Research question: Do different airlines have the same distribution of flight status (whether the flight is on-time, delayed, canceled, or diverted)?
 To answer this research question, we need to compare the distributions of a categorical variable for multiple populations. Our categorical variable will be flight status, and the populations we are comparing are the flights for different airlines. The values of our categorical variable are On-Time, Delayed, Canceled, and Diverted.
 The following table is a two-way table (also called a contingency table), and it gives the counts for each value of the variable flight status for Delta Airlines and Southwest Airlines arrivals at the Atlanta airport in March 2021.[1] Notice that each row gives the distribution of flight status for an individual airline.
 	  	On-Time Flights 	Delayed Flights 	Canceled Flights 	Diverted Flights 	Total 
 	Delta Airlines 	12,716 	904 	23 	8 	13,651 
 	Southwest Airlines 	2,240 	299 	22 	1 	2,562 
  
 For Delta Airlines, we can find the relative frequency of on-time flights, or the proportion of on-time flights, by looking at the ratio of on-time flights to the total number of flights: [image: \text{Relative Frequency} = \dfrac{\text{the number of times a value of the data occurs}}{\text{the total number of outcomes}}=\dfrac{12,716}{13,651}\approx0.9315]
 So, about [image: 93.15\%] of Delta Airlines’ arriving flights in Atlanta in March 2021 were on time.
 We can perform a similar computation for each value of the variable flight status to obtain the relative frequency distribution of flight status for Delta Airlines in terms of percentages, as shown in the following table.
 	  	On-Time Percentage Flights 	Delayed Percentage Flights 	Canceled Percentage Flights 	Diverted Percentage Flights 	Total 
 	Delta Airlines 	93.15% 	6.62% 	0.17% 	0.06% 	100% 
  
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We can also consider the total number of flights for each value of the variable flight status and look at the overall relative frequency for each.
 For example, there were [image: 12,716 + 2,240 = 14,956] on-time flights in total for both airlines. The total number of flights overall for both airlines was [image: 13,651 + 2,562 = 16,213] flights. Then, the overall relative frequency for on-time flights was: [image: \dfrac{14,956}{16,213}\approx0.92246962]
 So, about [image: 92.25\%] of flights were on time for both airlines combined. In this case, we will keep more decimal places to avoid rounding errors in our next computations.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	U.S. Department of Transportation, Bureau of Transportation Statistics. (n.d.). On-time performance - Reporting operating carrier flight delays at a glance. https://www.transtats.bts.gov/HomeDrillChart_Month.asp?5ry_lrn4=FDFD&N44_Qry=E&5ry_Pn44vr4=DDD&5ry_Nv42146=DDD&heY_fryrp6lrn4=FDFE&heY_fryrp6Z106u=F ↵
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		Module 14: Background You'll Need 3

								

	
				 	Find expected counts based on certain proportions
 
  Flight Frequencies (continued.)
 The expected count for each category is the number of trials of the experiment multiplied by the proportion/probability of that particular category.
 Delta Airlines would have [image: 92.246962\%] of its flights arrive on time. Since Delta Airlines had [image: 13,651] flights arrive in Atlanta in total in March 2021, [image: 92.246962\% \text{ of } 13,651 = (0.92246962) * 13,651 \approx 12,592.633]
 is the number of flights that we would expect to be on time. This is called the expected count of on-time flights if Delta Airlines’ distribution matched the overall proportions.
 Similarly, for Southwest Airlines, we would expect to have [image: (0.92246962)*2,562 \approx 2,363.367] on-time flights if its distribution matched the overall proportions. Notice that these expected counts do not have to be whole numbers because they are theoretical values.
 Notice also that there were [image: 14,956] total on-time flights for these two airlines in March 2021, so once we knew that Delta Airlines would be expected to have [image: 12,592.633] on-time flights if its distribution matched the overall proportions, we could have found the expected number of on-time flights for Southwest Airlines by subtracting:
 [image: 14,956 - 12,592.633 = 2,363.367]
 We see that we get the same expected count as we did when we used the percentage.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We can also compare the observed and expected counts by calculating the difference between the observed count and the expected count. (So, [image: \text{observed} - \text{expected}] for each cell of the table.)
 Recall the two-way table that gives the counts for each value of the variable flight status for Delta Airlines and Southwest Airlines arrivals at the Atlanta airport in March 2021. 	  	On-Time Flights 	Delayed Flights 	Canceled Flights 	Diverted Flights 	Total 
 	Delta Airlines 	12,716 	904 	23 	8 	13,651 
 	Southwest Airlines 	2,240 	299 	22 	1 	2,562 
  
 Notice that for Delta Airlines’ on-time flights, the difference is [image: 12,716 - 12,592.633 = 123.367].
 So, Delta Airlines had [image: 123.367] more on-time flights than would be expected if Delta Airlines’ distribution matched the overall proportions.
  	When the difference between an observed count and the corresponding expected count is positive, it means the expected count was smaller than the observed count, so there were more observed values than expected.
 	When the difference between an observed count and the corresponding expected count is negative, it means the expected count was larger than the observed count, so there were fewer observed values than expected.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 14: Background You'll Need 4

								

	
				 	Read and complete a contingency table
 
  Organizing Categorical Bivariate Data
 Contingency tables are used to quickly summarize and organize categorical bivariate data. A teacher asks a group of [image: 11] students the following questions:
 	Do you have a driver’s license?
 	Do you own a bicycle?
 
 The answers are recorded as follows:
 	  	Driver’s License? 	Bicycle? 
 	Student 1 	Yes 	Yes 
 	Student 2 	Yes 	No 
 	Student 3 	No 	Yes 
 	Student 4 	No 	Yes 
 	Student 5 	Yes 	No 
 	Student 6 	No 	No 
 	Student 7 	No 	Yes 
 	Student 8 	Yes 	Yes 
 	Student 9 	Yes 	No 
 	Student 10 	Yes 	Yes 
 	Student 11 	No 	Yes 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  From looking at this table, it might be difficult to get a good sense of any patterns in the data set. The teacher decides to organize the information into a contingency table. Previously, you have used this tool to organize bivariate categorical data. In each cell, there is an integer representing a frequency or count.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Contingency tables are particularly useful when data sets are large.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Introduction to Chi-Square Statistics - Learn It 1

								

	
				 	Write a null and alternative hypothesis for a chi-square test
 	Calculate and interpret the value of a chi-square statistics in context of a real-world problem
 
  the chi-square statistic
 A chi-square ([image: \chi^2], pronounced “kai-square”) statistic is a test that measures how a model compares to actual observed data.
  Let’s look into how to test hypotheses about the frequency distribution of a categorical variable and consider hypotheses that compare the proportion of a population that falls into two or more possible categories.
 Italian Football (or in America, soccer)
 [image: A soccerball]In Italy, youth football leagues create cohorts of children based on year of birth.
 For example, children born in 2015 only played with other children born in that same year. If a child was born on December 31, 2014, they played with the 2014 cohort (rather than the younger 2015 cohort). So, children born earlier in the year (e.g., January or February) tend to be the eldest players in their leagues. Children born later in the year (e.g., November or December) tend to be the youngest players in their leagues.
 Research question: Could this seemingly unimportant practice—grouping by year of birth—have an effect on players’ later football careers?
 Let’s explore this question using data[1] compiled by researchers on professional Italian football players.
 Fun fact: Why Do Americans Call It Soccer Instead of Football? Blame England
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Fumarco, L. & Rossi, G. (2018, August 8). The relative age effect on labour market outcomes - Evidence from Italian football. European Sport Management Quarterly, 18(4), 501–516. DOI: 10.1080/16184742.2018.1424225 ↵
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		Introduction to Chi-Square Statistics – Learn It 2

								

	
				 	Write a null and alternative hypothesis for a chi-square test
 	Calculate and interpret the value of a chi-square statistics in context of a real-world problem
 
  We use the chi-square hypothesis test to determine whether the data “fit” a particular distribution or not. The chi-square statistic compares the size of any differences between the expected counts and the actual observed counts.
 Chi-Square Test Statistic ([image: \chi^2])
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  You just calculated the value of the chi-square (pronounced “kai-square”) test statistic for this problem.
 [image: \chi^2] test statistic
 The [image: \chi^2] test statistic measures the overall distance between observed and expected counts.
 The greater the chi-square test statistic, the further the observed counts are from what we expected.
 Here is the formula for the chi-square test statistic:
 [image: \chi^2=\sum\dfrac{(\text{Observed}-\text{Expected})^2}{\text{Expected}}]
  This formula shows what we did in the question above — we added up (the large sigma [image: \sum] represents summation) the [image: \dfrac{(O-E)^2}{E}] for each quarter of the year (each category).
 It’s important to remember the intuition behind this formula—we get the differences, square them to get rid of the negative values, and then scale them by dividing the squared differences by the expected counts. In this way, we get a robust measure of the overall difference between the observed and expected counts for a categorical variable.
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		Introduction to Chi-Square Statistics – Learn It 3

								

	
				 	Calculate and describe the value of a chi-square statistics in context of a real-world problem
 	Write a null and alternative hypothesis for a chi-square test
 
  So, what does our chi-square test statistic value mean? To assess what our chi-square value tells us about the distance between the expected and observed counts, we’ll turn to the chi-square distribution.
 Let’s explore the Chi-Square Distribution using the statistical tool below.
 Note that the number of degrees of freedom is one fewer than the number of possible categories for our categorical variable, that is, [image: df = (\text{number of categories} – 1)]. https://lumen-learning.shinyapps.io/chisqdist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Suppose that the claim made is: “The distribution of birthdates among all professional Italian football players is the same as the distribution of birthdates in the general Italian population”. You would like to decide if there’s convincing evidence against this claim. 	Formally, the null hypothesis, [image: H_0], is that the distribution of birthdates among all professional Italian football players is the same as the distribution of birthdates in the general Italian population.
 	The alternative hypothesis, [image: H_A], is that the distribution of birthdates among all professional Italian football players is different from the distribution of birthdates in the general Italian population.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Introduction to Chi-Square Statistics – Apply It 1

								

	
				 	Calculate and describe the value of a chi-square statistics in context of a real-world problem
 	Write a null and alternative hypothesis for a chi-square test
 
  [image: 3 animated people. One is standing reading a book gesturing to a white board that says "education". Another is sitting on a large pile of books on a computer. The third is sitting in a wheelchair holding a tablet. There are various education themed animations surrounding them.]
 In 2014, Harvard was sued by a group of Asian American applicants who were not selected for admission. They claimed racial discrimination. The public release of court documents provided unprecedented access to admissions data[1] from a prominent private university. Today, we’ll explore those data and the claim of racial discrimination in admissions.[2]
 Two important notes about the data we’ll explore for this activity:
 	Academic index ratings are internal measures of academic qualification produced by the Harvard admissions office. They’re calculated based on standardized test scores and high school grades/performance.
 	The data only display information for four racial groups: Asian American, African American, Hispanic, and White. Other groups (Native American, Mixed Race, etc.) and international students were not included in the court’s main analysis. Percentages are calculated just out of these four groups.
 
 Data on the top academic applicants to Harvard (top 10% in academic index ratings) and on the students who were actually admitted to the Class of 2019 are summarized in the following tables.
 	Class of 2019 Applicants
 Top 10% Academic Index
  	 Class of 2019
  Admitted Students
  
 		Group 	% 
 	Asian American 	57.5% 
 	Hispanic 	3.1% 
 	African American 	0.8% 
 	White 	38.7% 
  
 
  		Group 	% 
 	Asian American 	21.4% 
 	Hispanic 	12.2% 
 	African American 	11.2% 
 	White 	55.3% 
  
 
  
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	The data in this lesson were reconstructed from parts of the plaintiff report, in which the defense and plaintiffs generally agreed on the findings. The report: Arcidiacono, P. (2018, June 15). “Exhibit A: Expert report of Peter S. Arcidiacono.” Students for Fair Admissions, Inc. v. Harvard. https://samv91khoyt2i553a2t1s05i-wpengine.netdna-ssl.com/wp-content/uploads/2018/06/Doc-415-1-Arcidiacono-Expert-Report.pdf ↵
	Lesson adapted from Skew The Script (skewthescript.org) ↵
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		Introduction to Chi-Square Statistics – Apply It 2

								

	
				 	Calculate and describe the value of a chi-square statistics in context of a real-world problem
 	Write a null and alternative hypothesis for a chi-square test
 
  [image: \chi^2] Test Statistic
 Imagine that Harvard claims: “We only accept the top academic applicants, and we treat those applicants equally. Our admitted class is as good as a random sample from the distribution of top academic applicants.”
 You would like to decide if there’s convincing evidence against this claim.
 	Formally, the null hypothesis, [image: H_0], is that the distribution of the admitted group is the same as the distribution of the top academic applicants.
 	The alternative hypothesis, [image: H_A], is that the distribution of the admitted group is different than the distribution of the top academic applicants.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The following is the formula for the chi-square test statistic:
 [image: \chi^2=\sum\dfrac{(\text{Observed}-\text{Expected})^2}{\text{Expected}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Introduction to Chi-Square Statistics – Apply It 3

								

	
				 	Calculate and describe the value of a chi-square statistics in context of a real-world problem
 	Write a null and alternative hypothesis for a chi-square test
 
  [image: \chi^2] Distribution
 To assess what our chi-square value tells us about the distance between the expected and observed values, we turn to the chi-square distribution, assuming the conditions of using the chi-square distribution are met (we will talk about these conditions soon!).
 Step 1: Select the Goodness of Fit tab.
 Step 2: Under “Enter Data,” choose the “Contingency Table” option.
 Step 3: Enter the relevant data and proportions below and press “Submit.” 	  	Asian American 	Hispanic 	African American 	White 
 	Counts 	432 	247 	226 	1118 
 	Proportions 	0.574 	0.031 	0.008 	0.387 
  
  https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Chi-Square Test for Goodness of Fit – Learn It 1

								

	
				 	Complete a chi-square test for goodness of fit and write its conclusion in context of the problem
 
  [image: \chi^2] test for goodness of fit
 A goodness-of-fit hypothesis test determines whether or not the distribution of a categorical variable in a sample fits a claimed distribution in the population.
  We can answer the following research questions with a chi-square goodness-of-fit test:
 	According to the manufacturer of M&M candy, the color distribution for plain chocolate M&Ms is [image: 13\%] brown, [image: 13\%] red, [image: 14\%] yellow, [image: 24\%] blue, [image: 20\%] orange, and [image: 16\%] green. Do the M&Ms in our sample suggest that the color distribution is different?
 
 	The distribution of blood types for whites in the United States is [image: 45\%] type O, [image: 41\%] type A, [image: 10\%] type B, and [image: 4\%] type AB. Is the distribution of blood types different for Asian Americans?
 
 The null hypothesis states a specific distribution of proportions for each category of the variable in the population.
 The alternative hypothesis says that the distribution is different from that stated in the null hypothesis.
 To test our hypotheses, we select a random sample from the population and determine the distribution of the categorical variable in the data. Let’s revisit the Italian football scenario. Recall that researchers measured birth rates in Italy and found the following results:
 	Quarter 	Quarter 1
 (Jan. – March)
  	Quarter 2 
 (April – June)
  	Quarter 3
 (July – Sept.)
  	Quarter 4
 (Oct. – Dec.)
  
 	Proportion of births in Italy 	[image: 22.48\%] 	[image: 24.98\%] 	[image: 25.74\%] 	[image: 26.80\%] 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  STEPS for Hypothesis Testing: 	Write out the null and alternative hypotheses.
 	Check the conditions/assumptions.
 	Calculate a test statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Decision 	Conclusion 
 	If P-value [image: \le\alpha], there is enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data provide convincing evidence in support of the alternative hypothesis. 
 	If P-value [image: \gt\alpha], there is not enough evidence to reject the null hypothesis. 	At the [image: \alpha\times]100% significance level, the data do not provide convincing evidence in support of the alternative hypothesis. 
  
 
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
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		Chi-Square Test for Goodness of Fit – Learn It 2

								

	
				 	Complete a chi-square test for goodness of fit and write its conclusion in context of the problem
 
  Chi-Square ([image: \chi^2]) Distribution
 Unlike other sampling distributions we have studied, the chi-square model does not have a normal shape. It is skewed to the right. Like the [image: t]-model, the chi-square model is a family of curves that depend on degrees of freedom.
 	For a chi-square goodness of fit test, the degrees of freedom is (number categories [image: - 1]).
 	The mean of the chi-square distribution is equal to the degrees of freedom.
 
 conditions for a [image: \chi^2] goodness of fit test
 A chi-square model is a good fit for the distribution of the chi-square test statistic only if the following conditions are met:
 	Random: Observed counts must come from a random sample (to ensure our conclusions are free from sampling bias).
 	10%: The sample size must be less than a tenth of the population size (to satisfy independence assumptions).
 	Large Sample: The sample is large enough such that the expected counts are all five or greater (to ensure our sampling distribution resembles a chi-square distribution).
 
  Imagine that three different teams of researchers gathered birthdate data on three different random samples of professional Italian football players. The following tables show their results. 	Sample A 	Quarter 1
 (Jan. – March)
  	Quarter 2 
 (April – June)
  	Quarter 3
 (July – Sept.)
  	Quarter 4
 (Oct. – Dec.)
  
 	Observed number of football players 	3 	4 	2 	1 
  
 
 	Sample B 	Quarter 1
 (Jan. – March)
  	Quarter 2 
 (April – June)
  	Quarter 3
 (July – Sept.)
  	Quarter 4
 (Oct. – Dec.)
  
 	Observed number of football players 	3,000 	4,000 	2,000 	1,000 
  
 
 	Sample C 	Quarter 1
 (Jan. – March)
  	Quarter 2 
 (April – June)
  	Quarter 3
 (July – Sept.)
  	Quarter 4
 (Oct. – Dec.)
  
 	Observed number of football players 	507 	534 	389 	273 
  
 The data in the tables are displayed in the following side-by-side bar chart:
 [image: Appropriate alternative text can be found in the description above.]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Chi-Square Test for Goodness of Fit – Learn It 3

								

	
				 	Complete a chi-square test for goodness of fit and write its conclusion in context of the problem
 
  Chi-Square ([image: \chi^2]) Test Statistic
 As with other hypothesis tests, we need to be able to model the variability we expect in samples if the null hypothesis is true. Then, we can determine whether the chi-square test statistic from the data is unusual or typical.
 An unusual [image: \chi^2] value suggests that there are statistically significant differences between the sample data and the null distribution and provides evidence against the null hypothesis. This is the same logic we have been applying with hypothesis testing.
 The following is the formula for the chi-square test statistic:
 [image: \chi^2=\sum\dfrac{(\text{Observed}-\text{Expected})^2}{\text{Expected}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Sample C was the actual sample obtained by researchers in the study mentioned previously, and it satisfies the conditions for a chi-square goodness of fit test.
 	Sample C 	Quarter 1
 (Jan. – March)
  	Quarter 2 
 (April – June)
  	Quarter 3
 (July – Sept.)
  	Quarter 4
 (Oct. – Dec.)
  
 	Observed number of football players 	507 	534 	389 	273 
  
 Does this sample provide enough evidence to reject the null hypothesis and support the alternative hypothesis? Let’s investigate.
 Step 1: Click the Find Probability tab at the top of the data analysis tool.
 Step 2: Choose the appropriate degrees of freedom (number of categories – 1) and select the “Upper Tail” probability type.
 Step 3: Enter the calculated chi-square statistic ([image: \chi^2=147]). https://lumen-learning.shinyapps.io/chisqdist/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The chi-square goodness-of-fit test does not give information about the deviation for specific categories. It gives a more general conclusion of “seems to fit the null distribution” or “does not fit the null distribution.”  
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		Chi-Square Test for Goodness of Fit – Apply It 1

								

	
				 	Complete a chi-square test for goodness of fit and write its conclusion in context of the problem
 
  Is it Equitable?
 [image: Animated image of three people trying to move a giant syringe.]
 During public health crises, governments often aim to distribute resources and aid to citizens equitably. However, in practice, this may not always be the case. We will explore some mock data about vaccine distribution in New York during a pandemic.
 Imagine a vaccine for a pandemic is produced, but there is a limited supply. Although the government promises that the vaccine will be distributed equitably, New Yorkers wonder whether the government is preferentially distributing it to wealthy individuals.
 The State of New York claims that each county receives a number of vaccines that is proportional to its population size.
 An independent inspector is granted access to obtain a random sample of vaccine box shipping labels in a warehouse shipping to only three New York counties: the Bronx, Queens, and Westchester. The median income is highest in Westchester County, followed by Queens, and finally the Bronx. Below are the populations of all three counties (as of 2019, according to the U.S. Census Bureau).
 	County 	Population Size 
 	Queens 	2,287,000 
 	Bronx 	1,435,000 
 	Westchester 	968,000 
  
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The independent inspector collects a random sample of 500 shipping labels for vaccine boxes being distributed by the warehouse (all boxes have an equal number of vaccine doses). The independent inspector would like to test if there’s convincing evidence against the claim that vaccine shipments are proportional to each county’s population size using a chi-square test for goodness of fit.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Chi-Square Test for Goodness of Fit – Apply It 2

								

	
				 	Complete a chi-square test for goodness of fit and write its conclusion in context of the problem
 
  Conditions
 The chi-square model is a family of curves that depend on degrees of freedom (number of categories minus 1). All chi-square curves are skewed to the right with a mean equal to the degrees of freedom.
 Here are the conditions for the chi-square test for goodness of fit to make sure it’s valid: 	Random: Observed counts must come from a random sample (to ensure our conclusions are free from sampling bias).
 	10%: The sample size must be less than a tenth of the population size (to satisfy independence assumptions).
 	Large Sample: The sample is large enough such that the expected counts are all five or greater (to ensure our sampling distribution resembles a chi-square distribution).
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  [image: \chi^2] Test Statistic, P-Value, & Conclusions
 If these conditions are met, we use the chi-square distribution to find the P-value. We use the same logic that we use in all hypothesis tests to draw a conclusion based on the P-value. If the P-value is at least as small as the significance level, we reject the null hypothesis and accept the alternative hypothesis.
 The P-value is the likelihood that results from random samples have a [image: \chi^2] value equal to or greater than that calculated from the data if the null hypothesis is true. For different degrees of freedom, the same [image: \chi^2] value gives different P-values.
 Using our mock data set, let’s draw a conclusion and make an inference regarding the State of New York claims that each county receives a number of vaccines that is proportional to its population size.
 Step 1: Select the Goodness of Fit tab at the top of the data analysis tool.
 Step 2: Under “Enter Data,” choose “Contingency Table.”
 Step 3: Change each of the counts to the observed counts.
 Step 4: Change each of the “props” to the expected proportions. 	County 	Queens 	Bronx 	Westchester 
 	Observed Count 	204 	132 	164 
 	% 	48.8% 	30.6% 	20.6% 
  
 Step 5: Then press “Submit.”
  https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Chi-Square Test of Homogeneity – Learn It 1

								

	
				 	Complete a chi-square test of homogeneity
 
  [image: \chi^2] test of homogeneity
 A chi-square test of homogeneity determines if two or more populations (or subgroups of a population) have the same distribution of a single categorical variable.
 We use the test of homogeneity if the response variable has two or more categories and we wish to compare two or more populations (or subgroups.)
  We can answer the following research question with a chi-square test of homogeneity:
 	Do different top commercial airlines have the same distribution of flight status (whether the flight is on-time, delayed, canceled, or diverted)?
 
 We could compare as many airlines as we like, but let’s look at the top three airlines (by number of passengers)[1] and compare their flight status distributions. We can look at this information in a contingency table (i.e., a two-way table), where each row represents the flight status distribution of an airline. The following table gives the data for the flights of each airline in March 2021.[2] Notice that in this table, we are displaying the counts for the categories of one categorical variable (flight status) for three different populations (each population is all the flights for a single airline).
 	  	On-Time Flights 	Delayed Flights 	Canceled Flights 	Diverted Flights 	Total 
 	American Airlines 	42,600 	4,657 	296 	95 	47,648 
 	Delta Airlines 	51,620 	4,030 	150 	56 	55,856 
 	Southwest Airlines 	69,384 	9,280 	1,782 	128 	80,574 
 	Total  	163,604 	17,967 	2,228 	279 	184,078 
  
 Notice that the different airlines have different numbers of flights, so it can be useful to look at the relative frequency distribution for each airline as well (i.e., the proportions of flights that have each status for each airline).
 Relative Frequencies
 Since there were [image: 42,600] American Airlines flights that were on time and [image: 47,648] American Airlines flights total, the relative frequency (or proportion) of American Airlines flights that were on time is:
 [image: \dfrac{42,600}{47,468}=0.894=89.4\%]
 In finding a similar proportion for each flight status, we find that the relative frequency distribution for flight status for all three airlines is as displayed in the following table.
 	  	Percentage On-Time Flights 	Percentage Delayed Flights 	Percentage Canceled Flights 	Percentage Diverted Flights 	Total 
 	American Airlines 	[image: 89.4\%] 	[image: 9.8\%] 	[image: 0.6\%] 	[image: 0.2\%] 	[image: 100\%]  
 	Delta Airlines 	[image: 92.4\%] 	[image: 7.2\%] 	[image: 0.2\%] 	[image: 0.1\%] 	[image: 100\%] 
 	Southwest Airlines 	[image: 86.1\%] 	[image: 11.5\%] 	[image: 2.2\%] 	[image: 0.2\%] 	[image: 100\%]  
  
 Using only the relative frequencies, do these distributions look significantly different? We’ll use a chi-square test of homogeneity to find out.
 
  In comparing the flight status distributions for these airlines, we’ll build on two ideas we’ve seen before. We’ve already seen a test for determining whether two population proportions are equal: the two-proportion [image: z]-test. For example, we could think of the March flights as a sample of flights for each airline and consider whether the proportion of on-time flights for all American Airlines flights is the same as the proportion of on-time flights for all Delta Airlines flights.
 However, in this case, we’re generalizing on that idea by considering more than two populations and looking at the entire distribution of flight status for all values of the categorical variable. Secondly, we’ll be building on the previous activity by using a chi-square test, but instead of comparing a distribution of counts to a theoretical model, we’re comparing distributions of a categorical variable (in this case, flight status) among different populations (in this case, there are three populations: all flights for three different airlines).
 The word “homogeneous” means the same or similar, so the chi-square test of homogeneity is asking whether or not two or more distributions of a categorical variable are the same.In short, a chi-square test of homogeneity compares distributions of one categorical variable for multiple populations. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	List of largest airlines in North America. (2007, June 22). In Wikipedia. https://en.wikipedia.org/wiki/List_of_largest_airlines_in_North_America ↵
	U.S. Department of Transportation, Bureau of Transportation Statistics. (n.d.). On-time performance - Reporting operating carrier flight delays at a glance. https://www.transtats.bts.gov/HomeDrillChart_Month.asp?5ry_lrn4=FDFD&N44_Qry=E&5ry_Pn44vr4=DDD&5ry_Nv42146=DDD&heY_fryrp6lrn4=FDFE&heY_fryrp6Z106u=F ↵
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		Chi-Square Test of Homogeneity – Learn It 2

								

	
				 	Complete a chi-square test of homogeneity
 
  Null and Alternative Hypotheses
 As usual, the null hypothesis is a statement of no difference or no change, so for a chi-square test of homogeneity, the null hypothesis is always that the distribution of the categorical variable is the same among all the populations.
 hypotheses
 Note: Homogeneous means the same in structure or composition. This test gets its name from the null hypothesis, where we claim that the distribution of the responses is the same (homogeneous) across groups.
  
 The alternative hypothesis is that the distributions are not the same among all the populations, so this test looks for evidence that there are differences among the samples that are larger than those you would expect to see from just sampling variation if there really is no difference in the distributions for the populations.
  Research Question: Do different top commercial airlines (American, Delta, and Southwest Airlines) have the same distribution of flight status (whether the flight is on-time, delayed, canceled, or diverted)?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Chi-Square Test of Homogeneity – Learn It 3

								

	
				 	Complete a chi-square test of homogeneity
 
  Expected Counts
 As with the goodness of fit test, we need to find the expected count for each group. In this case, our null hypothesis is that the distribution of proportions of flight status for each airline is the same. We estimate those proportions by looking at the overall proportions for each flight status among all three airlines.
 Overall 	  	On-Time Flights 	Delayed Flights 	Canceled Flights 	Diverted Flights 	Total 
 	Total  	163,604 	17,967 	2,228 	279 	184,078 
  
 With on-time flights, there were [image: 163,604] on-time flights total out of the total [image: 184,708] flights for all three airlines we’re considering. So, the estimated on-time proportion for all three airlines is:
 [image: \dfrac{163,604}{184,078}=0.88877541 \approx 88.9\%]
 If the distributions are the same, or homogeneous (i.e., if the null hypothesis is true), we would expect each airline to have about [image: 88.9\%] of its flights be on time. American Airlines, for example, would have an expected count of on-time flights that is about [image: 88.9\%] of the total [image: 47,648] flights that American Airlines flew in March 2021.
 In this case, we will use more decimal places in our calculation to avoid rounding errors:
 [image: 0.88877541*47,648=42,348.4]
 Note that since the expected counts are theoretical values, they do not need to be whole numbers.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  expected counts
 We can calculate the expected count of any cell in a two-way frequency table by calculating:
 [image: \frac{\text{row total}\times \text{column total}}{\text{total}}] 

   Notice that once we had the expected on-time flight counts for American Airlines and Delta Airlines, we could have just subtracted those from the total number of on-time flights in order to find the expected count for Southwest Airlines. (Try this out to check your answer!) The same goes for each column: once we have two of the expected counts, we can find the third by subtracting. Similarly, in each row, once we have three of the expected counts, we can find the fourth by subtracting. This gives us [image: 2*3=6] degrees of freedom for our chi-square test of homogeneity. (In other words, once we have filled in six cells in the table of expected counts, we can fill in the others by subtracting.)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  degree of freedom ([image: df])
 In general, if the two-way table for a homogeneity test has [image: C] columns and [image: R] rows, then there are [image: (R-1)(C-1)] degrees of freedom.
  Notice that in our example, there are three rows (representing airlines) and four columns (representing flight status), which gives [image: (3-1)(4-1)=2*3=6] degrees of freedom, as we saw previously.
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		Chi-Square Test of Homogeneity – Learn It 4

								

	
				 	Complete a chi-square test of homogeneity
 
  Certain conditions and assumptions must be met before using the chi-square distribution to conduct the hypothesis testing.
 conditions for a [image: \chi^2] test of homogeneity
 	Appropriate Data and Variables: This is not an official condition, but it is important to make sure that we are dealing with data that give the counts for each value of a categorical variable. That categorical variable should be measured for a sample from each population of interest.
 	Independence/Randomness Condition: The samples from our populations should be independent, random samples or independent samples that can be considered representative of the respective populations.
 	Large Sample Sizes Condition: The sample sizes need to be large enough so that the expected count in each cell is at least five.
 
  Recall that we are considering the question of whether the distributions of flight status are the same among the flights of the three airlines.
 	  	On-Time Flights 	Delayed Flights 	Canceled Flights 	Diverted Flights 	Total 
 	American Airlines 	42,600 	4,657 	296 	95 	47,648 
 	Delta Airlines 	51,620 	4,030 	150 	56 	55,856 
 	Southwest Airlines 	69,384 	9,280 	1,782 	128 	80,574 
 	Total  	163,604 	17,967 	2,228 	279 	184,078 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Complete a chi-square test of homogeneity
 	Write the conclusion of a chi-square test of homogeneity in context of the problem
 
  [image: \chi^2], P-Value, & Conclusions
 As with the chi-square goodness of fit test, we compute the value of
 [image: \dfrac{(\text{Observed}-\text{Expected})^2}{\text{Expected}}]
 for each cell in the table, and then we obtain the value of the test statistic:
 [image: \chi^2=\sum\dfrac{(\text{Observed}-\text{Expected})^2}{\text{Expected}}]
 Let’s use technology to compute the chi-square value and the associated P-value.
 https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Understand the standardized residuals from a chi-square test of homogeneity
 
  Even though we have already drawn a conclusion from our hypothesis test, there is still some information we can glean by looking at the difference between the observed count and the expected count for each cell. The data analysis tool calls this difference the residual for that cell (and the idea is similar to the concept of residuals you saw when looking at the differences between observed values and predicted values in the linear regression context).
 Residuals are calculated using the formula: [image: \text{Residual} = \text{Observed} - \text{Expected}]
 Since the values in our cells may vary quite a bit, it’s a good idea to look at what the data analysis tool calls standardized residuals instead.
 standardized residuals
 These are sometimes referred to as Standardized Pearson residuals.
 Standardized residuals are values that standardize the residuals so that if the null hypothesis is assumed to be true, they can be interpreted as normal [image: z]-scores.
  In particular, most standardized residuals for a given test will fall between [image: -2] and [image: 2]. We can use these standardized residuals to determine how far off our observed count is from what was expected if the null hypothesis is true (i.e., if the distributions are really the same). The sign of the standardized residual tells us whether we observed more cases in that cell than we expected (a positive residual) or fewer cases than we expected (a negative residual).
 https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A word of caution: As we saw in the preview assignment, the degrees of freedom for a chi-square test of homogeneity are not related to the sample size at all, so they do not increase as the sample size increases. The degrees of freedom depend only on the number of rows and columns in the associated two-way table. As a consequence, it can be that if the sample size is very large, a chi-square test may result in rejecting the null hypothesis even when the actual differences between the distributions are small. In our airline example, we had a very large sample size for each population, and we got a very small P-value that led us to reject the null hypothesis. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Complete a chi-square test of homogeneity
 	Write the conclusion of a chi-square test of homogeneity in context of the problem
 
  Steroid Use in Collegiate Sports
 In 2006, the NCAA published a report called “Substance Use: NCAA Study of Substance Use of College Student-Athletes.”[1]
 Let’s use the data from the 2006 NCAA published report to investigate the following question: Does steroid use by student athletes differ for the three NCAA divisions?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A note on NCAA divisions: The National Collegiate Athletic Association (NCAA) is divided into three divisions and oversees a wide range of collegiate sports. Division I schools have to sponsor more sports teams. These schools tend to be large universities with large athletic budgets supplemented by revenue from the games. They must offer athletic scholarships. Division II schools tend to be the smaller public universities and many private institutions. They have much smaller budgets that come solely from the college. The NCAA limits the amount that Division II colleges can spend on athletic scholarships. Division III consists of colleges and universities that treat athletics as an extracurricular activity for students, instead of a source of revenue. These institutions do not offer athletic scholarships.
 Below are the summarized data from three samples, one from each division, in a two-way table.
 	  	Admit Steroid Use 	  
 	  	Yes 	No 	Totals 
 	Division I 	103 	8,440 	8,543 
 	Division II 	52 	4,289 	4,341 
 	Division III 	65 	6,428 	6,493 
 	Totals 	220 	19,157 	19,377 
  
 Let’s use the statistical tool to conduct the Chi-Squared test of Homogeneity.  Remember to select “Contingency Table” under Enter Data and input our values accordingly. https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://s3-us-west-2.amazonaws.com/oerfiles/Concepts+in+Statistics/datasets/ncaa_2006_substance_use_report.pdf ↵
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				 	Complete a chi-square test of independence
 	Write the conclusion of a chi-square test of independence in context of the problem
 
  The difference between the chi-square test of homogeneity and the chi-square test of independence is subtle. They differ primarily in study design.
 	In the test of independence, we select individuals at random from a population and record data for two categorical variables. The null hypothesis says that the variables are independent.
 	In the test of homogeneity, we select random samples from each subgroup or population separately and collect data on a single categorical variable. The null hypothesis says that the distribution of the categorical variable is the same for each subgroup or population.
 
  Let’s take a closer look at it through an example!
 The Pew Research Center[1] is a non-partisan fact tank that conducts polls and social science research. One survey that they conduct periodically is called the Core Trends Survey, which measures variables of a wide variety for a representative sample of American adults, including demographic information and information on Internet and social media use.
 Two of the variables included in the survey are Education level and Income level.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The observed counts from the 2019 Core Trends Survey for these two variables are displayed in the following two-way table[2]. We’ve seen two-way tables (also called contingency tables) before in a couple of contexts. Previously, we saw contingency tables that displayed values for one categorical variable for samples from multiple populations. In this situation, the two-way table classifies counts for a sample of individuals from one population on two categorical variables.
 	  	  	Income level 	  	  	  
 	  	  	<$30,000 	$30,000–$74,999 	$75,000 and up 	Total 
 	Education level 	Post-Grad Degree 	2 	8 	46 	56 
 	  	College Degree 	39 	113 	202 	354 
 	  	Some College 	131 	138 	120 	389 
 	  	HS Grad 	175 	129 	65 	369 
 	  	No HS Degree 	78 	32 	8 	118 
 	  	Total 	425 	420 	441 	1,286 
  
 Since we have two categorical variables measured for the same sample of individuals, the natural question to ask is, “Are these two variables independent?” In other words, “Is income level independent of education level?” We address this question using the chi-square test of independence.
 Two events, [image: A] and [image: B], are independent if [image: P(A) = P(A|B)].That is, independent means knowing whether event B happens has no effect on how likely event A is to occur. If the two variables, Income level and Education level, are independent, knowing one’s education level should not change the probability that they will have a particular income level, so the distribution of Income level should be the same for every education level. Similarly, the distribution of Education level should be the same for every income level.
 This should be feeling fairly reminiscent of the chi-square test of homogeneity, but it is different in a couple of important ways. The homogeneity test considered one categorical variable measured for samples from different populations and asked whether the distribution of that one variable was the same among the populations. In this case, we have one sample from one population of individuals for which two categorical variables are measured, and we’re asking whether those two variables are independent.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://www.pewresearch.org/ ↵
	Pew Research Center. (2019). Core trends survey - Mobile technology and home broadband 2019. https://www.pewresearch.org/internet/dataset/core-trends-survey/ ↵
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				 	Complete a chi-square test of independence
 	Write the conclusion of a chi-square test of independence in context of the problem
 
  In the test of independence, we consider one population and two categorical variables.
 The mechanics of performing a chi-square test of independence are the same as those for the chi-square test of homogeneity.
 The first step of any hypothesis test is to write its hypotheses.
 the null and alternative hypotheses
 The null and alternative hypotheses for chi-square test of independence are the following:
 	[image: H_0]: The two variables of interest are independent.
 	[image: H_A]: The two variables of interest are not independent.
 
  As usual, the null hypothesis is a statement of no change in that if the two variables are independent in the population, knowing the value of one variable does not change the likelihood that the second variable will have a particular value.
 Sometimes the null and alternative hypotheses are written with slightly different wording, but they are equivalent to the previous wording:
 	[image: H_0]: The two variables of interest are not associated.
 	[image: H_A]: The two variables of interest are associated.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The second step in a hypothesis test is to check the conditions for the hypothesis test.
 conditions for [image: \chi^2] test of independence
 	The data represent the counts for two categorical variables measured for individuals in one sample from one population.
 	Independence/Randomness Condition: The sample from our population should be independent, random sample or independent sample that can be considered representative of the population.
 	Large Sample Size Condition: The sample size must be large enough so that the expected count in each cell is at least five.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Complete a chi-square test of independence
 	Write the conclusion of a chi-square test of independence in context of the problem
 
  The mechanics of performing a chi-square test of independence are the same as those for the chi-square test of homogeneity.
 Since we are dealing with two variables here instead of just one, we can find the expected counts for each cell by focusing on the marginal distribution of either variable.
 marginal distribution
 The marginal distribution of a variable gives the distribution of one of the variables with no regard to the other variable whatsoever.
 In the table, this will be either the total row or the total column. One way to remember this is that the “margins” are on the outsides of a piece of paper (sides, top, and bottom), and the total row and column are the outside row and column of the table (on the side and bottom).
  	  	  	Income level 	  	  	  
 	  	  	[image: <$30,000] 	[image: $30,000–$74,999] 	[image: $75,000] and up 	Total 
 	Education level 	Post-Grad Degree 	[image: 2] 	[image: 8] 	[image: 46] 	[image: 56] 
 	  	College Degree 	[image: 39] 	[image: 113] 	[image: 202] 	[image: 354] 
 	  	Some College 	[image: 131] 	[image: 138] 	[image: 120] 	[image: 389] 
 	  	HS Grad 	[image: 175] 	[image: 129] 	[image: 65] 	[image: 369] 
 	  	No HS Degree 	[image: 78] 	[image: 32] 	[image: 8] 	[image: 118] 
 	  	Total 	[image: 425] 	[image: 420] 	[image: 441] 	[image: 1,286] 
  
 If Income level and Education level are independent, the proportion of people with incomes under [image: $30,000] should be the same regardless of education level, so it should match the overall proportion of individuals with incomes under [image: $30,000]:
 [image: \dfrac{\text{Total individuals with incomes under }$30,000}{\text{Total individuals in the sample}}][image: =\dfrac{425}{1286} = 0.33048212 \text{ or } 33.048212\%]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The proportions you found in the previous table should be the proportions of income level for every value of the variable Education level and Income level.
 For example, about [image: 33.05\%] of the [image: 56] people with post-grad degrees should have an income level under [image: $30,000]: [image: 33.048212\% \text{ of } 56 = 0.33048212 \times 56 = 18.507]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  For example, of the [image: 425] individuals sampled with an income level under [image: $30,000], about [image: 4.35\%] of them should have post-graduate degrees, so there is an expected count of [image: 4.354588\% \text{ of } 425 = 0.04354588 \times 425 = 18.507]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   Calculating each expected count for a table is tedious, but it is needed to calculate the [image: \chi^2] value to make an inference about the population.
 However, we can utilize technology to help us conduct all of the calculations.
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				 	Complete a chi-square test of independence
 	Write the conclusion of a chi-square test of independence in context of the problem
 
  	  	  	Income level 	  	  	  
 	  	  	[image: <$30,000] 	[image: $30,000–$74,999] 	[image: $75,000] and up 	Total 
 	Education level 	Post-Grad Degree 	[image: 2] 	[image: 8] 	[image: 46] 	[image: 56] 
 	  	College Degree 	[image: 39] 	[image: 113] 	[image: 202] 	[image: 354] 
 	  	Some College 	[image: 131] 	[image: 138] 	[image: 120] 	[image: 389] 
 	  	HS Grad 	[image: 175] 	[image: 129] 	[image: 65] 	[image: 369] 
 	  	No HS Degree 	[image: 78] 	[image: 32] 	[image: 8] 	[image: 118] 
 	  	Total 	[image: 425] 	[image: 420] 	[image: 441] 	[image: 1,286] 
  
 Let’s use the statistical tool to conduct the Chi-Squared test of Independence.
 Remember to select “Contingency Table” under Enter Data and input out values accordingly. https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Complete a chi-square test of independence
 	Write the conclusion of a chi-square test of independence in context of the problem
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We concluded from our hypothesis test that the variables Income level and Education level are not independent, but we do not know how they are associated.
 lurking variable
 It could be that there is a third variable not included in our study that impacts the values of both of the variables we are considering. Such a variable is called a lurking variable.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now that you’ve seen both the chi-square test of homogeneity and the chi-square test of independence in action, let’s summarize the difference between the two tests.
 Test of Independence for a Two-Way Table
 	In the test of independence, we consider one population and two categorical variables.
 	We learned that two events are independent if [image: P(A|B) = P(A)], but we did not pay attention to variability in the sample. With the chi-square test of independence, we have a method for deciding whether our observed [image: P(A|B)] is “too far” from our observed [image: P(A)] to infer independence in the population.
 	The null hypothesis says the two variables are independent (or not associated). The alternative hypothesis says the two variables are dependent (or associated).
 	To test our hypotheses, we select a single random sample and gather data for two different categorical variables.
 
 Test of Homogeneity for a Two-Way Table
 	In the test of homogeneity, we consider two or more populations (or two or more subgroups of a population) and a single categorical variable.
 	The test of homogeneity expands on the test for a difference in two population proportions that we learned in Inference for Two Proportions by comparing the distribution of the categorical variable across multiple groups or populations.
 	The null hypothesis says that the distribution of proportions for all categories is the same in each group or population. The alternative hypothesis says that the distributions differ.
 	To test our hypotheses, we select a random sample from each population or subgroup independently. We gather data for one categorical variable.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Complete a chi-square test of independence
 	Write the conclusion of a chi-square test of independence in context of the problem
 
  Alcoholism Risk in 9/11 Responders
 Some firefighters and other first responders to the World Trade Center on September 11, 2001, have experienced symptoms of traumatic stress, depression, anxiety, and drinking problems. Cornell University researchers conducted a survey of a random sample of New York firefighters, some of whom had participated in the 9/11 rescue efforts. The report’s title is “On the Front Line: The Work of First Responders in a Post-9/11 World.” You can see the full report here.
 We use data from this report to investigate the question: Are alcohol-related problems among New York firefighters associated with participation in the 9/11 rescue?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Here are the data from the report:
 	  	No risk for alcohol problems 	Moderate to severe risk for alcohol problems 	Total 
 	Participated in 9/11 rescue 	793 	309 	1102 
 	Did not participate in 9/11 rescue 	441 	110 	551 
 	Total 	1234 	419 	1653 
  
 Let’s use the statistical tool to conduct the Chi-Squared test of Independence.
 Remember to select “Contingency Table” under Enter Data and input our values accordingly.
 https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Check the conditions for Fisher’s Exact Test
 	Explain the relationship of two qualitative binary variables using Fisher’s Exact Test
 
  Previously, we have learned about hypothesis testing for categorical data. These tests range from the [image: \chi^2] goodness of fit test to the test of homogeneity to the test for independence. The one thing all of these tests have in common is that the variables of interest are categorical.
 However, sometimes, our data set does not fit the [image: \chi^2] test for independence, particularly when our expected counts are less than 5.  Instead, as long as we combine categories into a 2×2 contingency table, we can use a different test called Fisher’s Exact Test.
 Let’s look at an example.
 An independent researcher wants to determine a relationship between the color of a motorcyclist’s helmet and whether an injury was sustained in a crash. They randomly obtain a sample of data and organize that data into the following contingency table.
 	  	Black helmet 	White helmet 	Red helmet 	Yellow/orange helmet 
 	No injury 	8 	4 	3 	2 
 	Injured or killed 	20 	2 	1 	1 
  
 https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.]
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  As stated above, sometimes, our data set does not satisfy the conditions for [image: \chi^2] test for independence. But, by combining categories in a [image: 2 \times 2] contingency table, we can use a test called Fisher’s Exact Test of Independence. Fisher’s Exact Test is used for data in a [image: 2 \times 2] contingency table where one or more of the expected frequencies are less than five and certain conditions (detailed later) are met. We primarily use this test when the sample size is small. This test will provide us with an exact [image: P]-value and does not require any approximations.
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				 	Check the conditions for Fisher’s Exact Test
 	Explain the relationship of two qualitative binary variables using Fisher’s Exact Test
 
  Fisher’s Exact Test
 Fisher’s Exact Test (also known as Fisher’s Exact Test of Independence) is a statistical significance test used in the analysis of a [image: 2 \times 2] contingency table.
 It is used to determine whether or not there is a significant association between two categorical variables.
  Let’s revisit the motorcycle example.
 A 2004 study titled “Motorcycle rider conspicuity and crash related injury: case-control study” looked at a similar context and, based on the conclusions of that study[1], the researcher decides to combine cells from the table below into a two-way table.
 	  	Black helmet 	White helmet 	Red helmet 	Yellow/orange helmet 
 	No injury 	8 	4 	3 	2 
 	Injured or killed 	20 	2 	1 	1 
  
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Conditions for using the chi-square test for independence: 	Independence/Randomness Condition: The sample from our population should be independent, random sample or independent sample that can be considered representative of the population.
 	Large Sample Sizes Condition: The sample sizes need to be large enough so that the expected count in each cell is at least five.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Wells, S., Mullin, B., Norton, R., Langley, J., Connor, J., Lay-Yee, R., & Jackson, R. (2004, April 10). Motorcycle rider conspicuity and crash related injury: case-control study. BMJ (Clinical research ed.), 328(7444), 857. https://www.ncbi.nlm.nih.gov/pmc/articles/PMC387473/ ↵
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				 	Check the conditions for Fisher’s Exact Test
 	Explain the relationship of two qualitative binary variables using Fisher’s Exact Test
 
  Steps for Fisher’s Exact Test of Independence Hypothesis Test: 	Write out the null and alternative hypotheses. 	[image: H_0]: The two variables are independent.
 	[image: H_A]: The two variables are not independent.
 
 
 	Check the conditions for the hypothesis test. 	Independence/Randomness Condition: The sample from our population should be independent, random sample or independent sample that can be considered representative of the population.
 	2×2 contingency table: The variables for our study need to be categorical and binary, giving us two categories by two categories of data
 
 
 	Calculate the test statistic.
 	Calculate a [image: P]-value.
 	Compare the [image: P]-value to the significance level, [image: \alpha], to make a decision.
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  Now suppose that, instead of comparing black helmets to other colors, the researchers wanted to compare red helmets to other colors.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/fisherexact/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		391

		Fisher's Exact Test – Apply It 1

								

	
				 	Check the conditions for Fisher’s Exact Test
 	Explain the relationship of two qualitative binary variables using Fisher’s Exact Test
 
  Remedies for Assumptions Not Met
 [image: A gorilla]
 The International Union for Conservation of Nature’s Red List (IUCN Red List) was established in 1964. Since then, it has evolved to become “the world’s most comprehensive information source on the global extinction risk of animal, fungus, and plant species.”[1]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A researcher is interested in determining whether there is an association between where plants live in the subarctic region and their extinction levels, based on the IUCN classifications. The IUCN Red List consists of nine extinction levels, as presented in the following picture[2]:
 [image: A flow chart on categories of animals based on extinction risks. From top to bottom (most extinction risk to least extinction risk), the categories are extinct (EX), extinct in the wild (EW), critically endangered (CR), endangered (EN), vulnerable (VU), near threatened (NT), least concern (LC), data deficient (DD), and not evaluated. The threatened categories marked with a red dashed box is CR, EN, and VU. There is adequate data in categories from EX to LC.]
 Note that once a species is evaluated and adequate data are available, it may be classified as Least Concern, Near Threatened, Vulnerable, Endangered, Critically Endangered, or Extinct.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	The IUCN Red List of Threatened Species. (n.d.). Background & history. https://www.iucnredlist.org/about/background-history ↵
	The IUCN Red List of Threatened Species. (n.d.). Frequently asked questions. https://www.iucnredlist.org/about/faqs ↵
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		Fisher's Exact Test – Apply It 2

								

	
				 	Check the conditions for Fisher’s Exact Test
 	Explain the relationship of two qualitative binary variables using Fisher’s Exact Test
 
  https://lumen-learning.shinyapps.io/chisquaredtest/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Note that while we are unable to use the chi-square test for independence, we can use Fisher’s Exact Test. This test can be done on a [image: 2 \times 2] contingency table when the expected frequencies do not meet the conditions for the chi-square test.
 For Fisher’s Exact Test, we require a simple random sample from the population and two categorical variables, each with two possible values. This will result in a [image: 2 \times 2] contingency table.
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		Fisher's Exact Test – Apply It 3

								

	
				 	Check the conditions for Fisher’s Exact Test
 	Explain the relationship of two qualitative binary variables using Fisher’s Exact Test
 
  Steps for Fisher’s Exact Test of Independence Hypothesis Test: 	Write out the null and alternative hypotheses. 	[image: H_0]: The two variables are independent (or not associated).
 	[image: H_A]: The two variables are not independent (or associated).
 
 
 	Check the conditions for the hypothesis test. 	Independence/Randomness Condition: The sample from our population should be independent, random sample or independent sample that can be considered representative of the population.
 	2×2 contingency table: The variables for our study need to be categorical and binary, giving us two categories by two categories of data
 
 
 	Calculate the test statistic.
 	Calculate a P-value.
 	Compare the P-value to the significance level, [image: \alpha], to make a decision.
 	Write a conclusion in context (e.g., we do/do not have convincing evidence…).
 
  https://lumen-learning.shinyapps.io/fisherexact/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 15 - Inferences Concerning Regression Models
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		Module 15: Background You'll Need 1

								

	
				 	Explain the slope of a linear model
 
  The slope tells us how much the response variable changes, on average, for every one-unit increase in the explanatory variable. We can use this information to determine what would happen if the explanatory variable were to increase by any number of units. Carbon Dioxide and Global Temperature Anomaly
 Climate change and global warming occur when pollutants such as carbon dioxide ([image: CO_2]) collect in the Earth’s atmosphere and absorb sunlight. These pollutants essentially trap heat instead of allowing it to escape into space and cause the planet to get warmer. This is known as the Greenhouse Effect, and for many years, scientists have looked at how [image: CO_2] emissions affect global temperature.
 When global temperature is measured, however, we look at what is known as the global temperature anomaly. This is the difference between the long-term average temperature and the actual temperature. A negative anomaly value indicates that the temperature is cooler than normal, and a positive anomaly value indicates that the temperature is hotter than normal. (The last time the global temperature anomaly was recorded to be negative was over [image: 40] years ago!)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 15: Background You'll Need 2

								

	
				 	Simplify complex fractions
 
  complex fractions
 A complex fraction is a fraction in which the numerator and/or the denominator include fractions.
  An example of a complex fraction  is shown below: [image: \dfrac{\frac{1}{2}}{\frac{3}{4}}]
 In keeping with the order of operations, you should evaluate the numerator and the denominator separately before dividing the numerator by the denominator. When using a calculator, use parentheses to indicate that the operations in the numerator and the denominator should be completed first, as shown:
 [image: (1/2)/(3/4) \approx 0.667]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 15: Background You'll Need 3

								

	
				 	Find the linear regression equation and interpret the slope and intercept
 
  Coffee Ratings
 Research question: Can we predict a coffee’s aftertaste based on its acidity?
 To answer the research question above, let’s look at the Coffee Ratings data set[1]. The data set contains information about the origin, processing, and taste quality for a sample of 1,338 coffees. The taste quality characteristics are on a scale of 0–10, as determined by a panel of expert coffee tasters.
 	acidity: Measure of acidity (a sharp, tangy feeling, like when biting into an orange[2]); higher values correspond to a more acidic taste
 	aftertaste: Measure of taste after you take a sip of the coffee; higher values indicate better quality taste
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Data set: Coffee Ratings
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	coffee-quality-database. (2018, June 16). GitHub. Retrieved from https://github.com/jldbc/coffee-quality-database ↵
	Coffee cupping. (2006, July 26). In Wikipedia. https://en.wikipedia.org/wiki/Coffee_cupping ↵
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		Module 15: Background You'll Need 4

								

	
				 	Calculate predictions using the linear regression equation and check assumptions for linear regression
 
  Data Set: Coffee Ratings
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 15: Background You'll Need 5

								

	
				 	Simplify exponents
 
  exponents
 The mathematical operation of exponentiation is denoted using superscript notation:
 [image: b^x]
 Some ways that this can be read include “[image: b] raised to the power of [image: x]” or “[image: b] raised to the [image: x] power.”
 The quantity [image: b] is called the base, and the quantity [image: x] is called the exponent.
 When the exponent is a positive integer, the exponent describes how many times to multiply the base by itself.
  When the exponent is 2, we say that we are squaring the base. The quantity [image: b^2]
 can be read as “[image: b] raised to the power of [image: 2]” or “[image: b] raised to the second power,” as described above, but it can also be read as “[image: b] squared.”
 For example: [image: 4^2 = 4 \cdot 4 = 16]
  When the exponent is 3, we say that we are cubing the base. The quantity [image: b^3]
 can be read as “[image: b] raised to the power of [image: 3]” or “[image: b] raised to the third power,” as described above, but it can also be read as “[image: b] cubed.”
 For example: [image: 4^3 = 4 \cdot 4 \cdot 4 = 64]
   Calculate [image: 2^4].
 Notice that the base is [image: 2] and the exponent is [image: 4].
 [image: 4] describes how many times to multiply the base [image: 2] by itself.[image: 2^4 = 2 \cdot 2 \cdot 2 \cdot 2 = 16]  What you have discovered is that when an exponent is negative, it tells us to take the reciprocal of the result we get when we have a positive exponent. In other words, [image: b^{-x} = \dfrac{1}{b^x}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 15: Background You'll Need 6

								

	
				 	Simplify unit fraction exponents
 
  A unit fraction is a fraction whose numerator is [image: 1] and whose denominator is a positive integer.
 The fractions [image: \dfrac{1}{4}] and [image: \dfrac{1}{25}] are examples of unit fractions. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   [image: b^{\frac{1}{n}} = \sqrt[n]{b}] So far, we’ve thought about what happens when you raise a number to a certain power. But we can also turn that question around and ask, “To what power must we raise one number to get another number?”
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Test for Significance of Slope - Learn It 1

								

	
				 	Perform a test for significance of slope and interpret the results
 	Check the conditions that are necessary to perform a test for significance of slope
 
  Previously, we used scatterplots to visualize the relationship between two quantitative variables and the correlation coefficient, [image: r], to describe the strength and direction of the linear relationship between the bivariate variables. We also modeled that relationship using a line of best fit given by [image: \hat{y}=a+bx].
 Let’s review them before conducting a hypothesis test to find out whether or not two quantitative variables have a significant linear relationship.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Test for Significance of Slope - Learn It 2

								

	
				 	Perform a test for significance of slope and interpret the results
 	Check the conditions that are necessary to perform a test for significance of slope
 
  Slope of the Population Regression Line
 In general, the sign of [image: r] (positive, negative, or [image: 0]) will be the same as the sign of [image: b]. This tells us that in studying and understanding the correlation coefficient, we simultaneously have information about the slope of the line of best fit.
 When the line of best fit is estimated, the slope, [image: b], is calculated using sample data. The slope, [image: b], is an estimate of the slope of the population regression line, [image: \beta_1]. This is similar to the relationship between the sample mean, [image: \bar{x}], and the population mean, [image: \mu], that we previously studied.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Hypothesis Test for Significance of Slope
 We want to conduct a hypothesis test to find out whether or not two quantitative variables have a significant linear relationship. When two variables do NOT have a significant linear relationship, the true value of the slope of the population line is [image: 0: \beta_1 = 0]. That is, the population regression line is a horizontal line, and the value of [image: y] in the simple linear regression model does not depend on  [image: x].
 null and alternative hypotheses
 To carry out a hypothesis test for significance of slope, often referred to as a model utility test, we will test the following:
 	Null hypothesis: [image: H_0: \beta_1=0]
 	Alternative hypothesis: [image: H_{A}: \beta_1 \ne 0]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Test for Significance of Slope - Learn It 3

								

	
				 	Perform a test for significance of slope and interpret the results
 	Check the conditions that are necessary to perform a test for significance of slope
 
  Let’s analyze the “Tomatometer” data. These data came from the movie ratings website Rotten Tomatoes[1]. On this website, movie critics write reviews, and regular moviegoers submit ratings ([image: 1–5] stars) for movies and TV shows. We focused on [image: 125] movies from the website and the following variables.
 	tomatometer: The “Tomatometer” score calculated as the percentage of professional movie and TV critics who write positive reviews for the movie
 	audience_score: The percentage of the general public (regular moviegoers) who rate the movie [image: 3.5] stars or higher (out of [image: 5] stars)
 
 Select “Movie Ratings” data set in the statistical tool below.
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Previously, you used the following test statistic to conduct a one-sample hypothesis test for the mean with [image: H_0: \mu = \mu_0]:
 [image: t = \dfrac{\bar{x}-\mu_0}{[\text{std. error of }\bar{x}]}=\dfrac{\bar{x}-\mu_0}{\frac{s}{\sqrt{n}}}]
 The slope of the population line, [image: \beta_1], similarly follows a [image: t] Distribution.
 Test Statistics for the Hypothesis Test for Significance of Slope
 The test statistic to test [image: H_0: \beta_1 = 0] is:
 [image: t=\dfrac{b-0}{[\text{std. error of }b]} = \dfrac{b}{SE_b}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	rottentomatoes.com ↵
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		Test for Significance of Slope - Apply It 1

								

	
				 	Perform a test for significance of slope and interpret the results
 	Check the conditions that are necessary to perform a test for significance of slope
 
  What’s in the Price of a House?
 [image: ]
 House prices fluctuate over time and are impacted by several variables. There are both internal variables (characteristics of the house) and external variables (the economy) that can impact house prices. It is even possible for two identical houses to sell at different prices.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Previously, you learned that there are several conditions that must be met in order to analyze data using linear regression. Similarly, in order to conduct a hypothesis test for the significance of slope, you will need to verify those same conditions.
 Recall that when a linear regression is appropriate, the value of the residuals will be randomly scattered around [image: 0]. In other words, some residuals will be positive (observed value above the line on the residual plot) and some will be negative (observed value below the line on the residual plot). We should not see a systematic pattern (e.g., all above in order, then all below in order).
 Appropriateness of the model  We should worry about the appropriateness of the model if we notice the following red flags:
 	Red Flag 1: The trend in the scatterplot is nonlinear, indicating that the relationship between the explanatory variable and the response variable is not modeled well by a line. The residuals tend to have a pattern.
 	Red Flag 2: The observed values are further and further away from the line of best fit for a portion of the data. In other words, the errors are not consistent for all values of the explanatory variable. The size of the residuals tends to increase or decrease as the value of the explanatory variable increases. When this happens, it can be hard to get a handle on the accuracy of the model because the standard deviation of the residuals is not constant over the values of the independent variable.
 
 Formally, to conduct a hypothesis test for the slope, we require:
 	A simple random sample
 	For any given value of [image: x], the residuals have a mean of [image: 0] (Red Flag 1)
 	The standard deviation of the residuals is the same at all values of (Red Flag 2)
 	For any given value of [image: x], the residuals follow a normal distribution.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Test for Significance of Slope – Apply It 2

								

	
				 	Perform a test for significance of slope and interpret the results
 	Check the conditions that are necessary to perform a test for significance of slope
 
  What’s in the Price of a House? (continued)
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The random sample of 34 house prices and house sizes (square feet) was collected in Saratoga, Florida.
 Scatterplot
 [image: A scatterplot of square feet vs home price in Saratoga, Florida.]
 Residual Plot
 [image: A residual plot of the above data.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA for Regression - Learn It 1

								

	
				 	Understand what is measured by SSRegression, SSResiduals, and SSTotal in a regression context
 	Discuss the factors that affect the value of F-statistics in a regression context
 
  Previously, you learned how to conduct a one-way ANOVA for scenarios that involve comparing more than two groups. Now, let’s extend what you learned about ANOVA to a regression context.  ANOVA Table  In an ANOVA table, the calculation illustrating the total variation within the groups of interest is known as the error sum of squares (SSError). The calculation illustrating the total variation between the groups is known as the group sum of squares (SSGroup).
 ANOVA Table 
 	Source 	Degrees of Freedom (df) 	Sum of Squares 	Mean Square 	F-Statistic 
 	Group 	[image: k-1] (The number of groups minus 1)
  	SSGroup 	[image: \dfrac{\text{SSGroup}}{k-1}] 	[image: \dfrac{\text{MSGroup}}{\text{MSError}}] 
 	Error 	[image: N-k] (The total number of data points minus the number of groups)
  	SSError 	[image: \dfrac{\text{SSError}}{N-k}] 	  
 	Total 	[image: N-1] (The total number of data points minus 1)
  	SSGroup + SSError 	  	  
  
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA for Regression - Learn It 2

								

	
				 	Understand what is measured by SSRegression, SSResiduals, and SSTotal in a regression context
 	Discuss the factors that affect the value of F-statistics in a regression context
 
  ANOVA for Regression
 An ANOVA is a way to “partition” the variation in the data. In other words, it divides the total variation into two parts: the part that is explained by the regression model (SSRegression) and the part that remains unexplained (SSResiduals).
 [image: \text{SSTotal} = \text{SSRegression} + \text{SSResiduals}]
  Previously, you learned that the coefficient of determination, [image: R^2], is interpreted as the percentage of variation in the response variable that can be explained by the linear relationship with an explanatory variable. This quantity can be expressed using the sums of squares. Note that [image: R^2] can be expressed as a percentage or as a proportion.
 [image: R^2 = \dfrac{\text{variation explained}}{\text{total variation}} = \dfrac{\text{SSRegression}}{\text{SSTotal}} = 1-\dfrac{\text{SSResiduals}}{\text{SSTotal}}]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Sums of squares can be organized in an ANOVA table. The following table provides the information necessary to calculate an F-statistic in the context of regression. Note that [image: n=] sample size and [image: p=] number of predictors. In simple linear regression, [image: p=1].
 	Source 	[image: df] 	Sum sq ([image: \text{SS}]) 	Mean sq ([image: \text{MS}]) 	F value 
 	Regression 	[image: p] 	[image: \text{SSRegression}] 	[image: \text{MSRegression} = \dfrac{\text{SSRegression}}{p}] 	[image: F = \dfrac{\text{MSRegression}}{\text{MSResiduals})}] 
 	Residuals 	[image: n-1-p] 	[image: \text{SSResiduals}] 	[image: \text{MSResiduals} = \dfrac{\text{SSResiduals}}{n-1-p}] 	  
 	Total 	[image: n-1] 	[image: \text{SSTotal}] 	  	  
  
 In the statistical tool below, follow the following steps: Step 1: Select the “Organic Foods” data set.
 Step 2:Select “Average income in zip code” as the explanatory ([image: x]) variable and “Number of organic items offered” as the response ([image: y]) variable.
 Step 3: Under “Regression Options,” click the box to show the ANOVA table.
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA for Regression - Learn It 3

								

	
				 	Understand what is measured by SSRegression, SSResiduals, and SSTotal in a regression context
 	Discuss the factors that affect the value of F-statistics in a regression context
 
  The ANOVA table will also include a P-value, which tells the probability of obtaining an F-statistic as large or larger than the one in the sample if the null hypothesis was true.
 An ANOVA F-test can be used to test the population slope for simple linear regression, the same scenario where you used a t-test.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  To model the values of the F-statistic that would occur if the null hypothesis was true and the assumptions for inference were met, you will use an F Distribution with [image: df_1 = p] and [image: df_2 = n-1-p].
 Step 1: Select the “Find Probability” tab
 Step 2:  Enter the df1 and df2 accordingly
 Step 3: For the “Type of Probability” select “Upper Tail”.
 Step 4: Enter the [image: F] value as the value of [image: x] https://lumen-learning.shinyapps.io/fdist
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Suppose you had conducted a t-test for the slope instead of an F-test for the slope in this scenario. The value of the t-statistic would have been [image: 7.50], the square root of the F-statistic. The P-value for the two-sided t-test would be the same as the P-value for the F-test.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		ANOVA for Regression - Apply It 1

								

	
				 	Understand what is measured by SSRegression, SSResiduals, and SSTotal in a regression context
 	Discuss the factors that affect the value of F-statistics in a regression context
 
  Memory Game
 Concentration is a memory game in which cards are laid face down on a table, and two cards are flipped face up during each turn. The object of the game is to turn over matching pairs of cards. An online version of this game includes three different sets of cards: one has images of animals on the cards, one has images of babies, and one has images of holiday scenes.
 Question! Are these three versions equally difficult?
 To investigate, a teacher randomly assigned her students to three groups, and each group played a different version of the game. They recorded the amount of time (in seconds) it took to complete the game.
 Below is the partially filled-in ANOVA table.
 	Source 	Df 	Sum sq 
 	Group 	2 	177.4 
 	Error 	27 	5715.0 
 	Total 	29 	5892.4 
  
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   https://lumen-learning.shinyapps.io/fdist
 [Trouble viewing? Click to open in a new tab.] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval and Prediction Interval - Learn It 1

								

	
				 	Find and interpret the confidence interval for the mean response
 	Find and interpret the prediction interval for an individual response
 	Identify whether a confidence interval or a prediction interval is more appropriate in context of the problem
 
  Penguins
 Research question: How much do we expect a penguin to weigh based on the length of its flipper?
 To answer this question, we will look at the “Penguins” data set.[1] It contains characteristics for a sample of [image: 342] penguins observed near Palmer Station, Antarctica. We will focus on the following two variables:
 	flipper_length_mm: Flipper length in millimeters
 	body_mass_g: Body mass (weight) in grams
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Step 1: Access spreadsheet Penguins.
 Step 2: Under “Enter Data,” select “Enter Own.”
 Step 3: Copy and paste the appropriate explanatory variable ([image: x]) and response variable ([image: y]).  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 
	Horst, A. M., Hill, A. P., & Gorman, K. B. (2020). palmerpenguins. palmerpenguins 0.1.0. https://allisonhorst.github.io/palmerpenguins/ ↵
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		Confidence Interval and Prediction Interval - Learn It 2

								

	
				 	Find and interpret the confidence interval for the mean response
 	Find and interpret the prediction interval for an individual response
 	Identify whether a confidence interval or a prediction interval is more appropriate in context of the problem
 
  Intervals for the Mean Response
 Though the regression equation is used to calculate the expected body mass given the flipper length, we know that multiple penguins can have the same flipper length and different body masses. (This occurs quite frequently in our data set!) Therefore, if we are trying to predict the weight of an individual penguin, it makes sense to calculate an interval that takes the variability in the actual penguin weights into account.
 In addition, thinking about what we have learned about sample variability in previous activities, we know that if we randomly select another sample with [image: 324] penguins, the equation of the line of best line will be different—so the predicted body mass for a given flipper length (the point estimate) will change.
 Before calculating the interval for predicted values, however, we need to first consider the type of prediction we’re most interested in obtaining.
 There are two ways we can use the linear regression equation:
 	To estimate the mean value of the response when the explanatory variable is equal to a particular value, [image: x_0]
 	To predict the value of the response for an individual observation when the explanatory variable is equal to [image: x_0]
 
 The type of interval calculated will depend on how we want to use the linear regression equation.
 confidence interval for the mean response
 When the objective is to estimate the mean value of the response variable for a particular value of the explanatory variable, [image: x_0], we will calculate a confidence interval for the mean response, where [image: x_0] is the confidence level associated with the interval. This interval gives us a range of plausible values of the mean response for the subset of the population with a value of the explanatory variable equal to [image: x_0].
  prediction interval for an individual response
 When the objective is to predict the value of the response variable for an individual observation with the explanatory variable equal to [image: x_0], we will calculate a [image: C]% prediction interval for an individual response, where [image: C] is the confidence level associated with the interval. This interval gives us a range of plausible values of the response for an individual observation that has a value of the explanatory variable equal to [image: x_0].
  Step 1: Access spreadsheet Penguins.
 Step 2: Under “Enter Data,” select “Enter Own.”
 Step 3: Copy and paste the appropriate explanatory variable ([image: x]) and response variable ([image: y]).
 Step 4: Check the “Confidence/Prediction Interval” and input the value of the explanatory variable under “x-value.” Select the appropriate level of confidence, [image: C], by moving the slider. https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   
	

			
			


		
	
		
			
	
		411

		Confidence Interval and Prediction Interval - Learn It 3

								

	
				 	Find and interpret the confidence interval for the mean response
 	Find and interpret the prediction interval for an individual response
 	Identify whether a confidence interval or a prediction interval is more appropriate in context of the problem
 
  	  	Penguin A ([image: 202] mm) 	Penguin B ([image: 172] mm) 
 	[image: 92]% Confidence Interval 	[image: (4218, 4293)] 	[image: (2679, 2851)] 
 	[image: 92]% Prediction Interval 	[image: (3560, 4950)] 	[image: (2070, 3460)] 
  
 Let’s use these intervals to describe the relationship between the confidence interval for the mean response and the prediction interval for an individual observation.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		412

		Confidence Interval and Prediction Interval - Apply It 1

								

	
				 	Find and interpret the confidence interval for the mean response
 	Find and interpret the prediction interval for an individual response
 	Identify whether a confidence interval or a prediction interval is more appropriate in context of the problem
 
  Capital Bikeshare Rentals
 [image: Person riding a bike outdoors.]
 Suppose you are a data scientist for Capital Bikeshare in Washington, D.C., and your job is to develop a linear regression model to predict the number of bike rentals based on the temperature. These predictions will be used to help determine the number of bikes to make available across the city each day.
 Previously, you’ve used the regression model to calculate a predicted value of the response given a particular value of the explanatory variable. This time, you decide to include an interval with your predictions, so you report a plausible range of values the number of bike rentals might take, given a particular value of temperature.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Data set: Capital Bikeshare in Washington, D.C.
 It contains daily information about the number of bike rentals, weather, day of the week, and other details for days in 2011 and 2012. Your primary objective in this activity is to predict the number of daily bike rentals during the winter months (December [image: 21] to March [image: 20]). To do so, you’ll use data from [image: 50] randomly selected winter days in 2011 and 2012. The variables of interest for this activity are:
 	count: Total number of bikes rented
 	temperature: Approximate high temperature in degrees Fahrenheit
 
 Step 1: Access the spreadsheet Capital Bikeshare.
 Step 2: Under “Enter Data,” select “Enter Own.”
 Step 3: Select the appropriate explanatory variable ([image: x]) and response variable ([image: y]).
 Step 4: Enter the data. https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		413

		Confidence Interval and Prediction Interval - Apply It 2

								

	
				 	Find and interpret the confidence interval for the mean response
 	Find and interpret the prediction interval for an individual response
 	Identify whether a confidence interval or a prediction interval is more appropriate in context of the problem
 
  When the objective is to estimate the mean value of the response variable for a particular value of the explanatory variable, [image: x_0], we will calculate a confidence interval for the mean response. This interval gives us a range of plausible values the mean value of the response variable takes when [image: x=x_0]. We can interpret the [image: C\%] confidence interval for the mean response interval as follows:
 We are [image: C\%] confident that the mean response when the explanatory variable equals [image: x_0] is between (lower bound) and (upper bound). Data set: Capital Bikeshare in Washington D.C.
 https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  When the objective is to predict the value of the response variable for an individual observation with the explanatory variable equal to [image: x_0], we will calculate a [image: C\%] prediction interval for an individual response, where [image: x_0] is the confidence level. This interval gives us a range of plausible values of the response when an individual observation has a value of the explanatory variable equal to [image: x_0]. We can interpret the [image: C\%] prediction interval for an individual response interval as follows:
 We are [image: C\%] confident that the value of the response variable for an individual with a value of the explanatory variable equal to [image: x_0] is between (lower bound) and (upper bound).  When calculating the prediction interval for an individual observation, we have to take into account two sources of variability (i.e., the reasons our point estimates or predictions may not be exactly right). These are sources of variability due to: (1) the individual values that vary around the population regression line and (2) the fact that we don’t have the equation of the population regression line and must rely on estimates of the slope and intercept.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Confidence Interval and Prediction Interval - Apply It 3

								

	
				 	Find and interpret the confidence interval for the mean response
 	Find and interpret the prediction interval for an individual response
 	Identify whether a confidence interval or a prediction interval is more appropriate in context of the problem
 
  When fitting a linear regression model, we assume that the distribution of the response variable is approximately normal for a given value of the explanatory variable. It is important for that condition to hold when using prediction intervals, since these intervals take into account the scatter of the points about the line.
 We can check that this condition holds by examining the distribution of the residuals. If the distribution of the residuals is approximately normal, we can feel confident that the distribution of the response variable is normally distributed about the regression line for each value of the explanatory variable.
 Enter the data set: Capital Bikeshare in Washington D.C. accordingly. Step 1: Select the Fitted Values and Residual Analysis tab.
 Step 2: Select the option “Histogram/Boxplot of Residuals.”
 Step 3: Select the option “Superimpose Normal Curve.”
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  If the residuals are not normally distributed, you can report the prediction interval with a note indicating that caution should be applied when using the results from the interval. Notice that we checked the distribution of the residuals when calculating the prediction interval for an individual response, but not for the confidence interval for the mean response. The reliability of the confidence interval for the mean response does not rely on the normality of the distribution of the residual due to the Central Limit Theorem.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		415

		Transforming Data - Learn It 1

								

	
				 	Decide which transformation to use for the different type of data sets and analyze the results
 
  [image: Two groups of figures. Three are stood on top of tall stacks of coins with golf equipment. The other four figures are wearing construction equipment and working on much smaller stacks of coins.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The data for this in-class activity are from the Gapminder site on global development, which shows 2018 data on countries’ income per person[1] (in standardized dollar amounts) and life expectancy.[2] Each data point represents a different nation. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
  
	Gapminder. (n.d.). GDP per capita in constant PPP dollars. http://gapm.io/dgdppc ↵
	Gapminder. (n.d.). Life expectancy at birth. http://gapm.io/ilex ↵
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		Transforming Data - Learn It 2

								

	
				 	Decide which transformation to use for the different type of data sets and analyze the results
 
  Transformation of Data
 A transformation has the effect of making the data less skewed and making the variation more uniform.
 data transformation
 [1]In statistics, data transformation is the application of a deterministic mathematical function to each point in a data set. Transformations are usually applied so that the data appear to more closely meet the assumptions of a statistical inference procedure that is to be applied, or to improve the interpretability or appearance of graphs.
  [2]Nearly always, the function that is used to transform the data is invertible, and generally is continuous. The transformation is usually applied to a collection of comparable measurements. For example, if we are working with data on people’s incomes in some currency unit, it would be common to transform each person’s income value by the logarithm function.
 Let’s recall two of the most common data transformation functions: square root and logarithm.
 The square root of a number is a value that, when multiplied by itself, gives the number.[3]For example: [image: \sqrt{9}=3] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  A logarithm answers the question, “To what power must we raise one number to get another number?”
  
 For example, consider the question: “To what power must we raise 2 to get 8?” We see that [image: 2 \cdot 2 \cdot 2 = 2^3 = 8]. The way we write this logarithm is [image: \text{log}_2(8)=3].
  
 In general, the statements
 [image: b^x = a] and [image: \text{log}_b(a)=x]
 contain the same information. In both the exponential form and the logarithmic form, the quantity [image: b] is called the base.
   	A base that is often used in logarithms is [image: 10]; instead of writing [image: \text{log}_{10}(x)], we often just write [image: \text{log}(x)].
 
 [image: \text{log}_{10}(x) = \text{log}(x)]
 	Another common base that you may encounter is the irrational number [image: e], which is approximately equal to [image: 2.718]; instead of writing [image: \text{log}_e(x)], we often just write [image: \text{ln}(x)] and call this the “natural logarithm of [image: x].”
 
 [image: \text{log}_e(x) = \text{ln}(x)]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	https://en.wikipedia.org/wiki/Data_transformation_(statistics) ↵
	https://en.wikipedia.org/wiki/Data_transformation_(statistics) ↵
	Definition of square root. (n.d.). Mathisfun.com. https://www.mathsisfun.com/definitions/square-root.html ↵
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		Transforming Data - Apply It 1

								

	
				 	Decide which transformation to use for the different type of data sets and analyze the results
 
  In addition to transformations that make right-skew distributions more symmetric, there are transformations that can make left-skew distributions more symmetric.
 When we square the number [image: b], we get [image: b^2 = b \cdot b].
 For example: [image: 5^2 = 5 \cdot 5 = 25] An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 16 - Multiple Linear Regression
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		Module 16: Background You'll Need 1

								

	
				 	Identify and describe the relationship between response and explanatory variables
 
  Students in an introductory statistics class at The University of Queensland participated in a simple experiment.[1]
 Variables in the data set 
 The variables in the data set are:
 	Variable 	Description 
 	ID 	Identification number 
 	Height 	Height in centimeters (cm) 
 	Weight 	Weight in kilograms (kg) 
 	Age 	Age in years 
 	Sex 	Male/female 
 	Smokes 	Are you a regular smoker? (yes/no) 
 	Alcohol 	Are you a regular drinker? (yes/no) 
 	Exercise 	What is your frequency of exercise? (low, moderate, high) 
 	GroupAssignment 	Whether the student ran or sat between the first and second pulse measurements 
 	Pulse1 	First pulse measurement (rate per minute) 
 	Pulse2 	Second pulse measurement (rate per minute) 
 	Year 	Year of class (1993–1998) 
  
 
 
 	The explanatory variable ([image: x]) is the variable that is thought to explain or predict the response variable of a study.
 	The response variable ([image: y]) measures the outcome of interest in the study. This variable is thought to depend in some way on the explanatory variable. It is often referred to as the “variable of interest” for the researcher. The explanatory variable is used to predict/calculate/determine the response variable.
 
  The students are interested in building a model that can be used to estimate a student’s weight based on the student’s height.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 Click to open the data set and answer the following question.   
 	Height 	Weight 
 	173 	57 
 	179 	58 
 	167 	62 
 	195 	84 
 	173 	64 
 	184 	74 
 	162 	57 
 	169 	55 
 	164 	56 
 	168 	60 
 	170 	75 
 	178 	58 
 	170 	68 
 	187 	59 
 	180 	72 
 	185 	110 
 	170 	56 
 	180 	70 
 	166 	56 
 	155 	50 
 	175 	60 
 	140 	50 
 	163 	55 
 	182 	75 
 	176 	59 
 	177 	74 
 	170 	60 
 	172 	60 
 	189 	60 
 	178 	56 
 	175 	75 
 	180 	85 
 	160 	57 
 	164 	66 
 	175 	65 
 	163 	55 
 	185 	90 
 	169 	68 
 	165 	63 
 	155 	49 
 	175 	66 
 	178 	63 
 	184 	65 
 	170 	60 
 	162 	60 
 	164 	46 
 	171 	70 
 	182 	85 
 	174 	60 
 	167 	70 
 	157 	41 
 	183 	73 
 	167 	75 
 	171 	67 
 	182 	63 
 	173 	70 
 	182 	85 
 	158 	51 
 	160 	49 
 	180 	75 
 	180 	77 
 	188 	87 
 	164 	54 
 	180 	102 
 	178 	62 
 	166 	50 
 	175 	57 
 	180 	80 
 	182 	98 
 	151 	42 
 	186 	87 
 	190 	82 
 	179 	80 
 	165 	48 
 	172 	53 
 	173 	64 
 	170 	53.5 
 	170 	58.5 
 	163 	51 
 	191 	78 
 	172 	59 
 	171 	71 
 	180 	76 
 	194 	110 
 	167 	63 
 	192 	105 
 	194 	95 
 	189 	88 
 	162 	50 
 	175 	54 
 	175 	78.5 
 	186 	96 
 	178 	86 
 	170 	58 
 	165 	58 
 	164 	78 
 	180 	65 
 	170 	62 
 	155 	55 
 	165 	60 
 	168 	55 
 	68 	63 
 	170 	63 
 	179 	80 
 	163 	47 
 	93 	27 
 	161 	43 
 	182 	60 
 	170 	65 
 	185 	85 
  
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Wilson, R. J. (n.d.). Pulse rates before and after exercise. StatSci.org. http://www.statsci.org/data/oz/ms212.html ↵
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		Module 16: Background You'll Need 2

								

	
				 	Write and describe the equation of the line of best fit
 
  Students in an introductory statistics class at The University of Queensland participated in a simple experiment.[1]
 The students are interested in building a model that can be used to estimate a student’s weight based on the student’s height.
 Data Set 
 	Height 	Weight 
 	173 	57 
 	179 	58 
 	167 	62 
 	195 	84 
 	173 	64 
 	184 	74 
 	162 	57 
 	169 	55 
 	164 	56 
 	168 	60 
 	170 	75 
 	178 	58 
 	170 	68 
 	187 	59 
 	180 	72 
 	185 	110 
 	170 	56 
 	180 	70 
 	166 	56 
 	155 	50 
 	175 	60 
 	140 	50 
 	163 	55 
 	182 	75 
 	176 	59 
 	177 	74 
 	170 	60 
 	172 	60 
 	189 	60 
 	178 	56 
 	175 	75 
 	180 	85 
 	160 	57 
 	164 	66 
 	175 	65 
 	163 	55 
 	185 	90 
 	169 	68 
 	165 	63 
 	155 	49 
 	175 	66 
 	178 	63 
 	184 	65 
 	170 	60 
 	162 	60 
 	164 	46 
 	171 	70 
 	182 	85 
 	174 	60 
 	167 	70 
 	157 	41 
 	183 	73 
 	167 	75 
 	171 	67 
 	182 	63 
 	173 	70 
 	182 	85 
 	158 	51 
 	160 	49 
 	180 	75 
 	180 	77 
 	188 	87 
 	164 	54 
 	180 	102 
 	178 	62 
 	166 	50 
 	175 	57 
 	180 	80 
 	182 	98 
 	151 	42 
 	186 	87 
 	190 	82 
 	179 	80 
 	165 	48 
 	172 	53 
 	173 	64 
 	170 	53.5 
 	170 	58.5 
 	163 	51 
 	191 	78 
 	172 	59 
 	171 	71 
 	180 	76 
 	194 	110 
 	167 	63 
 	192 	105 
 	194 	95 
 	189 	88 
 	162 	50 
 	175 	54 
 	175 	78.5 
 	186 	96 
 	178 	86 
 	170 	58 
 	165 	58 
 	164 	78 
 	180 	65 
 	170 	62 
 	155 	55 
 	165 	60 
 	168 	55 
 	68 	63 
 	170 	63 
 	179 	80 
 	163 	47 
 	93 	27 
 	161 	43 
 	182 	60 
 	170 	65 
 	185 	85 
  
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Interpretation of slope: For every one (unit) increase in (explanatory variable units), we predict an average increase/decrease of ___ (response variable units) in (response variable).  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Wilson, R. J. (n.d.). Pulse rates before and after exercise. StatSci.org. http://www.statsci.org/data/oz/ms212.html ↵
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		Module 16: Background You'll Need 3

								

	
				 	Decide if a linear model is reasonable and describe the coefficient of determination
 
  Students in an introductory statistics class at The University of Queensland participated in a simple experiment.[1]
 The students are interested in building a model that can be used to estimate a student’s weight based on the student’s height.
 Data Set 
 	Height 	Weight 
 	173 	57 
 	179 	58 
 	167 	62 
 	195 	84 
 	173 	64 
 	184 	74 
 	162 	57 
 	169 	55 
 	164 	56 
 	168 	60 
 	170 	75 
 	178 	58 
 	170 	68 
 	187 	59 
 	180 	72 
 	185 	110 
 	170 	56 
 	180 	70 
 	166 	56 
 	155 	50 
 	175 	60 
 	140 	50 
 	163 	55 
 	182 	75 
 	176 	59 
 	177 	74 
 	170 	60 
 	172 	60 
 	189 	60 
 	178 	56 
 	175 	75 
 	180 	85 
 	160 	57 
 	164 	66 
 	175 	65 
 	163 	55 
 	185 	90 
 	169 	68 
 	165 	63 
 	155 	49 
 	175 	66 
 	178 	63 
 	184 	65 
 	170 	60 
 	162 	60 
 	164 	46 
 	171 	70 
 	182 	85 
 	174 	60 
 	167 	70 
 	157 	41 
 	183 	73 
 	167 	75 
 	171 	67 
 	182 	63 
 	173 	70 
 	182 	85 
 	158 	51 
 	160 	49 
 	180 	75 
 	180 	77 
 	188 	87 
 	164 	54 
 	180 	102 
 	178 	62 
 	166 	50 
 	175 	57 
 	180 	80 
 	182 	98 
 	151 	42 
 	186 	87 
 	190 	82 
 	179 	80 
 	165 	48 
 	172 	53 
 	173 	64 
 	170 	53.5 
 	170 	58.5 
 	163 	51 
 	191 	78 
 	172 	59 
 	171 	71 
 	180 	76 
 	194 	110 
 	167 	63 
 	192 	105 
 	194 	95 
 	189 	88 
 	162 	50 
 	175 	54 
 	175 	78.5 
 	186 	96 
 	178 	86 
 	170 	58 
 	165 	58 
 	164 	78 
 	180 	65 
 	170 	62 
 	155 	55 
 	165 	60 
 	168 	55 
 	68 	63 
 	170 	63 
 	179 	80 
 	163 	47 
 	93 	27 
 	161 	43 
 	182 	60 
 	170 	65 
 	185 	85 
  
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The coefficient of determination ([image: R^2]) is a measure of the proportion of the variation of a response variable in linearly related bivariate data that can be explained by its relationship with the explanatory variable.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Wilson, R. J. (n.d.). Pulse rates before and after exercise. StatSci.org. http://www.statsci.org/data/oz/ms212.html ↵
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		Module 16: Background You'll Need 4

								

	
				 	Perform a test for significance of slope and interpret the results
 
  Students in an introductory statistics class at The University of Queensland participated in a simple experiment.[1]
 The students are interested in building a model that can be used to estimate a student’s weight based on the student’s height.
 Data Set 
 	Height 	Weight 
 	173 	57 
 	179 	58 
 	167 	62 
 	195 	84 
 	173 	64 
 	184 	74 
 	162 	57 
 	169 	55 
 	164 	56 
 	168 	60 
 	170 	75 
 	178 	58 
 	170 	68 
 	187 	59 
 	180 	72 
 	185 	110 
 	170 	56 
 	180 	70 
 	166 	56 
 	155 	50 
 	175 	60 
 	140 	50 
 	163 	55 
 	182 	75 
 	176 	59 
 	177 	74 
 	170 	60 
 	172 	60 
 	189 	60 
 	178 	56 
 	175 	75 
 	180 	85 
 	160 	57 
 	164 	66 
 	175 	65 
 	163 	55 
 	185 	90 
 	169 	68 
 	165 	63 
 	155 	49 
 	175 	66 
 	178 	63 
 	184 	65 
 	170 	60 
 	162 	60 
 	164 	46 
 	171 	70 
 	182 	85 
 	174 	60 
 	167 	70 
 	157 	41 
 	183 	73 
 	167 	75 
 	171 	67 
 	182 	63 
 	173 	70 
 	182 	85 
 	158 	51 
 	160 	49 
 	180 	75 
 	180 	77 
 	188 	87 
 	164 	54 
 	180 	102 
 	178 	62 
 	166 	50 
 	175 	57 
 	180 	80 
 	182 	98 
 	151 	42 
 	186 	87 
 	190 	82 
 	179 	80 
 	165 	48 
 	172 	53 
 	173 	64 
 	170 	53.5 
 	170 	58.5 
 	163 	51 
 	191 	78 
 	172 	59 
 	171 	71 
 	180 	76 
 	194 	110 
 	167 	63 
 	192 	105 
 	194 	95 
 	189 	88 
 	162 	50 
 	175 	54 
 	175 	78.5 
 	186 	96 
 	178 	86 
 	170 	58 
 	165 	58 
 	164 	78 
 	180 	65 
 	170 	62 
 	155 	55 
 	165 	60 
 	168 	55 
 	68 	63 
 	170 	63 
 	179 	80 
 	163 	47 
 	93 	27 
 	161 	43 
 	182 	60 
 	170 	65 
 	185 	85 
  
  https://lumen-learning.shinyapps.io/linear_regression/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Wilson, R. J. (n.d.). Pulse rates before and after exercise. StatSci.org. http://www.statsci.org/data/oz/ms212.html ↵
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		Module 16: Background You'll Need 5

								

	
				 	Identify categorical and quantitative variables
 
  	Categorical variable is a variable that categorizes or describes attributes of a population.
 	Quantitative variable is a variable that is counting or measuring attributes of a population.
 
  Students in an introductory statistics class at The University of Queensland participated in a simple experiment. [1]
 The variables in the data set are:
 	Variable 	Description 
 	ID 	Identification number 
 	Height 	Height in centimeters (cm) 
 	Weight 	Weight in kilograms (kg) 
 	Age 	Age in years 
 	Sex 	Male/female 
 	Smokes 	Are you a regular smoker? (yes/no) 
 	Alcohol 	Are you a regular drinker? (yes/no) 
 	Exercise 	What is your frequency of exercise? (low, moderate, high) 
 	GroupAssignment 	Whether the student ran or sat between the first and second pulse measurements 
 	Pulse1 	First pulse measurement (rate per minute) 
 	Pulse2 	Second pulse measurement (rate per minute) 
 	Year 	Year of class (1993–1998) 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online. 
 
An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
	Wilson, R. J. (n.d.). Pulse rates before and after exercise. StatSci.org. http://www.statsci.org/data/oz/ms212.html ↵



	

			
			


		
	
		
			
	
		423

		Module 16: Background You'll Need 6

								

	
				 	Simplify equations by combining like terms
 
  Simplifying Equations
 For certain categorical predictors and interactions between explanatory variables, we can simplify equations by combining like terms.
 In math, the terms [image: 8x], [image: 2x], and [image: -3x] are called like terms because they all contain the same variable [image: x].
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
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		Multiple Linear Regression - Learn It 1

								

	
				 	Write and describe a multiple linear regression model equation
 	Calculate and describe the unadjusted coefficient of determination
 	Assess the model assumptions with a residual or a predicted values plot
 
  High School and Beyond
 [image: Person wearing a mask sitting at a table reading a book taking notes on a computer.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The data set that we will be using in this in-class activity is called “High School and Beyond” and contains information about high school student achievement scores on math, science, reading, writing, and social studies tests. The data set contains information about [image: 200] high school students and [image: 10] variables for each student.
 The data collected about each student includes the following: identification number, whether the student identifies as male or female, race, socio-economic status, school type, program type, and scores from tests of reading, writing, math, science, and social studies.
 Descriptions of the variables Descriptions of the variables are as follows:
 	Variable name 	Definition 
 	id 	Identification number of the student 
 	female 	Gender of the student (0 = male, 1 = female) 
 	race 	Ethnic background of the student (1 = Hispanic, 2 = Asian, 3 = Black, 4 = White) 
 	ses 	Socio-economic status of the student (1 = low, 2 = medium, 3 = high) 
 	schtyp 	School type (1 = public, 2 = private) 
 	prog 	Program type (1 = general, 2 = academic preparatory, 3 = vocational/technical) 
 	read 	Score from test of reading 
 	write 	Score from test of writing 
 	math 	Score from test of math 
 	science 	Score from test of science 
 	socst 	Score from test of social studies 
  
 
 Research Question: Is there a relationship between science scores for high school students and math and reading scores?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Multiple Linear Regression - Learn It 2

								

	
				 	Write and describe a multiple linear regression model equation
 	Calculate and describe the unadjusted coefficient of determination
 	Assess the model assumptions with a residual or a predicted values plot
 
  Previously, we have learned about linear regression to describe the relationship between two quantitative variables: 	An explanatory variable is an independent variable, one that may explain or cause a change in another variable.
 
 
 	A response variable is a dependent variable, one that changes in response to the explanatory variable.
 
 However, what if we found that there are more than one explanatory variable that explain the response variable?
 
  multiple linear regression model
 A linear regression model with two or more explanatory variables is called a multiple linear regression model. Since there is more than one explanatory variable, the model is no longer a line. In fact, we can include [image: p] explanatory variables in our model.
  
 The equation for the estimated model that uses [image: p] variables is
 [image: \hat{y} = a + b_1 \cdot x_1 + b_2 \cdot x_2 + ... + b_p \cdot x_p]
 where [image: b_1, b_2, ... ,b_p] are the regression coefficients for explanatory variables [image: x_1, x_2, ... ,x_p], respectively.
  
 In multiple linear regression, [image: b_1, b_2, ... , b_p] are called partial slopes.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We can interpret the regression coefficients for each explanatory variable in the model in terms of the relationship with the response variable. The explanation is very similar to what we have seen in simple linear regression models. However, since it is a partial slope, we have to make sure that we hold any other explanatory variables constant in our interpretation.
 For the following regression equation, [image: \hat{y} = a + b_1 \cdot x_1 + b_2 \cdot x_2 + ... + b_p \cdot x_p]
 the partial slope, [image: b_1], represents the expected change in the response variable, [image: y], for every one unit increase in [image: x_1], holding explanatory variables [image: x_1, x_2, ... , x_p] constant.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Multiple Linear Regression - Learn It 3

								

	
				 	Write and describe a multiple linear regression model equation
 	Calculate and describe the unadjusted coefficient of determination
 	Assess the model assumptions with a residual or a predicted values plot
 
  The Coefficient of Determination
 The coefficient of determination, [image: R^2], is used to determine the percentage of variability in the response variable that is accounted for by the explanatory variables. In this activity, we will call the value the unadjusted [image: R^2].
 In simple linear regression, we would interpret the [image: R^2] value as the percentage of the variation in the response variable that can be explained by the linear relationship with the explanatory variable.
 For multiple linear regression, the interpretation is similar, but now the variation in the response variable is explained by the linear relationship with multiple explanatory variables.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Multiple Linear Regression - Learn It 4

								

	
				 	Write and describe a multiple linear regression model equation
 	Calculate and describe the unadjusted coefficient of determination
 	Assess the model assumptions with a residual or a predicted values plot
 
  Residuals
 We can assess whether or not it is reasonable to fit a linear regression model using residual plots, similar to simple linear regression. In multiple linear regression, the [image: y]-axis has the residual values, and the [image: x]-axis has the explanatory variables and/or the fitted values. For a multiple linear regression model, you create a residual plot for each continuous explanatory variable, as well as the fitted value.
 We would expect to see the residual values appear randomly scattered across the [image: x]-values with no clear patterns (e.g., residual plots that display a curvature violate the linearity condition). Residual plots that increase or decrease in magnitude (distance from zero) violate the constant variance condition. The residual plot of the residuals vs. predicted values accounts for all the variables in the model. Residual plots of the residuals vs. individual exploratory variables allow us to identify a potential source of a violation. The normality condition is beyond the scope of this course.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Multiple Linear Regression - Apply It 1

								

	
				 	Write and describe a multiple linear regression model equation
 	Calculate and describe the unadjusted coefficient of determination
 	Assess the model assumptions with a residual or a predicted values plot
 
  Students in an introductory statistics class at The University of Queensland participated in a simple experiment.[1] The students took their own pulse rates. They were then asked to flip a coin. If the coin came up heads, they were to run in place for one minute. Otherwise, they sat for one minute. Afterward, everyone took their pulse rates again. The pulse rates and other physiological and lifestyle data were recorded in a data set called “Pulse Rate.” There are a total of 110 observations and 11 variables about the experiment.
 Data Dictionary The variables in the data set are:
 	Variable 	Description 
 	ID 	Identification number 
 	Height 	Height in centimeters (cm) 
 	Weight 	Weight in kilograms (kg) 
 	Age 	Age in years 
 	Sex 	Male/female 
 	Smokes 	Are you a regular smoker? (yes/no) 
 	Alcohol 	Are you a regular drinker? (yes/no) 
 	Exercise 	What is your frequency of exercise? (low, moderate, high) 
 	GroupAssignment 	Whether the student ran or sat between the first and second pulse measurements 
 	Pulse1 	First pulse measurement (rate per minute) 
 	Pulse2 	Second pulse measurement (rate per minute) 
 	Year 	Year of class (1993–1998) 
  
 
 The first research question we are interested in exploring is: “What is the relationship between weight and first pulse measurement? Is weight a useful predictor of first pulse rate?”
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  The second research question that we are interested in exploring is: “What is the relationship between weight and age on the first pulse measurement? Are weight and age useful predictors of the first pulse rate?”
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Wilson, R. J. (n.d.). Pulse rates before and after exercise. StatSci.org. http://www.statsci.org/data/oz/ms212.html ↵
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		Multiple Linear Regression - Apply It 2

								

	
				 	Write and describe a multiple linear regression model equation
 	Calculate and describe the unadjusted coefficient of determination
 	Assess the model assumptions with a residual or a predicted values plot
 
  Step 1: Upload the data set “Pulse Rate” into the statistical tool below.
 Step 2: Select “Height” as the X-Variable, “Pulse1” as the Y-Variable, and “Weight” as the Grouping Variable.
 Step3: Click the Show Linear Regression Equation(s) to obtain the multiple linear regression equation. https://lumen-learning.shinyapps.io/multivariaterelationship/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Indicator Variable - Learn It 1

								

	
				 	Know what an indicator variable is
 	Find and describe an appropriate multiple linear regression model equation with categorical predictors
 
  High School and Beyond
 [image: Person with a mask on reading a book and taking notes on a laptop.]
 The data set of High School and Beyond contains information about [image: 200] high school students and [image: 10] variables for each student. The data collected about each student includes whether the student identifies as male or female, their socio-economic status, along with science scores, math scores, and reading scores.
 Descriptions of the variables are as follows:
 	Variable name 	Definition 
 	id 	Identification number of the student 
 	female 	Gender of the student (0 = male, 1 = female) 
 	race 	Ethnic background of the student (1 = Hispanic, 2 = Asian, 3 = Black, 4 = White) 
 	ses 	Socio-economic status of the student (1 = low, 2 = medium, 3 = high) 
 	schtyp 	School type (1 = public, 2 = private) 
 	prog 	Program type (1 = general, 2 = academic preparatory, 3 = vocational/technical) 
 	read 	Score from test of reading 
 	write 	Score from test of writing 
 	math 	Score from test of math 
 	science 	Score from test of science 
 	socst 	Score from test of social studies 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  We are interested in building a prediction model that will allow us to predict science test scores based on math test scores and the recorded gender of the student.
 Note: In this study, students only identified themselves as female or male.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Indicator Variable - Learn It 2

								

	
				 	Know what an indicator variable is
 	Find and describe an appropriate multiple linear regression model equation with categorical predictors
 
  Indicator Variable
 How can we incorporate a categorical variable like gender into a regression equation? This is done by using an indicator variable for the categorical variable and then using that variable in fitting the linear regression model.
 indicator variable
 An indicator variable is a binary variable with only two values: [image: 0] and [image: 1]. When creating an indicator variable, we assign the value of [image: 1] for a certain category, and the value of [image: 0] is used for all other categories.
  An example of an indicator variable is the variable schtyp in the data set about the school type of the students. For the variable schtyp, the value of [image: 1] indicates that the student attends a public school, and the value of [image: 2] indicates that the student attends a private school.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  If there are [image: k] levels of a categorical variable, we can create [image: k-1] indicator variables to define our regression model. We use an indicator variable for a categorical variable in order to clarify which category we want as our reference group for the model equation.
 A reference group is the value of the categorical variable that is not represented explicitly by the indicator variable (which is why we only require [image: k-1] indicator variables to define our regression model). For example, the reference group for the indicator variable public [image: 0] is the category indicating private school students.
 Recall that we are interested in building a prediction model that will allow us to predict science test scores based on math test scores and gender. After creating the indicator variable, our model will have math test scores and the indicator variable female as the explanatory variables.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Indicator Variable - Learn It 3

								

	
				 	Know what an indicator variable is
 	Find and describe an appropriate multiple linear regression model equation with categorical predictors
 
  In the additive model used (a non-additive model will be discussed in the next section), the regression coefficient for an indicator variable is the average difference in the explanatory variable compared to the reference group (the group for whom the indicator variable is equal to [image: 0], holding all other explanatory variables constant).
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Indicator Variable - Apply It 1

								

	
				 	Know what an indicator variable is
 	Find and describe an appropriate multiple linear regression model equation with categorical predictors
 
  Recall that the data set contains information about high school student achievement scores on math, science, reading, writing, and social studies tests. The data set contains information about [image: 200] high school students and [image: 10] variables for each student. Descriptions of the variables are as follows:
 	Variable name 	Definition 
 	id 	Identification number of the student 
 	female 	Gender of the student (0 = male, 1 = female) 
 	race 	Ethnic background of the student (1 = Hispanic, 2 = Asian, 3 = Black, 4 = White) 
 	ses 	Socio-economic status of the student (1 = low, 2 = medium, 3 = high) 
 	schtyp 	School type (1 = public, 2 = private) 
 	prog 	Program type (1 = general, 2 = academic preparatory, 3 = vocational/technical) 
 	read 	Score from test of reading 
 	write 	Score from test of writing 
 	math 	Score from test of math 
 	science 	Score from test of science 
 	socst 	Score from test of social studies 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Indicator variables can only have values of [image: 0] or [image: 1]. So, if the categorical variable has more than two categories, additional indicator variables will be needed. For the variable prog, we will need to create two indicator variables to add the explanatory variable into the model.
 One indicator variable for prog could be defined as academic preparatory, and the other indicator variable for prog could be defined as vocational/technical.
 These two indicator variables would be defined using the following:
 	If prog = academic preparatory, the indicator variable for academic_preparatory = [image: 1]. Otherwise, if prog = vocation/technical or general, the indicator variable for academic_preparatory = [image: 0].
 	If prog = vocational/technical, the indicator variable for vocational_technical = [image: 1]. Otherwise, if prog = academic preparatory or general, the indicator variable for vocational_technical = [image: 0].
 
 We do not need three indicator variables because prog = general is captured when academic_preparatory = 0 and vocational_technical = 0.
  In general, we will need [image: k-1] indicator variables for a categorical variable with [image: k] categories. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Indicator Variable - Apply It 2

								

	
				 	Know what an indicator variable is
 	Find and describe an appropriate multiple linear regression model equation with categorical predictors
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
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		Interaction Terms - Learn It 1

								

	
				 	Know what an interaction term is and use a scatterplot to understand the interaction effects
 	Write appropriate multiple linear regression model equations for categorical predictors and interaction terms
 
  Students in an introductory statistics class at The University of Queensland participated in a simple experiment.[1] The students took their own pulse rates. They were then asked to flip a coin. If the coin came up heads, they were to run in place for one minute. Otherwise, they sat for one minute. Afterward, everyone took their pulse rates again. The pulse rates and other physiological and lifestyle data were recorded. There are a total of [image: 110] observations and [image: 11] variables.
 Variables in the data set The variables are:
 	Variable 	Description 
 	ID 	Identification number 
 	Height 	Height in centimeters (cm) 
 	Weight 	Weight in kilograms (kg) 
 	Age 	Age in years 
 	Sex 	Male/female 
 	Smokes 	Are you a regular smoker? (yes/no) 
 	Alcohol 	Are you a regular drinker? (yes/no) 
 	Exercise 	What is your frequency of exercise? (low, moderate, high) 
 	GroupAssignment 	Whether the student ran or sat between the first and second pulse measurements 
 	Pulse1 	First pulse measurement (rate per minute) 
 	Pulse2 	Second pulse measurement (rate per minute) 
 	Year 	Year of class (1993–1998) 
  
 
 Research Question: How does Pulse1 depend on the weight of the student and their frequency of exercise?
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Wilson, R. J. (n.d.). Pulse rates before and after exercise. StatSci.org. http://www.statsci.org/data/oz/ms212.html ↵
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		Interaction Terms - Learn It 2

								

	
				 	Know what an interaction term is and use a scatterplot to understand the interaction effects
 	Write appropriate multiple linear regression model equations for categorical predictors and interaction terms
 
  Upload the data set “Pulse Rate” into the statistical tool below. https://lumen-learning.shinyapps.io/multivariaterelationship/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	

			
			


		
	
		
			
	
		437

		Interaction Terms - Learn It 3

								

	
				 	Know what an interaction term is and use a scatterplot to understand the interaction effects
 	Write appropriate multiple linear regression model equations for categorical predictors and interaction terms
 
  interaction term
 An interaction occurs when an explanatory variable has a different effect on the response variable, depending on the values of another explanatory variable.
 An interaction term is a variable that represents an interaction between two variables.
  A scatterplot and its regression lines can reveal the presence or absence of interactions among explanatory variables.  To understand potential interaction effects, compare the regression lines from the interaction plot: 	If the regression lines are parallel, there is no interaction.
 	If the regression lines are not parallel, there is an interaction.
 
 Step 1: Upload the data set “Pulse Rate” into the statistical tool below
 Step 2: Select “Weight” as the X-Variable, “Pulse1” as the Y-Variable, and “Exercise” as the Grouping Variable
 Step 3: Click the Regression Line box https://lumen-learning.shinyapps.io/multivariaterelationship/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Interaction Terms - Apply It 1

								

	
				 	Know what an interaction term is and use a scatterplot to understand the interaction effects
 	Write appropriate multiple linear regression model equations for categorical predictors and interaction terms
 
  Interaction Effects on Equations
 A linear regression model with two or more explanatory variables is called a multiple linear regression model. Since there is more than one explanatory variable, the model is no longer a line. In fact, we can include [image: p] explanatory variables in our model. The equation for the estimated model that uses [image: p] variables is [image: \hat{y} = a + b_1 \cdot x_1 + b_2 \cdot x_2 + ... + b_p \cdot x_p]
 where [image: b_1, b_2, ... ,b_p] are the regression coefficients for explanatory variables [image: x_1, x_2, ... ,x_p], respectively. In multiple linear regression, [image: b_1, b_2, ... , b_p] are called partial slopes.
  An interaction occurs when an explanatory variable has a different effect on the response variable, depending on the values of another explanatory variable.
 Let’s assume that there are 2 explanatory variables in the model. The full equation would be:
 [image: \hat{y} = a + b_1 \cdot x_1 + b_2 \cdot x_2]
 And here is the same regression equation with an interaction:
 [image: \hat{y} = a + b_1 \cdot x_1 + b_2 \cdot x_2 + b_{12} \cdot x_1x_2]
 where [image: b_3] is the regression coefficient and [image: x_1x_2] is a two-way interaction.
 Note: We are not going into details on how to calculate the regression equation, instead, we focused on the interpretation of the equation.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Interaction Terms - Apply It 2

								

	
				 	Know what an interaction term is and use a scatterplot to understand the interaction effects
 	Write appropriate multiple linear regression model equations for categorical predictors and interaction terms
 
  Step 1: Upload the data set “Pulse Rate” into the statistical tool below
 Step 2: Select “Weight” as the X-Variable, “Pulse1” as the Y-Variable, and “Exercise” as the Grouping Variable
 Step 3: Click the Select Linear Regression Equation(s) box to obtained the 3 separate equations for each level of exercise. https://lumen-learning.shinyapps.io/multivariaterelationship/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In general, what does it mean for two explanatory variables “to interact”?
 Two explanatory variables interact if the effect on the response variable of one explanatory variable depends on the value of the other variable.
 This means that we can no longer interpret the slope as the change in the value of the response variable for each unit increase in the explanatory variable, while the other explanatory variables are held constant.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 17: Background You'll Need 1

								

	
				 	Understand the difference between sampling with and without replacement
 
  Sampling With and Without Replacement
 The usual way to select a random sample from a population is using sampling without replacement. This means that once an individual from the population is selected for the sample and data are recorded for that individual, they are not considered again when making additional selections from the population for that sample. In sampling without replacement, no individual is included in the sample more than once.  Sampling with replacement is different in that after an individual is selected for the sample and data are recorded for that individual, they are “replaced” (put back into the population) before the next selection is made. This means that it is possible that the same individual might be selected again, and their data would then be included more than once in the sample. Francisco lives in a college dorm that encourages students to engage in community service. Francisco plans to take a sample of [image: 20] students from the [image: 200] students living in his dorm to learn about the average number of hours per month spent doing community service. Here is how he plans to select his sample:
 	Obtain a list of the [image: 200] students who live in the dorm.
 	Number the students on the list from [image: 1] to [image: 200].
 	Use a random number generator to obtain [image: 20] random numbers between [image: 1] and [image: 200]. If any numbers are repeated in the list of [image: 20] random numbers, he will ignore the repeats and generate additional random numbers until he has [image: 20] numbers that are all different.
 	Create a list of [image: 20] students by using the random numbers to identify which students on his numbered list of [image: 200] students will be included in the sample.
 	Contact each of the students selected for the sample and record the number of hours per month that they report spending doing community service.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
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		Module 17: Background You'll Need 2

								

	
				 	Calculate confidence intervals for a population mean using the [image: t] Distribution
 
  The [image: t] Confidence Interval for a Population Mean
 The conditions for the one-sample [image: t] confidence interval are: 	The sample is a random sample from the population of interest.
 	The sample size is at least [image: 30] or the population distribution is approximately normal.
 
  Step 1: Choose the “Cell Phone Reaction Times” data set from the dropdown menu.
 The data set consists of differences in reaction times (in milliseconds) recorded for a sample of people both when they were using cell phones and when they were not using cell phones.
 Step 2: For “Type of Inference,” select “Confidence Interval” and set the confidence level to 95%.
 Make sure that “Interval” is selected where it asks “Interval, Lower or Upper Bound?” https://lumen-learning.shinyapps.io/inference_mean/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 17: Background You'll Need 3

								

	
				 	Understand the difference between mean and median
 
  Two Measures of Center—The Mean and the Median
 	The mean of a data set is also commonly known as the average of a data set.
 	The median of the data set is the value “in the middle” after all of the values have been arranged in ascending order.
 
  Every year, bullfrogs compete in a jumping contest at the Calaveras County Jumping Frog Jubilee (a contest inspired by a short story by Mark Twain). One year, researchers recorded the jump distances of frogs entered in the contest.[1]
 The following are the jump distances (in meters) for a sample of [image: 15] bullfrogs.
 	0.1 	0.4 	0.6 	0.8 	1.3 	1.5 	1.6 	1.7 
 	1.8 	1.8 	1.9 	1.9 	1.9 	2.0 	2.2 	  
  
 
 The jump distances have been arranged in order from the shortest distance to the longest distance.
 https://lumen-learning.shinyapps.io/eda_quantitative/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Astley, H. C., Abbott, E. M., Azizi, E., Marsh, R. L., & Roberts, T. J. (2013). Chasing maximal performance: A cautionary tale from the celebrated jumping frogs of Calaveras County. The Journal of Experimental Biology, 216(21), 3947–3953. ↵
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		Module 17: Background You'll Need 4

								

	
				 	Know how confidence intervals for a difference in means are interpreted
 
  Interpreting Confidence Intervals for a Difference in Means
 Recall that a confidence interval for a difference in population means is interpreted as an interval of plausible values for the difference in means.
 Suppose that each student in a random sample of [image: 50] first-year students at a college and each student in a random sample of [image: 50] second-year students from the college are asked how many hours of sleep they get on a typical weekday night. The data from these two samples are used to construct a confidence interval for the difference [image: \mu_F - \mu_S], where [image: \mu_F] is the mean number of sleep hours for first-year students and [image: \mu_S] is the mean number of sleep hours for second-year students. Because the samples are random samples and the sample sizes are both greater than [image: 30], it would be appropriate to use a two-sample [image: t] confidence interval. If the [image: 95\%] confidence interval was [image: (0.4, 1.0)], we would note the following:
 	Plausible values for are between [image: 0.4] and [image: 1.0].
 	All of the plausible values are positive, which corresponds to [image: \mu_F] being greater than [image: \mu_S].
 	We are [image: 95\%] confident that the mean number of hours of sleep for first-year students is greater than the mean number of hours of sleep for second-year students by somewhere between [image: 0.4] and [image: 1.0] hours.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
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		Module 17: Background You'll Need 5

								

	
				 	Discuss randomness
 
  Randomness
 Randomness is all around us. While randomness is sometimes viewed as an annoying attribute that complicates our lives, you can actually employ randomness to help solve problems. Though randomness may seem unpredictable, we can often quantify our uncertainty in a particular outcome using probability.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Module 17: Background You'll Need 6

								

	
				 	Compare proportions using tables and segmented bar graphs
 
  Comparing Proportions
 A Swedish longitudinal study investigated the use of herbal medicine products and food supplements among the elderly. In this study, researchers asked participants aged 60–96 years whether they use at least one herbal medicine product and if they use at least one food supplement. Data on gender and whether they use at least one food supplement for 1,380 study participants are summarized in the table below.[1]
 Note: In this study, participants only identified themselves as male or female.
 	Take food supplement? 	Male 	Female 	Total 
 	Yes 	52 	132 	184 
 	No 	524 	672 	1,196 
 	Total 	576 	804 	1,380 
  
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online. 
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Stjernberg, L., Berglund, J., & Halling, A. (2006). Age and gender effect on the use of herbal medicine products and food supplements among the elderly. Scandinavian Journal of Primary Health Care, 24(1), 50–55. https://www.tandfonline.com/doi/full/10.1080/02813130500475522 ↵
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		Bootstrap Distribution and Confidence Interval for a Population Mean - Learn It 1

								

	
				 	Create a bootstrap distribution for a sample mean
 	Find and describe a bootstrap percentile confidence interval for a population mean
 
  bootstrapping
 In statistics, bootstrapping is a procedure done by resampling a single data set to create a multitude of simulated samples.
  Fuel Efficiency
 For a gas-powered car, the usual way of measuring fuel efficiency is to report miles per gallon, which is abbreviated as “mpg.” This is how far the car can travel on a single gallon of gas. So, the greater the reported mpg value, the more efficient the car is and the less costly it is to operate.
 But electric vehicles don’t use gas, so how is the fuel efficiency measured for electric cars? One measure that is used by the Environmental Protection Agency (EPA) is the kilowatt hours per [image: 100] miles rating, which is abbreviated as “kWh/[image: 100] miles.” The kWh/[image: 100] miles rating is the amount of electricity that is required to travel [image: 100] miles.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Bootstrap Distribution and Confidence Interval for a Population Mean - Learn It 2

								

	
				 	Create a bootstrap distribution for a sample mean
 	Find and describe a bootstrap percentile confidence interval for a population mean
 
  Bootstrap Sample
 Let’s learn a new way to construct confidence intervals that involves resampling from the data in a sample from a population. This involves selecting bootstrap samples.
 bootstrap sample
 A bootstrap sample is a sample that is selected from the values in the original sample.
 The bootstrap sample is selected with replacement, and the sample size is the same as the sample size of the original sample.
  Let’s practice selecting a bootstrap sample from the sample of the [image: 10] electric car kWh/[image: 100] miles ratings.
 To create a bootstrap sample from the original sample, we want to select a new sample of size [image: 10] by sampling with replacement from the original sample. Notice that the observations in the original sample are numbered from [image: 1] to [image: 10]. To select the bootstrap sample, we can generate [image: 10] random numbers between [image: 1] and [image: 10] to identify which values are included in the bootstrap sample. Because we are sampling with replacement, we should expect that some of the random numbers generated may be repeated.
 Step 1: Enter “1” in the “Choose Minimum” box and “10” in the “Choose Maximum” box.
 Step 2: Enter “10” in the “How many numbers do you want to generate?” box.
 Step 3: Select “Yes” for “Sample with Replacement?”
 Step 4: Click on the “Generate” button, and the app will display the 10 numbers generated in the box labeled “Current Simulation.” https://lumen-learning.shinyapps.io/randomnumbers/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Bootstrap Distribution and Confidence Interval for a Population Mean - Learn It 3

								

	
				 	Create a bootstrap distribution for a sample mean
 	Find and describe a bootstrap percentile confidence interval for a population mean
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Fortunately, even though the conditions for a one-sample [image: t] confidence interval are not met, there is another method that can be used to get a confidence interval for the population mean. This new type of interval is called a bootstrap confidence interval.
 Bootstrap Distributions
 The [image: t] confidence interval is constructed by creating an interval around the observed sample mean by adding and subtracting a number to get the endpoints of the confidence interval. The number that is added and subtracted depends on certain conditions being met and is based on the standard deviation of the sample mean and the [image: t] Distribution. Bootstrapping is a way to figure out what number should be added to the sample mean and what number should be subtracted from the sample mean if we can’t rely on the [image: t] Distribution.
 What we do is sample from a hypothetical population that we think will be very similar to the population which our sample is from. Seeing what happens when we sample from this hypothetical population gives us the information that we need to determine the endpoints of a reasonable confidence interval.
 If we assume that our sample is representative of the population, the hypothetical population that we would be thinking of would be one that has the same values as our sample, but that is much larger than the sample. For example, if one of the observations in our sample was [image: 30], we would think that there were probably many individuals in the population that had a value of [image: 30]. This is why, when we create a bootstrap sample, we sample with replacement. This is equivalent to sampling from the larger hypothetical population that we think is similar to the population we are actually interested in.
 bootstrap distribution for a sample mean
 The bootstrap distribution for a sample mean is formed by looking at sample means from a large number of different bootstrap samples.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Bootstrap Distribution and Confidence Interval for a Population Mean - Learn It 4

								

	
				 	Create a bootstrap distribution for a sample mean
 	Find and describe a bootstrap percentile confidence interval for a population mean
 
  To create a bootstrap distribution, we want to take a large number of bootstrap samples. So, we turn to technology. A statistics software package was used to create the following histogram of the bootstrap distribution based on [image: 1,000] bootstrap samples:
 [image: Example bootstrap distribution of 1000 samples, with a mean of 34.]
 The bootstrap distribution is used to obtain a confidence interval for the population mean. Notice that the bootstrap distribution is centered at [image: 34], which was the sample mean of the original sample.
 For a [image: 95\%] confidence level, using the boundaries that capture the middle [image: 95\%] of the bootstrap distribution to determine the endpoints of the confidence interval is equivalent to adding a number to the original sample mean and subtracting a number from the original sample mean. For a bootstrap confidence interval, the number that is added and the number that is subtracted are not the same because the bootstrap distribution is not symmetric. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
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		Bootstrap Distribution and Confidence Interval for a Population Mean - Apply It 1

								

	
				 	Create a bootstrap distribution for a sample mean
 	Find and describe a bootstrap percentile confidence interval for a population mean
 
  Recall that we are working with a sample of kWh/100 miles ratings for [image: 10] electric cars that were randomly selected from the population of all the 2021 models of electric cars sold in the United States, as reported by the EPA. The sample data are shown in the following table.
 	Observation 	Car model 	kWh/100 miles 
  	1 	Porsche Taycan 4S Cross Turismo 	45 
 	2 	Volkswagen ID.4 Pro S 	35 
 	3 	Hyundai Kona Electric 	27 
 	4 	Ford Mustang Mach-E RWD 	34 
 	5 	Tesla Model S Performance 	35 
 	6 	Tesla Model X Performance 	35 
 	7 	Nissan Leaf SV/SL 	32 
 	8 	Tesla Model S Plaid 	33 
 	9 	Volkswagen ID.4 Pro 	34 
 	10 	BMW i3s 	<span id="MathJax-Element-37-Frame" class="mjx-chtml MathJax_CHTML" style="display: inline-block; line-height: 0; text-indent: 0px; text-align: left; text-transform: none; font-style: normal; font-weight: normal; font-size: 18.15px; letter-spacing: normal; overflow-wrap: normal; word-spacing: normal; white-space: nowrap; float: none; direction: ltr; max-width: none; max-height: none; min-width: 0px; min-height: 0px; border: 0px; margin: 0px; padding: 1px 0px; position: relative;" tabindex="0" role="presentation" data-mathml=" [image: 30] 
 ” data-asciimath=”30″>30
 
  
 To calculate a bootstrap confidence interval, let’s use the statistical tool: https://istats.shinyapps.io/Boot1samp/.  Step 1: For the “Enter Data” option, choose “Your Own.”
 Step 2: Type the values from the sample into the “Enter Observations” box. Separate the data values by spaces or commas.
 Step 3: Recall the values for the sample are: 45, 35, 27, 34, 35, 35, 32, 33, 34, and 30.
 Step 4: For the “Statistic of Interest” option, select “Mean.”
 Step 5: On the left-hand side of the display, under “Select how many bootstrap samples you want to generate,” click on “1,000.” Then, click on “Draw Bootstrap Sample(s).”
 Step 6: You should see the bootstrap distribution in the lower part of the right-hand side of the display.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.  
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		Bootstrap Confidence Interval - Learn it 1

								

	
				 	Find a bootstrap confidence interval for a population parameter and difference in population parameters
 	Describe what a bootstrap confidence interval means and use it make inference regarding the population
 
  Bootstrap Confidence Interval for a Population Parameter
 Previously, a bootstrap confidence interval for a population mean was constructed by using percentiles from a bootstrap distribution formed by calculating the value of the sample mean for a large number of bootstrap samples. But, what if we wanted to get a confidence interval for a different population parameter?
 For example, maybe a population distribution is quite skewed, so the median might be a better choice for describing the center of the distribution. Could we use sample data to calculate a confidence interval for the population median? There is no [image: t] confidence interval or [image: z] confidence interval for a population median.
 In the previous in-class activity, we were able to use sample data to construct a bootstrap confidence interval for a population mean by carrying out the following steps:
 	Create a bootstrap sample by selecting a sample with replacement from the original sample.
 	Calculate the sample mean for the bootstrap sample.
 	Repeat Steps [image: 1] and [image: 2] a large number of times.
 	Create a bootstrap distribution of the bootstrap sample means and then determine the end points of the confidence interval by using appropriate percentiles of the bootstrap distribution.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Bootstrap Confidence Interval - Learn it 2

								

	
				 	Find a bootstrap confidence interval for a population parameter and difference in population parameters
 	Describe what a bootstrap confidence interval means and use it make inference regarding the population
 
  Jumping Frog Jubilee
 Every year, bullfrogs compete in a jumping contest at the Calaveras County Jumping Frog Jubilee (a contest inspired by a short story by Mark Twain). One year, researchers recorded the jump distances of frogs entered in the contest.[1]
 The following are the jump distances (in meters) for a sample of [image: 15] bullfrogs.
 	0.1 	0.4 	0.6 	0.8 	1.3 	1.5 	1.6 	1.7 
 	1.8 	1.8 	1.9 	1.9 	1.9 	2.0 	2.2 	  
  
 A dotplot of the sample jump distances is shown here.
 [image: A dotplot of the data listed above.]
 If we were interested in estimating the population mean jump distance (the mean jump distance for all frogs entered in the competition), it would not be appropriate to use a one-sample t confidence interval because the sample size is not greater than [image: 30] and, because the data distribution is skewed, it is not reasonable to think that the population jump distance distribution is approximately normal.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Bootstrap confidence intervals can be constructed for population parameters other than the population mean. Bootstrap confidence intervals provide an alternative to traditional intervals based on [image: z] or [image: t] distributions that can be used in situations where conditions necessary for the traditional methods are not met.  To calculate a bootstrap confidence interval, let’s use the statistical tool: https://istats.shinyapps.io/Boot1samp/.
 
 Step 1: For the “Enter Data” option, choose “Your Own.”
 Step 2: For “Name of Variable,” type “Jump Distance.”
 Step 3: Type the values from the sample or copy and paste them into the “Enter Observations” box. Separate the data values by spaces or commas. The values for the sample are: 0.1, 0.4, 0.6, 1.2, 0.8, 1.5, 1.6, 1.7, 1.8, 1.8, 1.9, 1.9, 1.9, 2.0, and 2.2.
 Step 4: For the “Statistic of Interest” option, select “Median.”
 Step 5: Click on “1,000” for “Select how many bootstrap samples you want to generate,” and then click on “Draw Bootstrap Sample(s).”
 Step 6: To get the confidence interval, at the very top of the display, click on the Get Confidence Interval tab. Check to make sure that the confidence level is set to [image: 95\%]. The corresponding bootstrap confidence interval is on the right-hand side of the display. An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Astley, H. C., Abbott, E. M., Azizi, E., Marsh, R. L., & Roberts, T. J. (2013). Chasing maximal performance: A cautionary tale from the celebrated jumping frogs of Calaveras County. The Journal of Experimental Biology, 216(21), 3947–3953. ↵
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		Bootstrap Confidence Interval - Apply It 1

								

	
				 	Find a bootstrap confidence interval for a population parameter and difference in population parameters
 	Describe what a bootstrap confidence interval means and use it make inference regarding the population
 
  Do dogs prefer petting or verbal praise?
 Researchers at the University of Florida collected data to try to answer this question.[1] They measured the amount of time a dog spent interacting with its owner during a five-minute period while the owner was offering petting for a sample of seven adult dogs. They also measured the amount of time a dog spent interacting with its owner during a five-minute period while the owner was offering verbal praise for a sample of seven adult dogs.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  If a two-sample [image: t] confidence interval is not appropriate, what can we do instead? It probably won’t surprise you that we could use a bootstrap confidence interval!
 When we have two samples and want to estimate a difference in population means, we focus on the difference in the two sample means. If we had chosen different samples of the same size, we would have seen different sample means and a different value for the difference in sample means. What differences in the sample means could have arisen?
 Bootstrapping constructs more possible differences in sample means by generating a bootstrap sample from each of the original samples and calculating the difference in the bootstrap sample means. If this process is repeated a large number of times to form a bootstrap distribution, we can use that distribution to construct a [image: 95\%] bootstrap percentile confidence interval by identifying the [image: 2.5\%] and the [image: 97.5\%] percentiles from the bootstrap sampling distribution.
 
	Feuerbacher, E. N. & Wynne, C. D. (2015). Shut up and pet me! Domestic dogs (canis lupus familiaris) prefer petting to vocal praise in concurrent and single-alternative choice procedures. Behavioural Processes, 110, 47–59. ↵
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		Bootstrap Confidence Interval - Apply It 2

								

	
				 	Find a bootstrap confidence interval for a population parameter and difference in population parameters
 	Describe what a bootstrap confidence interval means and use it make inference regarding the population
 
  Bootstrap Confidence Interval for Difference in Population Parameters
 Step 1: Go to the statistical software: https://istats.shinyapps.io/Boot2samp/
 Step 2: For the “Enter Data” option, select “From Textbook.”
 Step 3: For “Dataset,” select “Petting vs. Vocal Praise.”
 Step 4: For the “Statistic of Interest” option, select “Difference Between Means.” An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Now you are ready to create the bootstrap distribution for the difference in sample means.
 Step 5: Under the left-hand side of the screen, prompt “Select how many bootstrap samples you want to generate,” click “1,000.”
 Step 6: Under “Options,” check the box labeled “Summary Statistics of Bootstrap Distb.”
 Step 7: Press the button that says “Draw Bootstrap Sample(s).” The app will sample the petting data with replacement and separately sample the original vocal praise data with replacement, and then calculate each group’s mean and the difference in the means.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Population Proportion - Learn it 1

								

	
				 	Complete a simulation-based hypothesis test involving a single proportion
 
  True or False?
 After taking several exams in a math course, a student (she/her/hers) suspects that the majority (more than half) of true/false questions on exams have a correct answer of “false.” To investigate this hypothesis, she takes a sample of [image: 16] true/false questions from previous exams and determines whether the correct answer for each question is “false.”
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Population Proportion – Learn it 2

								

	
				 	Complete a simulation-based hypothesis test involving a single proportion
 
  Simulation-Based Hypothesis Test
 Step 1 of any hypothesis test is to write out the null and alternative hypotheses.
 The null hypothesis, [image: H_{0}], is what we assume to be true to begin with. It is often a statement of no change from the previous value or from what is expected. 	The null hypothesis, [image: H_{0}], is always given in the form: [image: p = \text{null value}].
 
 The alternative hypothesis, [image: H_{A}], is what we consider to be plausible if the null hypothesis is false. Often, it is a change from the null hypothesis that we would like to test the accuracy of.
 	The alternative hypothesis, [image: H_{A}], is always given as an inequality: [image: p > \text{null value}, p < \text{null value}], or [image: p \neq \text{null value}].
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  In order to conduct a hypothesis test, we have to check the assumptions/conditions for the hypothesis test (Step 2). However, in a simulation-based hypothesis testing, it allows us to conduct the hypothesis test with very few assumptions and have an intuitive result that can be easily interpreted.
 Because we are using a simulation, we also no longer need to calculate the test statistics and use our simulated data set to calculate the proportion of the simulated distribution above a certain value as the estimated P-value. We can then use the P-value to determine the strength of evidence the data provide against the null hypothesis.
 Let’s use a coin to simulate sampling [image: 16] questions and counting the number of those questions with “false” as the correct answer in the statistical tool below.
 Step 1: Set the Population Proportion to [image: 0.5]. This represents the probability that a coin lands on “heads.”
 Step 2: Set the Sample Size to [image: 16]. This is the number of times we would like to flip the coin.
 Step 3: Under “Select how many samples you want to simulate drawing from the population,” select “[image: 1]” or “[image: 1000]” accordingly and click “Draw Sample(s).”
 Step 4: Select “Show Distribution of Successes.” The “Sampling Distribution of Number of Successes” shown at the bottom of the page displays how the number of true/false questions with “false” as the correct answer varies across the simulated trials of selecting [image: 16] questions.
 Step 5: Use the “Find Probability for Samp. Dist.” option in the tool to count the proportion of simulated samples to find the P-value. https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Population Proportion – Apply It 1

								

	
				 	Complete a simulation-based hypothesis test involving a single proportion
 
  Can You Read Martian?
 [image: Picture of Mars]
 How well can humans distinguish one Martian letter from another? Here are the picture of the two Martian letters, Kiki (pronounced as “Kee-Kee”) and Bumba (pronounced as “Boom-ba”).
 [image: Appropriate alternative text can be found in the description above.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Population Proportion – Apply It 2

								

	
				 	Complete a simulation-based hypothesis test involving a single proportion
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  To determine if these data provide evidence that the class can read Martian, we will simulate what would happen in the class if we can’t read Martian, repeat the simulation many times to understand what results would be surprising if students were just guessing, and then compare the class’s observed data to the simulation. This gives us an estimate of how often (or the probability of) the class’s result would occur just by chance if students were all just guessing. If our observed data were unlikely to occur, the assumption of “randomly guessing” is not plausible, and we would interpret that as evidence that students were not just guessing.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Population Proportion – Apply It 3

								

	
				 	Complete a simulation-based hypothesis test involving a single proportion
 
  The inspiration for this topic is a TED talk given by Vilayanur Ramachandran in 2007. In this talk, he explains how sound and vision are linked in the human mind, a concept called “synesthesia.” Since humans tend to associate sharp sounds with sharp-looking objects and soft sounds with rounded objects, most of the students will associate the Bumba name with the rounded letter and Kiki with the sharp-edged letter. Obviously, we can’t read “Martian” and these letters are made up, so we want to test the theory of why we might be more likely to associate Bumba with the rounded letter.
 Let’s conduct the hypothesis testing by simulating [image: 1,000] guesses/trials using our statistical software!
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/sampdist_prop
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Difference in Proportions - Learn It 1

								

	
				 	Complete a randomization test involving a difference in proportions
 
  Randomization Test and Permutation Test
 In this section, let’s revisit hypothesis testing for a difference in proportions, but rather than calculating a P-value using a traditional two-sample hypothesis test, we will use a tool to simulate a null distribution of sample differences in proportions. Then, we can compare the observed difference in proportions to this distribution to obtain an approximate P-value. This procedure is called a randomization test.
 randomization test
 Randomization procedures use resampling techniques to construct a sampling distribution that can be used to make inferences about the population.
 Randomization is constructed given that the null hypothesis is true, and its distribution will be centered on the null hypothesis value.
  Technically, this test procedure is only called a randomization test when the data arise from a randomized experiment, since the simulation mimics the random assignment in the study.
 When data arise from an observational study, the procedure is called a permutation test. Let’s look at an example!
 Peanut Allergy
 From 2005 to 2015, the proportion of children allergic to peanuts doubled in Western countries. However, the allergy is not very common in some other countries where peanut protein is an important part of people’s diets. The Learning Early about Peanut Allergy (LEAP) randomized trial, reported by Du Toit and others in The New England Journal of Medicine in February 2015, identified over 500 children ages four to 10 months who showed some sensitivity to peanut protein.[1] They randomly assigned them to two groups:
 	Peanut avoiders: Parents were told not to give their kids any foods that contained peanuts
 	Peanut eaters: Parents were given snacks containing peanut protein and were told to feed them to their children several times per week (target dose was at least six grams of peanut protein per week)
 
 The researchers tracked the children for five years and then recorded whether the children had developed peanut allergies by age five. They hoped to show that feeding children peanut protein at an early age helps prevent peanut allergies.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Du Toit, G., Roberts, G., Sayre, P. H., Bahnson, H. T., Radulovic, S., Santos, A. F., Brough, H. A., Phippard, D., Basting, M., Feeney, M., Turcanu, V., Sever, M. L., Lorenzo, M. G., Plaut, M., & Lack, G. (2015, February 26). Randomized trial of peanut consumption in infants at risk for peanut allergy. The New England Journal of Medicine, 372(9), 803–813. https://www.nejm.org/doi/full/10.1056/NEJMoa1414850 ↵
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		Simulation-Based Hypothesis Test for a Difference in Proportions - Learn It 2

								

	
				 	Complete a randomization test involving a difference in proportions
 
  We use a contingency table, sometimes called a two-way table, to organize data on two categorical variables at the same time.
 A contingency table provides a way of portraying data that can facilitate calculating proportions or probabilities.  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Difference in Proportions - Learn It 3

								

	
				 	Complete a randomization test involving a difference in proportions
 
  Simulation-based Hypothesis Tests
 All simulation-based hypothesis tests follow the same general steps:
 	Set up the null and alternative hypotheses based on the research question.
 	Simulate a large number of samples (usually [image: 1,000] or more) under the assumption of the null hypothesis, calculating a sample statistic for each simulated sample.
 	Plot the simulated sample statistics with a histogram and compare the original observed statistic to the plot.
 	The proportion of simulated statistics as or more extreme than observed is the estimated P-value.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s simulate a large number of samples under the assumption of the null hypothesis using the statistical tool below.
 Step 1: Under “Data Entry & Descriptive Statistics:” 		Select “Contingency Table” under “Enter Data.”
 	Type “Peanut” for the row variable, with “Avoiders” and “Eaters” for the category labels.
 	Type “Conditions” for the column variable, with “Allergic” and “Not allergic” as the category labels.
 	Enter the table below:
 
 
 
 	  	Allergic 	Not allergic 
 	Peanut avoiders 	35 	220 
 	Peanut eaters 	5 	240 
  
 Step 2: Now select “Permutation Distribution” in the top right. You should see the contingency table you entered as the “Observed Contingency Table.” Check “Conditions” under “Permutate Labels of” and then generate a [image: 1000] permutation of the data.
 Step 3: The plot of the simulated differences in proportion can be found at the bottom of the “Permutation Distribution” tab. This plot is called a simulated null distribution of differences in sample proportions.
 Optional: You may use the “Change binwidth of histogram” and adjust the sliders to create a more detailed histogram by selecting a smaller binwidth.
  https://lumen-learning.shinyapps.io/association_categorical/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Simulation-Based Hypothesis Test for a Difference in Proportions - Apply It 1

								

	
				 	Complete a randomization test involving a difference in proportions
 
  Using Confidence Interval for Hypothesis Testing
 The primary purpose of a confidence interval is to estimate some unknown parameter; for this section, it is the difference in population proportions.
 Recall that we can also use confidence intervals to support decisions in hypothesis testing, especially when the test is two-tailed.
 	Bootstrap resampling is typically used to estimate confidence intervals.
 	The randomization resampling is typically used to test a hypothesis.
 
  Let’s revisit our Peanut Allergy example!
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Let’s simulate a large number of samples under the assumption of the null hypothesis using the statistical tool below. Because we are using a confidence interval to support our decision in the hypothesis testing, we will use bootstrap resampling to find our confidence interval.
 Step 1: Under “Data Entry & Descriptive Statistics:” 		Select “Contingency Table” under “Enter Data.”
 	Type “Peanut” for the row variable, with “Avoiders” and “Eaters” for the category labels.
 	Type “Conditions” for the column variable, with “Allergic” and “Not allergic” as the category labels.
 	Enter the table below:
 
 
 
 	  	Allergic 	Not allergic 
 	Peanut avoiders 	35 	220 
 	Peanut eaters 	5 	240 
  
 Step 2: Now select “Bootstrap Distribution” at the top. You should see the contingency table you entered as the “Observed Contingency Table.” Generate a [image: 1000] bootstrap samples of the data.
 Step 3: Click on the “Find bootstrap percentile confidence interval” and adjust the confidence interval accordingly. The confidence interval will be displayed next to the sliders.
  https://lumen-learning.shinyapps.io/association_categorical/
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Notice that we achieved the same conclusion using the randomization and bootstrapping resampling method.
 The confidence interval (through bootstrapping) gives us all of the plausible values of the statistics based on the resampling of the data. Therefore, it provides information about statistical significance, as well as the direction and strength of the effect. This allows us to make a decision regarding a hypothesis test.
 Hypothesis testing using P-value (through randomization test), on the other hand, is a yes or no decision. Therefore, P-values are more direct than confidence intervals. The statistical inference/conclusion based on the P-value is a little more simplistic (strong evidence or not).
 It should be clear that P-values and confidence intervals are not contradictory statistical concepts. This means that bootstrapping and randomization tests are not contradictory statistical resampling concepts either. They are complementary to one another.
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		Additional Concepts in Probability: Background You'll Need 1

								

	
				 	Identify possible outcomes of a chance experiment
 
  What is Probability?
 A chance experiment involves making an observation in a situation where there is uncertainty about which of two or more possible outcomes will result.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  This list of all possible outcomes of a chance experiment is called the sample space.
 In some situations, all of the possible outcomes of a chance experiment occur with the same probability. For example, when a fair six-sided die is rolled, the numbers 1, 2, 3, 4, 5, and 6 are all equally likely to occur (we say these are “equally likely outcomes”). When dealing with equally likely outcomes, it is sometimes helpful to list (or count) all of the possible outcomes.
 For a chance experiment, we are often interested in how likely a particular outcome (or collection of outcomes) is. An outcome or collection of outcomes for a chance experiment is called an event.
 probability
 The probability of an event is a numeric measure of how likely the event is to happen.
 Note the conventional notation [image: P(\text{event})] indicates the probability of an event.
 When the outcomes are equally likely, we can use the following formula to calculate the theoretical probability of event A:
 [image: \text{Probability of }A = P(A) = \dfrac{\text{number of outcomes in event } A}{\text{number of all possible outcomes}}]
  Notice that a probability can be determined by thinking of it as two counting problems followed by the computation of a related fraction.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Additional Concepts in Probability: Background You'll Need 2

								

	
				 	Calculate probabilities of “equally likely” outcomes
 
  Probability Values
 A probability is always a number from [image: 0] to [image: 1], inclusive (which means that [image: 0] and [image: 1] are included). Probability may be written as a percentage, from [image: 0\%] to [image: 100\%], inclusive. We can also express a probability as a fraction or a decimal.
 [image: \text{Probability of }A = P(A) = \dfrac{\text{number of outcomes in event } A}{\text{number of all possible outcomes}}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Sometimes we deal with situations that are more complicated than rolling a six-sided die or flipping a coin. However, the idea is the same—we think of the probability problem as two counting problems followed by the computation of a related fraction.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability with Venn Diagrams: Learn It 1

								

	
				 	Understand the concept of set theory and how it relates to probability
 	Create and interpret Venn diagrams to visually represent sets and their intersections
 	Understand how to use Venn diagrams to solve problems related to probability, including union, intersection, and complement of events
 
  Set
 set
 A set is collection of distinct objects, called elements of the set.

  
 The elements of a set can be either numbers or objects that have a particular characteristic in common. When defining a set, it is common to use a capital letter to define the set accompanied by the list of elements.
  
 For example, we can define the set [image: A = \{...\}] where the elements of the set are listed inside the curly bracket.
  A set can contain both a finite or infinite number of elements depending on how the set is defined. The set of real numbers, [image: R] is example of a set commonly used in math that has an infinite number of elements. In probability, we will typically focus on sets that have a finite number of elements.
 Write out the following set of elements for each of the following sets.
 
 (a) The set of letters in the word “MATH”. Show Answer [image: A = \{\text{M, A, T, H}\}]
 
 (b) The set of primary colors.
 
 Show Answer [image: A = \{red, blue, yellow\}]
 
 (c)The set of counting numbers from 1 to 10.
 Show Answer [image: A = \{1, 2, 3, 4, 5, 6, 7, 8, 9, 10\}]
 
 (d) The set of odd numbers from 1 to 6.
 Show Answer [image: A = \{1, 3, 5\}]
  One of the operations we can perform with a set is to determine the number of elements in the collection. For instance, the set [image: A = \{\text{red, blue, green}\}] contains three elements. With these concepts in mind, sets can be valuable when examined in the context of probability. 
 The sample space of a chance experiment is the collection of all possible outcomes for the experiment.
  When analyzing a chance experiment, both the sample space [image: S] and the event [image: A] consist of sets of outcomes. By understanding the number of elements of these sets, we can calculate the probability of event [image: A] by dividing the number of elements of the sets with the number of elements in the sample space.
 Theoretical probability is the probability that an event will happen based on pure mathematics, not by carrying out an experiment.
 Notation: [image: P(\text{event})] indicates “probability of an event”.
  probability
 When the outcomes of the sample space are equally likely, the probability of an event is the number of elements in the event divided by the number of elements in the sample space.
  
 [image: P(\text{event}) = \dfrac{\text{number of elements in event}}{\text{number of all possible elements}}]
   Suppose that carnival wheel is numbered 1 through 9. The wheel is spun at random and a prize is awarded when the number lands on an even number. Let [image: A =] “the number is even”.
 
 (a) Write out the sample space [image: S] using set notation. Show Answer [image: S = \{1, 2, 3, 4, 5, 6, 7, 8, 9\}]
 
 (b) Write out the event [image: A] using set notation.
 Show Answer [image: A = \{2, 4, 6, 8\}]
 
 (c) How many elements are in the set [image: S]?
 Show Answer [image: 9]
 
 (d) How many elements are in the set [image: A]?
 Show Answer [image: 4]
 (e) Using your results, what is the probability of the event [image: A]?
 Show Answer [image: P(A) = \dfrac{4}{9}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability with Venn Diagrams: Learn It 2

								

	
				 	Understand the concept of set theory and how it relates to probability
 	Create and interpret Venn diagrams to visually represent sets and their intersections
 	Understand how to use Venn diagrams to solve problems related to probability, including union, intersection, and complement of events
 
  Venn Diagrams
 To visualize the interaction of sets, John Venn in 1880 thought to use overlapping circles, building on a similar idea used by Leonhard Euler in the 18th century. These illustrations now called Venn Diagrams.
 A Venn diagram is a visual representation that illustrates the outcomes of a chance experiment. 
 Venn diagrams
 A Venn diagram represents each set by a circle/oval, usually drawn inside of a containing box representing the sample space. Overlapping areas indicate elements common to both sets.
  
 Basic Venn diagrams can illustrate the interaction of two or three sets.
    [image: A box with an S in the corner containing a blue circle with the letter A inside the circle.]
 To track the outcomes for a specific event, it is useful to indicate the number of outcomes (or proportions) that correspond to that event inside the Venn diagram.
 Consider the chance experiment where we roll a six-sided die. Let [image: A =] “the resulting roll is at least 5.”
 
 (a) How many possible outcomes are there in the sample space of [image: S]? Show Answer [image: 6]
 (b) How many outcomes correspond to the event of [image: A]?
 Show Answer 2
 
 (c) Draw the Venn diagram with the number of outcomes for each event in the sample space.
 Show Answer [image: The box, labeled S, contains a number 4 written in red. The blue circle labeled A inside the box contains a red number 2.]
  There are cases where we might have to consider chance experiments involving multiple events. In such situations, we need to use multiple circles to represent each event. In some special cases, events can overlap, and in these instances, we represent them as intersecting circles, with the counts inside each circle adjusted to account for the overlap.
 Suppose that a random number is chosen between 1 to 10. Consider the chance experiment where a number is chosen at random. Consider[image: S=\{1,2,3,4,5,6,7,8,9,10\}]
 Let [image: A =] “the number is even” and [image: B =] “the number is at least 8”.
 
 (a) How many possible outcomes are there in the sample space of [image: S]?
 Show Answer [image: 10]
 
 (b) How many outcomes correspond to the event of [image: A]?
 Show Answer [image: 5]
 
 (c) How many outcomes correspond to the event of [image: B]?
 Show Answer [image: 3]
 
 (d) Draw the Venn diagram with the number of outcomes for each event in the sample space.
 Show Answer [image: A box labeled S contains a red number 4. There is a Venn diagram in the box, with one side labeled A in blue and the other side labeled B in purple. The center of the Venn diagram is green. Inside circle A there is a red number 3, inside the green center there is a red number 2, and inside circle B there is a red number 1.]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Media Attributions
	LI18.2d 
	LI18.2a 
	LI18.2b 
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		Probability with Venn Diagrams: Learn It 3

								

	
				 	Understand the concept of set theory and how it relates to probability
 	Create and interpret Venn diagrams to visually represent sets and their intersections
 	Understand how to use Venn diagrams to solve problems related to probability, including union, intersection, and complement of events
 
  One of the advantages of Venn diagrams is their ability to visualize the probability of events. This is particularly helpful when we want to visualize the probability rules of AND, OR, and NOT.
 Let’s start with NOT.
 complement of an event
 The complement of event [image: A] is denoted [image: A'] (read “A prime”) or [image: A^c] (read “A complement”).
  
 The complement of an event [image: A] consist of all outcomes that are NOT in [image: A].
  
 More generally, for any event [image: A], we can think of the probability of complements as having the following relationship:
 [image: P]([image: A]) + [image: P](not [image: A]) = [image: 1]
 or
 [image: P]([image: A]) + [image: P]([image: A']) = [image: 1]
  Suppose the sample space is [image: S =] all whole numbers from [image: 1] to [image: 9].
 If [image: A = \{1,2,4\}], then [image: A' = \{3,5,6,7,8,9\}].
  Using the Venn diagram, we can represent the complement of the event [image: A] as the shaded region outside the circle representing the event. It’s important to note that these two regions together represent the entire sample space.
 [image: A rectangle labeled S with a circle labeled A inside it.]
 According to Census.gov, in 2022 only 37% of adults 25 years or older in the United States had at least a bachelor’s degree. (a) Suppose we had a sample of 100 adults, how would we create a Venn diagram representing the event B = “has a bachelor’s degree” and its complement using the numbers given?
 Show Answer [image: This Venn diagram is composed of a single circle inside a rectangle labeled "S". The circle is labeled "B" and contains the number "37". Outside of the circle, but still within the rectangle, there is a number "63".]
 (b) What is the probability that an adult 25 years or older in the United States does not have a bachelor’s degree? 
 
 Show Answer [image: P(B') = 1 - \frac{37}{100} = \frac{63}{100}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Media Attributions
	LI18.3 
	LI18.3b 
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		Probability with Venn Diagrams: Learn It 4

								

	
				 	Understand the concept of set theory and how it relates to probability
 	Create and interpret Venn diagrams to visually represent sets and their intersections
 	Understand how to use Venn diagrams to solve problems related to probability, including union, intersection, and complement of events
 
  intersection of events
 The intersection of two events, [image: A] and [image: B], is denoted by [image: A \cap B].
  
 [image: A] and [image: B] means that all elements in event [image: A] also belong in event [image: B] or equivalently, all elements of [image: B] is also in event [image: A].
  
 In terms of probability, [image: P(A \text{ and }B)= P(A \cap B)=] the relative frequency of event [image: A] and [image: B] with respect to the sample space.
   Consider the set [image: A = \{\text{red}, \text{blue}, \text{green}\}] and [image: B=\{\text{red},\text{yellow},\text{orange}\}].
 The event [image: A \cap B = \{\text{red}\}].
  Using Venn diagrams, we can imagine AND events as the region where two events overlap. This is represented by the colored region in the Venn diagram below where two circles representing events [image: A] and [image: B] intersect.
      [image: This Venn diagram depicts two overlapping circles within a rectangle labeled "S". The left circle is labeled "A", the right circle is labeled "B", and the overlapping area between the two circles is labeled "A and B".]
 A survey of [image: 220] random participants was conducted studying the behavior of adults age 18 – 25 years old.  According to the study, [image: 123] of them were attendance college and [image: 153] of them were working. Furthermore, [image: 56] of them were both attending college and working. (a) Create a Venn diagram using the information given where C = “the event the participant attends college” and W = “the event the participant is working”.
 Show Answer [image: In this Venn diagram, two overlapping circles are placed within a rectangle labeled "S". The left circle is labeled "C" with the number "67" in the non-overlapping section. The right circle is labeled "W" with the number "97" in the non-overlapping section. The overlapping area between the two circles is labeled "C and W" and contains the number "56".]
 
 (b) What is the probability that the participant is attending college and working?
 Show Answer [image: P(C \cap W) = \dfrac{56}{200} = \dfrac{7}{25}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  union of events
 The union of two events, [image: A] or [image: B], is denoted by [image: A \cup B].
  
 The union of two events consists of the set of all elements in the collection of both events. The outcomes in the event [image: A] or [image: B] are the outcomes that are in event [image: A], in event [image: B], or in both event [image: A] and event [image: B].
  
 In term of probability, [image: P(A \text{ or }B)= P(A \cup B)=] the relative frequency of either event [image: A] or [image: B] (or both) with respect to the sample space.
  Consider the set [image: A = \{\text{red}, \text{blue}, \text{green}\}] and [image: B=\{\text{red},\text{yellow},\text{orange}\}].
 The event [image: A \cup B = \{\text{red}, \text{blue}, \text{green}, \text{yellow}, \text{orange}\}].
  Once again, we can utilize the Venn diagram to represent this as two events [image: A] and [image: B] with both circles (and their intersection) being entirely shaded as shown below.
 [image: This Venn diagram contains two overlapping circles within a rectangle labeled "S". The left circle is labeled "A" and the right circle is labeled "B". The region inside all of the circles is shaded to represent the Union.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  mutually exclusive events
 Mutually exclusive describes two or more events that cannot happen simultaneously.
  
 If event [image: A] and event [image: B] are mutually exclusive, then [image: A \cap B] is an empty set and [image: P(A \cap B) = 0].
  
 Therefore,
 [image: P(A \text{ or } B) = P(A \cup B) = P(A)+P(B)]
  Using Venn diagrams, we can also visualize the concept of mutually exclusive or disjoint events as non-intersecting circles as shown below.
 [image: This diagram presents two non-overlapping circles within a rectangle labeled "S". The left circle is labeled "A", and the right circle is labeled "B".]
 When we find probability [image: P(A \text{ or } B)] for mutually exclusive events, we would consider the shaded region of both circles without any intersection.
  Media Attributions
	LI18.4a 
	LI18.4d 
	LI18.4b 
	LI18.4e 
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		Probability with Venn Diagrams: Learn It 5

								

	
				 	Understand the concept of set theory and how it relates to probability
 	Create and interpret Venn diagrams to visually represent sets and their intersections
 	Understand how to use Venn diagrams to solve problems related to probability, including union, intersection, and complement of events
 
  Venn diagrams can also be useful when trying to visualize conditional probability.
 Conditional probability is a way to calculate the likelihood of an event happening, considering that another event has already occurred. It’s like adjusting the probability based on additional information you have.
 The conditional probability of [image: A] given [image: B], denoted as [image: P(A\text{ given }B) = P(A|B)], represents the represents the probability of event [image: A] occurring given that event [image: B] has occurred. 
 The formula is given by:
 [image: P(A|B) = \dfrac{\text{Number of times both A and B occur}}{\text{Number of times B occurs}}]
 OR
 [image: P(A|B) = \dfrac{P(A \cap B)}{P(B)}]
 Where:
 	[image: P(A|B)] is the condition probability of event [image: A] occurring given event [image: B] has occurred.
 	[image: P(A\text{ and }B)=P(A \cap B)] is the probability of both events occurring
 	[image: P(B)] is the probability of event [image: B] occurring.
 
  Suppose in a study was conducted on pet ownership. Out of the [image: 50] participants, the study discovered that there were [image: 40\%] cat owners and [image: 60\%] were dog owners. Furthermore, [image: 10\%] of the participants were both cat and dog owners. 
 Let [image: C] be the event someone is a cat owner and [image: D] be the event someone is a dog owner.
 
 (a) Construct the Venn diagram for the given scenario with the counts for the different events.
 Show Answer [image: This Venn diagram showcases two overlapping circles within a rectangle labeled "S". The left circle is labeled "C" and contains the number "15" in the non-overlapping section. The right circle is labeled "D" and contains the number "25" in its non-overlapping section. The overlapping area between the two circles contains the number "5".]
 
 (b) How many people are cat owners?
 Show Answer [image: 20]
 (c) How many people are in this study are cat or dog owners?
 Show Answer [image: 15+5+25 = 45]
 (d) How many cat owners own a dog?
 Show Answer To find out how many cat owners also own a dog, we need to consider the overlapping portion of cat and dog owners, which corresponds to [image: 5] participants who own both.
  
 (e) Given that a person is cat owner, what is the probability they are also a dog owner?
 Show Answer This is a conditional probability problem! 
 [image: P(D \text{ given } C) = \dfrac{\text{Number of times both D and C occur}}{\text{Number of times C occur}} = \dfrac{\text{Number of cat owners who also own dogs}}{\text{Number of cat owners}}=\dfrac{5}{20}]
    An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Media Attributions
	LI18.5b 
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		Probability with Venn Diagrams: Apply It 1

								

	
				 	Applying Venn diagrams to real-world scenarios
 
  Social Media and News Consumption
 Social media has played a predominant role in how information is accessed in the last decade. Large social media sites like Facebook, Instagram, and TikTok have become major sources of both news and entertainment for many individuals. Some individuals have even made it their career by publishing content on these sites, covering topics such as sports, food, travel, and gaming. With the rise of social media, many news outlets have embraced these platforms to disseminate news and information.
 The rise of social media signifies a significant departure from the traditional modes of news consumption. In the past, the primary mediums for news were newspapers, radio, and television programs. Unlike social media sites, information was not always readily available. Newspapers were delivered only once a day, and radio and television programs were only broadcast at specific times. Even today, people continue to rely on these traditional means of receiving news. However, it was only with the advent of the internet that we began to witness more frequent updates on news, both locally and globally.
 A question that intrigues many researchers is the relationship between social media and contemporary news consumption. In fact, many individuals primarily obtain their news through social media posts. This can be concerning, given the influence of certain social media sites and the potential for the spread of misleading information within them. Therefore, it is important to determine what percentage of social media users actively seek out the news in order to better understand how people consume information.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability with Tree Diagrams: Learn It 1

								

	
				 	Learn how to construct and interpret a tree diagram to represent sequential events or decisions
 	Calculate conditional probabilities using tree diagrams, considering both dependent and independent events
 	Apply tree diagrams to solve problems involving probability of multiple events, such as probability of compound events and conditional probability
 
  Tree Diagrams
 A tree diagram is a visual tool used to show the possible outcomes of a series of events or decisions. It resembles an upside-down tree (or a sideways tree), where each branch represents a different choice or scenario, and the leaves of the tree represent the final outcomes or results. Tree diagrams are commonly used in probability theory to calculate the likelihood of different combinations of events happening. They provide a clear and organized way to understand and analyze various possibilities in a decision-making process or in random events.
 tree diagrams
 A tree diagram is a special type of graph used to determine the outcomes of an experiment.
 It consists of “branches” that are labeled with either frequencies or probabilities. 
  When creating a tree diagram, it is important to first consider the sample space of a chance experiment. Once you have correctly listed all the possible outcomes, the next step is to consider the probabilities for each of these outcomes.
 Once you have this information, you can begin constructing the tree diagram by labeling the outcomes at the ends of the “branches” with their corresponding probabilities along the “branch.” It is important to note that the sum of the probabilities should equal 1 (or 100%) since these represent all the possible outcomes of the chance experiment.
 Suppose that a box contains 20 different color LEGOs. Inside, there are 12 blue LEGOs and 8 red LEGOs. Consider the chance experiment where a random LEGO is drawn from the box. Let [image: A =] “draw a red LEGO” and [image: B =] “draw a blue LEGO” (a) What is the sample space [image: S] of the chance experiment?
 (b) What is the probability of event [image: A]?
 (c) What is the probability of event [image: B]?
 (d) What does the tree diagram look like for the given chance experiment?
 Show Answer 
 (a) [image: S =] {red, blue}
 (b) [image: P(A)=\frac{12}{20} = \frac{3}{5}]
 (c) [image: P(B)=\frac{8}{20}=\frac{2}{5}]
 (d) 
 [image: A tree diagram with branch A = 3/5 and branch B = 2/5.]
   In some cases, there might be a situation where the experiment might have more than two outcomes in the sample space or there are multiple stages to the experiment. The result would lead to a greater number of branches for the probability tree. 
 In an urn, there are [image: 11] balls. Three balls are red ([image: R]) and eight balls are blue ([image: B]).
 Experiment: Draw two balls, one at a time, with replacement.
 Note: “With replacement” means that you put the first ball back in the urn before you select the second ball. The tree diagram using frequencies that show all the possible outcomes follows.
 [image: This is a tree diagram with branches showing frequencies of each draw. The first branch shows two lines: 8B and 3R. The second branch has a set of two lines (8B and 3R) for each line of the first branch. Multiply along each line to find 64BB, 24BR, 24RB, and 9RR.]
 The first set of branches represents the first draw. The second set of branches represents the second draw. Each of the outcomes is distinct.
 In fact, we can list each red ball as [image: R1, R2, \text{ and } R3] and each blue ball as [image: B1, B2, B3, B4, B5, B6, B7, \text{ and }B8].
 	Show that there are 9 different outcomes when we draw a red and then a red. Note: this is the most right branch.
 
 Show Answer The nine [image: RR] outcomes can be written as:[image: R1R1, R1R2, R1R3, R2R1, R2R2, R2R3, R3R1, R3R2, R3R3]
 	List out the 24 [image: BR] outcomes.
 
 Show Answer [image: B1R1, B1R2, B1R3, B2R1, B2R2, B2R3, B3R1, B3R2, B3R3, B4R1, B4R2, B4R3, B5R1, B5R2, B5R3, B6R1, B6R2, B6R3, B7R1, B7R2, B7R3, B8R1, B8R2, B8R3]
 	How many outcomes are there in the sample space? 
 
 Show Answer There are a total of [image: 11] balls in the urn. Draw two balls, one at a time, with replacement. There are [image: 11*11 = 121] outcomes, the size of the sample space.
 Question: Why do we multiply the frequencies to find the total possible outcomes?
 Answer: To understand why we multiply, consider this: for each outcome at the first stage, there are a certain number of outcomes at the second stage. When you multiply these individual outcomes, you are essentially considering all possible combinations of events from each stage. Multiplying the frequencies helps find all the possible combinations of outcomes, providing a systematic way to calculate the total number of outcomes for a sequence of events.
 You may also obtain the size of the sample space by adding all of the possible outcomes from each branch: Total [image: = 64+24+24+9 = 121] outcomes.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Probability with Tree Diagrams: Learn It 2

								

	
				 	Learn how to construct and interpret a tree diagram to represent sequential events or decisions
 	Calculate conditional probabilities using tree diagrams, considering both dependent and independent events
 	Apply tree diagrams to solve problems involving probability of multiple events, such as probability of compound events and conditional probability
 
  Tree diagrams are particularly useful when investigating the probability of compound events. By creating a probability tree, we can visualize the sequence of events and determine the probability by multiplying the appropriate path along corresponding branches in the tree diagram. This method is beneficial when solving for two events that are either independent or dependent. 
 multiplication rule of probability
 Tree diagrams are often used to represent sequences of independent events. Independent events are events where the outcome of one event does not affect the outcome of the other events.
  
 If two events [image: A] and [image: B] are independent: 
  
 [image: P(A \text{ and }B) = P(A) \times P(B)]
  
 So, in a tree diagram, probabilities are multiplied along the branches to find the probability at the end of a branch due to the Multiplication Rule of Probability.
  
 When these probabilities are multiplied, they are essentially being combined to represent the likelihood of a specific sequence of events occurring.
  An urn has three red marbles and eight blue marbles in it. Draw two marbles, one at a time, this time without replacement, from the urn. Note: Without replacement means that you do not put the first ball back before you select the second marble. 
 Following is a tree diagram for this situation.
 [image: This is a tree diagram with branches showing frequencies of each draw. The first branch shows two lines: 8/11B and 3/11R. The second branch has a set of two lines (7/10B and 3/10R for line B, 8/10B and 2/10R for line R) for each line of the first branch. Multiply along each line to find 56/110BB, 24/110BR, 24/110RB, and 6/110RR.]
 The branches are labeled with probabilities. Note: If you draw a red on the first draw from the three red possibilities, there are two red marbles left to draw on the second draw. You do not put back or replace the first marble after you have drawn it. You draw without replacement, so that on the second draw there are ten marbles left in the urn. 
 The numbers at the ends of the branches are calculated by multiplying the numbers on the two corresponding branches. 
 For example:
 [image: P(BB)=\frac{8}{11}*\frac{7}{10}=\frac{56}{110}]
 Find/calculate the following probabilities using the tree diagram:
 (a) [image: P(B)]
 (b) [image: P(R \text{ on the 1st} \text{ and } B \text{ on the 2nd})]
 (c) [image: P(RB \text{ or } BR)]
 (d) [image: P(\text{2nd one is }R)]
 (e) Show that the [image: P(\text{Sample Space})] is [image: 1] or [image: 100\%].
 Show Answer 
 (a) [image: P(B)=\frac{8}{11}]
 (b) [image: P(R \text{ on the 1st} \text{ and } B \text{ on the 2nd})=\frac{3}{11}*\frac{8}{10}=\frac{24}{110}]. This is also the same as writing it as [image: P(RB)].
 (c) [image: P(RB \text{ or } BR)=P(RB)+P(BR)=\frac{24}{110}+\frac{24}{110}=\frac{48}{110}]
 (d) [image: P(\text{2nd one is }R)=P(BR)+P(RR)=\frac{24}{110}+\frac{6}{110}=\frac{30}{110}]
 (e) [image: P(\text{Sample Space})= P(BB)+P(BR)+P(RB)+P(RR)=\frac{56}{110}+\frac{24}{110}+\frac{24}{110}+\frac{6}{110}=\frac{56+24+24+6}{110}=\frac{110}{110}=1]
     An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Learn how to construct and interpret a tree diagram to represent sequential events or decisions
 	Calculate conditional probabilities using tree diagrams, considering both dependent and independent events
 	Apply tree diagrams to solve problems involving probability of multiple events, such as probability of compound events and conditional probability
 
  A very natural use of tree diagrams is to help visualize conditional probability for compound events. 
 conditional probability
 The conditional probability of [image: B] given [image: A] is denoted as [image: P(B\text{ given }A) = P(B|A).]
  
 [image: P(B\text{ given }A) = P(B|A)] is the probability that event [image: B] will occur given that the event [image: A] has already occurred.
  
 In a tree diagram, conditional probability focuses on a specific branch of this tree, considering that a particular event has already happened.
  
 In mathematical terms, if [image: P(A)] represents the probability of event [image: A], and [image: P(B)] represents the probability of event [image: B], the conditional probability of [image: B] given that event [image: A] has occurred is denoted as [image: P(B|A)], and it is calculated as:
 [image: P(B|A) = \dfrac{P(A\text{ and }B)}{P(A)}]
  Utilizing the tree diagram allows us to intuitively grasp conditional probability!
 By using the tree diagram, we can visualize the conditional probability [image: P(B\text{ given } A)] by analyzing a particular route within the tree. So, when we consider events [image: A] and [image: B], we can interpret the conditional probability [image: P(B\text{ given } A)] by first tracing the path associated with event [image: A] and then determining the probability associated with the subsequent path leading to event [image: B].
 Suppose 10 marbles were placed in a bag with 4 being blue and 6 being red. Suppose two marbles were consecutively drawn without replacement from the bag.
 The tree diagram for the given scenario is given below.
 [image: This is a tree diagram with branches showing frequencies of each draw. The first branch shows two lines: 4/10 blue and 6/10 red. The second branch has a set of two lines, 3/9 blue and 6/9 red for the blue branch and 4/9 blue and 5/9 red for the red branch.]
 Let’s calculate the following conditional probability!
 (a) If a red was drawn first, what is the probability that the second draw was blue? 
 Show Answer First of all the probability can be represented as [image: P(\text{Blue drawn second}|\text{Red drawn first})]. This signifies the likelihood of drawing a blue marble as the second one given that a red marble was drawn first.
 In this scenario, after drawing a red marble first, the total number of marbles remaining in the bag decreases to [image: 9] (since one red marble has been drawn). Among these 9 marbles, there are 4 blue ones. Therefore, the conditional probability [image: P(\text{Blue drawn second}|\text{Red drawn first}) = \dfrac{4}{9}]
 (b) If a blue was drawn first, what is the probability that the second draw is red? 
 Show Answer [image: P(\text{Red drawn second}|\text{Blue drawn first}) = \dfrac{6}{9}]
 (c) If a blue was drawn first, what is the probability that the second draw is also blue? 
 Show Answer [image: P(\text{Blue drawn second}|\text{Blue drawn first}) = \dfrac{3}{9}]
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Learn how to construct and interpret a tree diagram to represent sequential events or decisions
 	Calculate conditional probabilities using tree diagrams, considering both dependent and independent events
 	Apply tree diagrams to solve problems involving probability of multiple events, such as probability of compound events and conditional probability
 
  Tutoring 
 [image: A person at their laptop with a teacher pointing to it.]Tutoring has always been advertised as one of the many resources offered to students to help improve their grades. While some individuals consider using private tutoring, many colleges offer free tutoring services for their students in an effort to increase success rates in schools. Regardless of the free service, some students are not motivated to use the tutoring services. There are many factors that can hinder students from seeking help from a tutor. For some students, time might be an issue. This includes students who might need to work, help with family, or are simply having difficulty managing their time. Psychological barriers may also play a role in a student’s ability to attend tutoring. These barriers include discomfort in communicating with others, lack of motivation, or feelings of failure.
 STEM courses are among the most sought-after subjects for tutoring. Let’s explore how we will use tree diagrams to study the relationship between tutoring and a student’s rate of improvement in math.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Understand conditional probability and Bayes’ theorem
 
  Bayes’ Theorem
 In this section, we concentrate on the more complex conditional probability problems we began looking at in the last section.
 [image: Blue neon sign of Bayes' Theorem equation]
 Let’s look at an example of complex conditional probability!
 Probability plays a crucial role in assessing the accuracy of medical tests, especially in diagnosing diseases. When a person undergoes a medical test, we expect the test to accurately detect the disease if the person has it, and to provide a negative result if the person is disease-free. This scenario embodies the concept of conditional probability.
 Bayes’ Theorem is a mathematical tool used in such situations. It enables us to calculate the probability of a person having a disease given the test result, considering the probability of the test being accurate and the prior likelihood of the person having the disease. In other words, Bayes’ Theorem helps us update our beliefs about a person’s disease status based on the test outcome and existing information. This theorem is invaluable in medical diagnosis and various other fields where accurate predictions based on uncertain information are vital.
 Bayes’ Theorem
 Bayes’ Theorem is a fundamental concept in probability theory that allows us to update our beliefs about an event when new evidence or information becomes available.
 
  Let’s consider an example of Bayes’ Theorem! We will discuss this theorem a bit later, but for now, we will use an alternative and, we hope, much more intuitive approach.
 Suppose a certain disease has an incidence rate of 0.1% (that is, it afflicts 0.1% of the population). A test has been devised to detect this disease. The test does not produce false negatives (that is, anyone who has the disease will test positive for it), but the false positive rate is 5% (that is, about 5% of people who take the test will test positive, even though they do not have the disease).
 Suppose a randomly selected person takes the test and tests positive.  What is the probability that this person actually has the disease?
 Show Answer 
 What can we collect from the prompt of this question?
 	[image: P(\text{disease})=0.001].
 	The test does not produce false positive means [image: P(\text{positive}|\text{disease})=1].
 	The false positive rate is [image: 5\%], that is [image: P(\text{positive}|\text{no disease})=0.05].
 
 The question we are trying to answer is: What is the probability that this person actually has the disease? Mathematically, we are trying to find [image: P(\text{disease}|\text{positive})].
 We already know that [image: P(\text{positive}|\text{disease})=1], but remember that conditional probabilities are not equal if the conditions are switched.
 Rather than thinking in terms of all these probabilities we have developed, let’s create a hypothetical situation and apply the facts as set out above.
 	First, suppose we randomly select 1000 people and administer the test. How many do we expect to have the disease? Since about [image: \frac{1}{1000}] of all people are afflicted with the disease, [image: \frac{1}{1000}] of [image: 1000] people is [image: 1]. (Now you know why we chose [image: 1000].) Only [image: 1] of [image: 1000] test subjects actually has the disease; the other [image: 999] do not.
 	We also know that [image: 5\%] of all people who do not have the disease will test positive. There are [image: 999] disease-free people, so we would expect [image: (0.05)(999)=49.95] (so, about [image: 50]) people to test positive who do not have the disease.
 
 Now back to the original question, computing [image: P(\text{disease}|\text{positive})].
 There are [image: 51] people who test positive in our example (the one unfortunate person who actually has the disease, plus the [image: 50] people who tested positive but don’t). Only one of these people has the disease, so
 [image: P(\text{disease}|\text{positive}) = \frac{1}{51} \approx 0.0196].
 Does this surprise you? This means that of all people who test positive, over [image: 98\%] do not have the disease.
 This example is worked through in detail in the video here.
 
  One or more interactive elements has been excluded from this version of the text. You can view them online here: https://printed.lumenlearning.com/stats/?p=603#oembed-1 
 
   As we have seen in this hypothetical example, the most responsible course of action for treating a patient who tests positive would be to counsel the patient that they most likely do not have the disease and to order further, more reliable, tests to verify the diagnosis.
 One of the reasons that the doctors and medical students in the study did so poorly is that such problems, when presented in the types of statistics courses that medical students often take, are solved by use of Bayes’ theorem.
 Bayes’ Theorem
 [image: P(A|B) = \dfrac{P(B|A) \times P(A)}{P(B)}]
 where
 	[image: P(A|B)] represents the probability of event [image: A] occurring given that event [image: B] has occurred
 	[image: P(B|A)] represents the probability of event [image: B] occurring given that event [image: A] has occurred
 	[image: P(A)] and [image: P(B)] are the probability of events [image: A] and [image: B] occurring, respectively
 
  Let’s look at the previous example and use the theorem to answer: What is the probability that this person actually has the disease?
 Using the formula of Bayes’ Theorem, this translates to:
 [image: P(\text{disease} | \text{positive}) = \frac{P(\text{disease}) \times P(\text{positive} | \text{disease})}{P(\text{positive})} =\frac{P(\text{disease}) \times P(\text{positive} | \text{disease})}{P(\text{disease}) \times P(\text{positive} | \text{disease}) + P(\text{no disease}) \times P(\text{positive} | \text{no disease})}<br>]
 Plugging in the numbers, we have:
 [image: P(\text{disease} | \text{positive}) = \frac{(0.001)(1)}{(0.001)(1) + (0.999)(0.05)} \approx 0.0196]
 which is exactly the same answer as our original solution.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Understand conditional probability and Bayes’ theorem
 
  Representing Bayes’ Theorem as a tree diagram can provide a clear and intuitive visualization of how conditional probabilities work, especially in situations involving diagnostic tests.
 The tree diagram breaks down complex scenarios into simpler, sequential events. This breakdown helps in understanding the flow of events and the associated probabilities at each step. Tree diagrams explicitly show the conditional relationships between events. In the context of Bayes’ Theorem, it illustrates how the probability of a specific event (having a disease) changes based on the outcome of another event (a positive test result).
 Representing Bayes’ Theorem as a tree diagram simplifies the understanding of complex conditional probability relationships, making it an effective tool for both learning and problem-solving. 
 Consider two events [image: A] and [image: B] whose tree diagram is shown below.
 [image: This is a tree diagram for events A and B. The first branch shows two lines: A and A'. The second branch has a set of 2 lines for each first branch line. Below A is B and B'. Below A' is B and B'.]
 In the tree diagram, we observe that event [image: B] is conditioned on the result of event [image: A]. Using this tree, we can find [image: P(B|A)] by first following the path of [image: A] and then examining the probability for the branch that leads to event [image: B].
 [image: This is a tree diagram for events A and B. The first branch shows two lines: A and A'. The second branch has a set of 2 lines for each first branch line. Below A is B and B'. Below A' is B and B'. Between A and B P(B|A) is written in red.]
  In the context of a tree diagram, Bayes’ Theorem addresses conditional probabilities at the second stage. For the tree diagram above, we are interested in finding the probability of an event [image: A] occurring given that event [image: B] has occurred. That is, [image: P(A|B)].
 Bayes’ Theorem states that given events [image: A] and [image: B], then
 [image: P(A|B) = \dfrac{P(A)\times P(B|A)}{P(B)}= \dfrac{P(A)\times P(B|A)}{P(A)\times P(B|A) + P(A')\times P(B|A')}]
  When computing Bayes’ Theorem using the probability tree, we can see that the numerator is the the path containing events [image: A] and [image: B]. The denominator is then the sum of all the paths that contain the event [image: B]. 
 Bayes’ Theorem for tree diagrams
 When given two events [image: A] and [image: B] whose tree diagram is:
  
 [image: This is a tree diagram for events A and B. The first branch shows two lines: A and A'. The second branch has a set of 2 lines for each first branch line. Below A is B and B'. Below A' is B and B'.]
  
 Then,
  
 [image: P(A|B) = \dfrac{P(\text{the path of events A and B})}{\text{ sum of } P(\text{paths containing event B})}].
  Use the tree diagram to help compute the following probabilities.
 [image: This is a tree diagram for events A and B. The first branch shows two lines: A and A'. A is labeled 0.77 and A' is labeled 0.23. The second branch has a set of 2 lines for each first branch line. Below A is B and B', labeled 0.43 and 0.57 respectively. Below A' is B and B', labeled 0.61 and 0.39 respectively..]
 (a) [image: P(A \text{ and } B)]
 Show Answer [image: P(A \text{ AND } B) = 0.77 \times 0.43 = 0.3311]
 (b) [image: P(B|A)]
 Show Answer [image: P(B \text{ GIVEN } A) = 0.43]
 (c) [image: P(B|A')]
 Show Answer [image: P(B \text{ GIVEN } A') = 0.61]
 (d) [image: P(A|B)]
 Show Answer [image: P(A \text{ GIVEN } B) = \frac{0.77 \times 0.43}{0.77 \times 0.43 + 0.23 \times 0.61} = \frac{0.1771}{0.1771+0.1403} \approx 0.5580]
 (e) [image: P(A'|B)]
 Show Answer [image: P(A' \text{ GIVEN } B)  = \frac{0.23 \times 0.61}{0.77 \times 0.43 + 0.23 \times 0.61}= \frac{0.1403}{0.1771+0.1403} \approx 0.4420]
  In general, tree diagrams can can be helpful when we try and solve Bayes’ Theorem problem by giving us a way to visualize the necessary paths needed to compute a conditional probability.
 Recall the example: Suppose a certain disease has an incidence rate of 0.1% (that is, it afflicts 0.1% of the population). A test has been devised to detect this disease. The test does not produce false negatives (that is, anyone who has the disease will test positive for it), but the false positive rate is 5% (that is, about 5% of people who take the test will test positive, even though they do not have the disease).
 Suppose a randomly selected person takes the test and tests positive.  What is the probability that this person actually has the disease?
 The tree diagram associated to this scenario is as follows:
 [image: Appropriate alternative text can be found in the description above.]
 Using the formula of Bayes’ Theorem:
 [image: P(\text{disease} | \text{positive}) = \frac{P(\text{disease}) \times P(\text{positive} | \text{disease})}{P(\text{positive})} =\frac{P(\text{disease}) \times P(\text{positive} | \text{disease})}{P(\text{disease}) \times P(\text{positive} | \text{disease}) + P(\text{no disease}) \times P(\text{positive} | \text{no disease})} = \frac{(0.001)(1)}{(0.001)(1) + (0.999)(0.05)} \approx 0.0196<br>]
 Is it easier to find the [image: P(\text{disease} | \text{positive})] using the tree diagram rather than the prompt?
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Understand conditional probability and Bayes’ theorem
 
  Cancer Testing
 [image: Currently available cancer screening options: mammography for breast cancer; low-dose CT for lung cancer; colonoscopy for colorectal cancer; cytology and HPV testing for cervical cancer; serum PSA testing for prostate cancer. Colored organs represent those with available screening; grey organs represent those without any current screening option (not all cancer types are represented). Created with Biorender.com.]
 [1]Cancer remains a leading cause of death worldwide, partly owing to late detection which entails limited and often ineffective therapeutic options. Most cancers lack validated screening procedures, and the ones available disclose several drawbacks, leading to low patient compliance and unnecessary workups, adding up the costs to healthcare systems. Hence, there is a great need for innovative, accurate, and minimally invasive tools for early cancer detection.
  [2]Globally the share of people with cancer reached 1.3% in 2017.  World Health Organization (WHO) believe that these numbers have continued to rise every subsequent year.
 The standard test for detecting cancer in a patient is a cancer diagnosis test. These tests have what is known as a sensitivity and specificity rate. These rates provide important information about the test’s accuracy and reliability in detecting or ruling out the presence of cancer.
 	Sensitivity rate of the test is the probability of a positive test result when a person actually has cancer. A high sensitivity rate indicates that the test is good at identifying individuals who have the disease (true positives).
 	Specificity rate of the test is the probability of a negative test result when a person does not have cancer. A high specificity rate indicates that the test is good at identifying individuals who do not have the disease (true negatives).
 
 These rates are dependent on the type of tests being conducted due to nature of certain cancers being more easily detected than others. This is due to various methods and technologies for detecting the cancer, with some cancers only detectable at certain stages. For example, pancreatic cancer is one type of cancer that is described as a “silent” disease because it frequently does not cause noticeable symptoms in its early stages. As a result, it is often diagnosed at an advanced stage, which can make treatment more challenging.
 On the other hand, melanoma, a type of skin cancer, is generally easier to detect in its early stages. This is because melanoma often begins on the skin’s surface, where it can be seen and identified. Regular skin checks and monitoring for changes in moles or the appearance of new growths are important for the early detection of melanoma.
 Both cancers highlight the importance of awareness, regular screenings, and early detection efforts in the diagnosis and treatment of cancer.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  [3]The world is making slow progress against cancer.  
 The 5-year survival rates for cancers are increasing, and the research we covered suggests that this is due to both earlier detection of cancers and better treatment that increased survival.
 
	https://www.ncbi.nlm.nih.gov/pmc/articles/PMC10047029/#:~:text=90%25%20and%2087%25%20sensitivity%20at,and%2086%25%20for%20pancreatic%20cancer. ↵
	https://ourworldindata.org/cancer ↵
	https://ourworldindata.org/cancer ↵
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				 	Construct a probability distribution table
 
  How Many “Successes” Do We Expect?
 Previously, we focused on determining the probability of one event at a time. Let’s shift our focus to describing the probabilities of all possible outcomes instead of the probability of just one outcome.
 We think of all possible outcomes as variable values. Each variable value has a probability. The variable values together with their probabilities are a probability distribution.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Compute probabilities that involve exponents
 
  How Many 1’s?
 When events [image: A] and [image: B] are independent, then [image: P(A \text{ and } B) = P(A) \cdot P(B)] When using this rule, there are situations in which the probabilities of some events are the same, and that’s when exponents come into play.
 Exponent Review
 	[image: p^{x}] means that [image: p] is multiplied by itself [image: x] times. For example: [image: (0.5)^{2} = (0.5)\cdot (0.5) = 0.25, \mbox{ and } (0.5)^{3} = (0.5)\cdot (0.5)\cdot (0.5) = 0.125].
 	Multiplication is commutative, which means that the order we multiply numbers in does not matter when multiplication is the only operation present. For example: [image: (0.25)\cdot (0.5)\cdot (0.25) = (0.25)\cdot (0.25)\cdot (0.5) = (0.25)^{2}(0.5)]
 
  Suppose we are rolling a fair, [image: 6]-sided die [image: 4] times.Calculate the probability that the first roll is not a [image: 6], the second roll is a [image: 6], and the final two rolls are also not [image: 6]. Show Solution The probability that the first roll is not a [image: 6], the second roll is a [image: 6], and the final two rolls are also not [image: 6] is:
 [image: P(]not [image: 6] AND [image: 6] AND not [image: 6] AND not [image: 6)] = [image: P(\text{not} 6)] [image: \cdot] [image: P(6)] [image: \cdot] [image: P(\text{not} 6)] [image: \cdot] [image: P(\text{not} 6)]
 =  [image: P(6) \cdot (P(\text{not} 6))^3 = (\frac{1}{6}) \cdot (\frac{5}{6})^3 \approx 0.0965]
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Interpret statements of inequality
 
  Inequalities and Probabilities
 Let’s consider probability questions where each trial of an experiment has exactly two outcomes (which we call “success” and “failure”), and we want to count how many of the trials result in successes.
 [image: A spinner with 4 quadrants, labeled 1, 2, 3, and 4.]Suppose that we have a spinner with [image: 4] sections, each of equal size, and the sections are labeled [image: 1, 2, 3, \text{and} 4]. We might want to count how many times the spinner lands on the [image: 1] section if we spin the spinner [image: 10] times. We will also consider questions like, “What is the probability that in at least [image: 6] out of [image: 10] spin attempts, the arrow lands on the [image: 1] section?” For these types of questions, we will need inequality expressions.
 Inequality Review
 There are four inequality symbols:
 	[image: <] (less than): [image: a \lt b] means that “a is less than b.” For example, we write [image: 2 \lt 5] because [image: 2] is less than [image: 5].
 	[image: \leq] (less than or equal to): [image: a \leq b] means that “a is less than or equal to b.” For example, we can write [image: 2 \leq 5] and [image: 5 \leq 5] because the symbol indicates that there are two possibilities: the number on the left is either less than [image: 5] or the number on the left equals [image: 5].
 	[image: >] (greater than): [image: a>b] means that “a is greater than b.” For example, we write [image: 5 > 2] because [image: 5] is greater than [image: 2].
 	[image: \geq] (greater than or equal to): [image: a \geq b] means that “a is greater than or equal to b.” For example, we can write [image: 5 \geq 2] and [image: 5 \geq 5] because the symbol indicates that there are two possibilities: the number on the left is either greater than [image: 5] or the number on the left equals [image: 5].
 
 One way to help remember how these symbols work is that the pointy end (the smaller side) of the symbol always points to the smaller number, while the open side (the bigger side) of the symbol always opens to the bigger number. (A fun way to remember it is to think of the symbol as a mouth that wants to eat the biggest number!)
 An important part of answering probability questions is translating the question into a mathematical expression so that you know what probability you’re trying to find.
 [image: A spinner with 4 quadrants, labeled 1, 2, 3, and 4.]Let’s imagine we are spinning a spinner with [image: 4] equally-sized sections [image: 10] times.
 Let the random variable [image: X] be the number of times that we land on the [image: 1] in our [image: 10] spin attempts.Describe [image: P(X > 5)]. Show Solution [image: P(X > 5)] is the probability that we land on [image: 1] on more than [image: 5] spins OR we want the proportion for the number of spins where the arrow lands on [image: 1] to be more than [image: 5].
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Interpretation of Inequality
 Sometimes, a description of an inequality can be a little trickier to interpret. Translating intervals in context to notation is an important steps in answering a statistic question. This is necessary for calculating purposes. It is also important to feel comfortable with identifying values that would be located within an interval.
 	“At least [image: x]” means [image: x] or more. For example: “at least [image: 3]” means [image: 3] or more.
 	“Up to [image: x]” means less than or equal to [image: x]. For example: “up to [image: 2]” means [image: 2] or less.
 	“At most [image: x]” means less than or equal to [image: x]. For example: “at most [image: 2]” means [image: 2] or less.
 	“No more than [image: x]” means less than or equal to [image: x]. For example: “no more than [image: 2]” means [image: 2] or less.
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Recognize discrete and continuous variable and its values
 
  A variable is the characteristics of the observational units in a study. Previously, we have distinguish that the data of a variable can be a qualitative one or a quantitative one.
 Quantitative data are the result of counting or measuring attributes of a population. Quantitative data are always numbers. 	Quantitative discrete data are the result of counting.
 	Quantitative continuous data may also include fractions, decimals, or irrational numbers.
 
  Commute Time
 Each year, the United States Census Bureau puts out a survey called The American Community Survey.[1] This survey provides information about the social and economic needs of your community. Responses to this survey help provide local and national leaders with the information they need for planning and programs.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	United States Census Bureau. (2021, July 9). American Community Survey Data. https://www.census.gov/programs-surveys/acs/data.html ↵
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				 	Create a discrete probability distribution and use it to find probabilities
 	Determine if probability models meet the conditions for a discrete probability model
 
  Discrete Probability Distribution
 The variable [image: X] is classified as a discrete random variable if it takes a fixed set of possible numerical values and it is not possible to get any value in between.
 discrete probability distribution
 The probability distribution of a discrete random variable describes all possible values of the random variable, as well as the probability associated with each value.
 A discrete probability distribution is often presented in a table or graph.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Discrete probability distributions can be represented as a bar graph as well. The bar graph should include all of the possible outcomes of the discrete variable and the probability associated with each outcome.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Create a discrete probability distribution and use it to find probabilities
 	Determine if probability models meet the conditions for a discrete probability model
 
  Properties of Discrete Probability Distributions
 There are a few important properties of discrete probability distributions that we should consider:
 	The values associated with the random variable of interest are numerical and discrete.
 	All possible values of the random variable are listed in a table or graph, with each value having an associated probability greater than or equal to [image: 0] and less than or equal to [image: 1].
 	The sum of all probabilities in the table or graph equals [image: 1].
 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Create a discrete probability distribution and use it to find probabilities
 	Determine if probability models meet the conditions for a discrete probability model
 
  Discrete Probability Distributions
 [image: A student asleep at their desk amidst other students taking notes.]
 Research studies of college students suggest that sleep deprivation and daytime sleepiness can have negative consequences, including lower grade point averages, increased risk of academic failure, and impaired mood.[1]
 To counter sleep deprivation and daytime sleepiness, individuals are often encouraged to nap during the daytime.[2] In fact, some have even argued for colleges to consider building napping stations in their libraries to provide students convenient locations for quick naps.[3]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	Hershner, S. D., & Chervin, R. D. (2014). Causes and consequences of sleepiness among college students. Nature and Science of Sleep, 6, 73–84. https://doi.org/10.2147/NSS.S62907 ↵
	Duggan, K. A., McDevitt, E. A., Whitehurst, L. N., & Mednick, S. C. (2018). To nap, perchance to DREAM: A factor analysis of college students' self-reported reasons for napping. Behavioral Sleep Medicine, 16(2), 135–153. https://doi.org/10.1080/15402002.2016.1178115 ↵
	Wise, M. J. (2018). Naps and sleep deprivation: Why academic libraries should consider adding nap stations to their services for students. New Review of Academic Librarianship, 24(2), 192–210. https://doi.org/10.1080/13614533.2018.1431948 ↵
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				 	Create a discrete probability distribution and use it to find probabilities
 	Determine if probability models meet the conditions for a discrete probability model
 
  Bar Graph – Discrete Probability Distribution
 [image: Animation of a person sleeping dreaming about statistics.]
 A large, national survey[1] conducted by the American College Health Association asked college students the question: “On how many of the last 7 days did you take a nap?”
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	American College Health Association-National College Health Assessment. (2020). Undergraduate student reference group data report, Fall 2019. https://www.acha.org/NCHA/ACHA-NCHA_Data/Publications_and_Reports/NCHA/Data/Reports_ACHA-NCHAIII.aspx ↵
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				 	Use a binomial distribution to calculate probability
 	Determine if a probability model meets the conditions for a binomial distribution
 
  Bernoulli Trial
 A Bernoulli trial is a chance experiment with the following three properties:
 	There are exactly two possible outcomes of the chance experiment. We label one of them as a success and the other as a failure (these aren’t value judgments on the outcomes, just labels; usually, we call the outcome we’re most interested in the success outcome).
 	The probability of success is the same for every trial. We call the probability of success [image: p]. Since the only two outcomes are success and failure, the probability of failure is the probability that the trial does not result in a success, so we can use the NOT probability rule to find that the probability of failure is [image: 1-p].
 	The trials are independent from one another. (This means that the outcome of one trial does not affect the likelihood of the possible outcomes of subsequent trials.)
 
 binomial experiment
 A binomial experiment is an experiment consisting of a fixed number, [image: n], of independent Bernoulli trials that counts the number of successes out of [image: n] trials. Notice that the number of successes in a binomial experiment is a discrete random variable.
 The distribution of this random variable is modeled with the binomial distribution.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use a binomial distribution to calculate probability
 	Determine if a probability model meets the conditions for a binomial distribution
 
  Bernoulli Trial
 Flipping a coin is a classic example of a Bernoulli trial. When we flip a coin, there are two possible outcomes, heads or tails, and the different flips of the coin are independent. We can think of flipping tails as a “success,” and if the coin is fair, the probability of success is [image: p = 0.5] for every trial.Let’s experiment flipping a coin [image: 3] times and counting the number of tails obtained.Flipping a coin [image: 3] times is a binomial experiment where [image: n = 3 \text{ and } p = 0.5], and the random variable is the number of tails in [image: 3] coin flips. Therefore, the distribution of [image: X] can be modeled using the binomial distribution. Outcomes of flipping a coin 3 times. Recall that the outcomes of the experiment are as given in the following table:
 	Experimental 
 Outcome
  	[image: X]
 Number of Tails in 3 Flips of a Coin
  
 	HHH 	[image: 0] 
 	HHT 	[image: 1] 
 	HTH 	[image: 1] 
 	THH 	[image: 1] 
 	TTH 	[image: 2] 
 	THT 	[image: 2] 
 	HTT 	[image: 2] 
 	TTT 	[image: 3] 
  
 
  The probability of each value of [image: X] can be found by calculating its relative frequencies.
 Notice that since the trials here are independent, you can also find these probabilities by using the rule for independent events, [image: P(A \mbox{ and } B) = P(A) \cdot P(B)], in combination with the rule for finding OR probabilities.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  Notice that the probabilities you found in part (a) and (b) are the same. This is due to the fact that the trials are independent!
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				 	Use a binomial distribution to calculate probability
 	Determine if a probability model meets the conditions for a binomial distribution
 
  Binomial Distribution
 If the event [image: A \text{ and } B] are mutually exclusive (meaning they cannot happen at the same time), then [image: P(A~or~B) =P(A)+P(B).] Let’s revisit the experiment flipping the coin [image: 3] times and counting the number of tails obtained.
 Find [image: P(X = 1).]
 
 Show Solution 
 Since the outcomes THH, HTH, and HHT are mutually exclusive, the probability of obtaining [image: 1] tail in [image: 3] coin flips, i.e., [image: P(X = 1)] , is:
 [image: P(X = 1) = P(THH) + P(HTH) + P(HHT) = 0.125 + 0.125 + 0.125 = 0.375]
 Since all [image: 3] of the outcomes yielding [image: 1] tail have the same probability, then
 [image: P(THH) = P(HTH) = P(HHT) = P(T)P(H)P(H)=P(T)(P(H))^{2}]
 and we can compute the probability [image: P(X = 1)] as follows:
 [image: P(X=1) = 3 P(T)P(H)P(H) = 3P(T)(P(H))^{2} = 3(0.5)(0.5)^{2} = 0.375]
 where, as you observed in the table below, [image: 3] is the number of ways of obtaining [image: 1] tail in [image: 3] coin flips.
 Recall that the outcomes of the experiment are as given in the following table:
 	Experimental Outcome 	[image: X] Number of Tails in 3 Flips of a Coin
  
 	HHH 	[image: 0] 
 	HHT 	[image: 1] 
 	HTH 	[image: 1] 
 	THH 	[image: 1] 
 	TTH 	[image: 2] 
 	THT 	[image: 2] 
 	HTT 	[image: 2] 
 	TTT 	[image: 3] 
  
 
  
  The example above gives us a glimpse into the formula for the binomial distribution, which is used to model a binomial experiment.
 binomial distribution formula
 In general, the formula for the probability of obtaining [image: x] successes from [image: n] independent trials where the probability of success is [image: p] is:
 [image: P(X = x) = (\text{number of ways to obtain }x\text{ successes in }n\text{ trials}) \cdot p^{x} \cdot (1-p)^{n-x}]
 where [image: p^{x}] occurs because there are [image: x] successes, and [image: (1-p)^{n-x}] occurs because if there are [image: x] successes and [image: n] trials total, there must be [image: n-x] failures.
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use a binomial distribution to calculate probability
 	Determine if a probability model meets the conditions for a binomial distribution
 
  Binomial Distribution Formula
 Let’s revisit the experiment flipping the coin [image: 3] times and counting the number of tails obtained. Outcomes of flipping a coin [image: 3] times. Recall that the outcomes of the experiment are as given in the following table:
 	Experimental 
 Outcome
  	[image: X]
 Number of Tails in 3 Flips of a Coin
  
 	HHH 	[image: 0] 
 	HHT 	[image: 1] 
 	HTH 	[image: 1] 
 	THH 	[image: 1] 
 	TTH 	[image: 2] 
 	THT 	[image: 2] 
 	HTT 	[image: 2] 
 	TTT 	[image: 3] 
  
 
 Notice that the number of ways to obtain each number of successes in a binomial experiment increases pretty quickly. If we were to flip [image: 4] coins, there would be:
 	[image: 1] way to obtain [image: 0] tails
 	[image: 4] ways to obtain [image: 1] tail
 	[image: 6] ways to obtain [image: 2] tails
 	[image: 4] ways to obtain [image: 3] tails
 	[image: 1] way to obtain [image: 4] tails
 
 There is a formula that lets us compute these probabilities more easily.
  binomial distribution formula
 For a binomial experiment in which the probability of success is [image: p] and there are [image: n] trials, the binomial distribution gives the probability of obtaining [image: x] successes is
 [image: P(X=x) = \dfrac{n!}{x!(n-x)!} \cdot p^{x} \cdot (1-p)^{n-x}]
 where [image: \frac{n!}{x!(n-x)!}] is called “[image: n \mbox{ choose } x],” which computes the number of ways to obtain [image: x] successes out of [image: n] trials.
  The exclamation mark is the symbol for a factorial. You won’t need to calculate this because we will be using technology for our computations, but [image: n!] is the product of all the positive numbers preceding the number [image: n].
 [image: n! = n(n-1)(n-2) \cdots (2)(1)]
 For example, [image: 3! =(3)(2)(1) = 6].
 On the experiment flipping the coin [image: 3] times and counting the number of tails obtained, we found that there were [image: 3] ways to obtain [image: 1] tail in [image: 3] coin flips.To see how this corresponds to the formula, observe that for [image: n=3] and [image: x=1]:[image: 3\text{ choose }1 = \frac{3!}{1!(3-1)!} = \frac{3!}{1!2!} = \frac{6}{1 \cdot 2} = \frac{6}{2} = 3] As mentioned, we will be using technology to compute these probabilities, so you won’t need to worry much about the formula.
 Feel free to explore the tool.
 You can click on the Find Probabilities tab, input values for [image: n], [image: p], and [image: x], and then select which type of probability you would like to compute from the drop-down menu.
 https://lumen-learning.shinyapps.io/binomialdist/
 [Trouble viewing? Click to open in a new tab.]
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				 	Use a binomial distribution to calculate probability
 	Determine if a probability model meets the conditions for a binomial distribution
 
  [image: ] Calculate Probability
 An interactive dataset picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
 
  See the Example Question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Determine if a probability model meets the conditions for a binomial distribution
 	Use a binomial distribution to calculate probability
 
  Acceptance Sampling and Binomial Distribution
 [image: A construction worker looking at a machine in person and on the computer.]
 Quality control, which often involves checking batches (called “lots”) of products for defects, is a very important part of production. One method of quality control that became commonly used during World War II is called acceptance sampling.[1]
 Acceptance Sampling is a quality control technique used to assess the quality of a product or a batch of products. It involves inspecting a random sample from the batch and deciding whether to accept or reject the entire batch based on the quality of the sampled items. Acceptance sampling is commonly used in manufacturing, especially when testing the entire batch would be time-consuming or costly. It is a practical and cost-effective way to ensure quality control, especially for large-scale production processes. It allows manufacturers to make decisions about the entire batch based on the evaluation of a smaller, manageable sample.
 In acceptance sampling, a random sample is drawn from each lot of a product, and the items in the sample are tested. Each item in the sample is designated as either “conforming” to a set of standards or “nonconforming.” If the number of nonconforming items is above a pre-determined threshold, then the whole lot of the product is rejected.
 Many industries today use multi-stage sampling plans if it is feasible, but we will focus on single-stage plans.[2]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
	National Institute of Standards and Technology (n.d.). What kinds of lot acceptance sampling plans (LASPs) are there? https://www.itl.nist.gov/div898/handbook/pmc/section2/pmc22.htm ↵
	American Society for Quality (n.d.). Attribute & variable sampling plans and inspection procedures. https://asq.org/quality-resources/sampling/attributes-variables-sampling ↵
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				 	Determine if a probability model meets the conditions for a binomial distribution
 	Use a binomial distribution to calculate probability
 
  Binomial Experiments
 We will consider acceptance samples as binomial experiments where the number of successes is the number of nonconforming items in the sample. Notice that an acceptance sample is usually drawn without replacement, so the draws are not independent. In practice, however, lots of a product are very large, and the sample size is small enough relative to the lot size that the independence issue is not a problem. The population of items in the lot is so large relative to the sample size that the probability of drawing a nonconforming item is roughly the same for each item selected, even though the sample of items is drawn without replacement. Then, the selection of items can be considered independent, and the binomial distribution can be used to model the situation.
 For this activity, we will assume that the above description is the case for us as well— that the acceptance samples we are considering are drawn from lots of products that are sufficiently large for us to consider our selections to be independent and to assume that the probability of drawing a nonconforming item is the same for each item selected for the sample.
 Thus, we will consider acceptance samples drawn from lots of a product as binomial experiments, where the number of successes is the number of nonconforming items in the sample and a lot of products has a fixed proportion of nonconforming items.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/binomialdist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Determine if a probability model meets the conditions for a binomial distribution
 	Use a binomial distribution to calculate probability
 
  Statistical Tool for Binomial Distribution
 https://lumen-learning.shinyapps.io/binomialdist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use normal probability distribution to calculate binomial probabilities
 	Check the conditions for applying a normal distribution to approximate a binomial distribution
 
  Binomial Distribution
 We defined a binomial experiment as an experiment consisting of a fixed number, [image: n], of independent Bernoulli trials that count the number of successes out of [image: n] trials. Notice that the number of successes in a binomial experiment is a discrete random variable. The distribution of this random variable is modeled with the binomial distribution.
 binomial mean and standard deviation
 For a binomial experiment with a probability of success [image: p] on [image: n] trials, the mean [image: \mu] and standard deviation [image: \sigma] are defined as follows:
 	The mean of the number of successes is [image: \mu = np].
 	The standard deviation of the number of successes is [image: \sigma = \sqrt{np(1-p)}].
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use normal probability distribution to calculate binomial probabilities
 	Check the conditions for applying a normal distribution to approximate a binomial distribution
 
  Binomial Probabilities
 Let’s utilize the data tool to calculate binomial probabilities.
 https://lumen-learning.shinyapps.io/binomialdist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use normal probability distribution to calculate binomial probabilities
 	Check the conditions for applying a normal distribution to approximate a binomial distribution
 
  Connection Between Binomial and Normal Distributions
 Oftentimes, it is adequate to use the mean and standard deviation to describe the most likely values for the number of successes. For large [image: n~(\mbox{when}~np\geq 10 \mbox{ and } n(1 – p) \geq 10)], the binomial distribution has an approximate bell shape. So, we can use the normal distribution to approximate the binomial distribution and conclude that nearly all possibilities for the number of successes fall between the mean and [image: ±3] standard deviations.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  https://lumen-learning.shinyapps.io/binomialdist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use normal probability distribution to calculate binomial probabilities
 	Check the conditions for applying a normal distribution to approximate a binomial distribution
 
  See the Example Question 
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
  
 An interactive video picker element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use normal probability distribution to calculate binomial probabilities
 	Check the conditions for applying a normal distribution to approximate a binomial distribution
 
  The Connection between Binomial and Normal Distributions
 [image: A basketball player about to take a shot.]
 Is it large enough?
 Previously, we learned about the role that [image: p] plays in the shape of the binomial distribution. The binomial probability distribution is skewed right if [image: p < 0.5], symmetric and approximately bell shaped if [image: p= 0.5], and skewed left if [image: p > 0.5].
 Let’s discuss the role that [image: n] plays in its shape. For a fixed [image: p], as the number of trials, [image: n], in a binomial experiment increases, the probability distribution of the random variable [image: X] becomes nearly symmetric and bell shaped.
 condition for a normal distribution
 The binomial distribution can be approximated well by the normal distribution when n is large enough so that the expected number of successes, [image: np], and the expected number of failures, [image: n(1-p)], are both at least [image: 10].
 That is: The probability distribution will be approximately symmetric and bell shaped if
 	[image: np \geq 10] AND
 	[image: n(1-p) \geq 10]
 
  An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
 
   An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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				 	Use normal probability distribution to calculate binomial probabilities
 	Check the conditions for applying a normal distribution to approximate a binomial distribution
 
  Continuity Correction
 In addition to verifying that both the number of successes and the number of failures exceed [image: 10], we need to adjust the discrete whole numbers used in a binomial distribution.
 continuity correction
 In probability theory, a continuity correction is an adjustment that is made when a discrete distribution is approximated by a continuous distribution. We do this by adjusting the discrete whole numbers used in a binomial distribution so that any individual value, [image: X], is represented in the normal distribution by the interval from [image: X - 0.5 \mbox{ to } X + 0.5] or [image: X ±0.5].
  Why is this necessary? Consider the following example.
 The probability that George successfully makes exactly [image: 270] free throws is [image: P(X= 270) = 0.0766]. So, there is a [image: 7.66\%] chance that he will make exactly [image: 270] free throws out of [image: 300]. The [image: P(X= 270.2)] free throws is [image: 0] because he cannot make [image: 0.2] of a free throw. The number of free throws made is a discrete random variable.Now suppose we assume that the number of free throws made has a normal distribution. In other words, suppose that the random variable [image: X] is a continuous random variable. The probabilities for a continuous random variable are defined as the area under the curve, and we talk about the area under the curve over intervals using probability notation: [image: -P(X < a)], [image: P(X>a)] or [image: P(a< X< b)]
 For a continuous random variable, [image: P(X = a) = 0] because there are an infinite number of possible numbers on any interval. Also, [image: P( X \leq a) = P(X< a)] for a continuous random variable.
 Thus, we will use [image: P(269.5 < X < 270.5)] to approximate [image: P(X = 270)].
  Thus, provided that certain conditions ([image: np \ge 10] and [image: n(1-p) \ge 10]) are met, we can then use the continuity of correction to make the adjustment to the discrete random variable and use the normal distribution to approximate the binomial probabilities.
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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		Connection Between Binomial and Normal Distributions: Apply It 3

								

	
				 	Use normal probability distribution to calculate binomial probabilities
 	Check the conditions for applying a normal distribution to approximate a binomial distribution
 
  Normal Approximation
 Let’s use the normal approximation with a continuity correction to approximate the following binomial probabilities.
 https://lumen-learning.shinyapps.io/normaldist/ 
 [Trouble viewing? Click to open in a new tab.]
 An interactive online homework element has been excluded from the printed version of the text. To see the interactive element that was excluded, please visit the courseware online.
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